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Chapter 1

Introduction

This dissertation contains four essays on econometric time series modelling. More specifi-

cally, each of the essays considers a time series model where a selection of the parameters

is time-varying. Nowadays, it is widely recognized that allowing for time variation in some

parameters is often necessary to match properties observed in economic time series. We

proceed by discussing two prominent examples of time series where time-varying parameter

models are often applied.

Our first example concerns modelling covariance matrices of financial returns. These co-

variance matrices are important for measuring the risk of a portfolio of financial assets.

Moreover, since the seminal paper of Markowitz (1952), covariance matrices play a key role

in modern portfolio theory. The empirical finance literature provides an extensive docu-

mentation that time variation in these covariance matrices is ubiquitous. Stylized facts of

asset returns describe that, while returns tend to be uncorrelated over time, their squared

or absolute returns often display significant positive autocorrelation. Tranquil periods of

moderate returns can turn into short periods of financial turmoil. This phenomenon is

called volatility clustering. Furthermore, asset returns tend to show more comovement

during periods of financial turmoil. Practitioners need to take this time variation into
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account since, in order to make adequate decisions, they need accurate estimates of the

current and/or future states of the covariance matrix. The financial econometrics literature

has proposed numerous models for time-varying covariances. For example, the generalized

autoregressive conditional heteroskedasticity (GARCH) model of Engle (1982) and Boller-

slev (1986) which allows for a time-varying conditional variance as well as the dynamic

conditional correlation (DCC) models of Engle (2002) and Tse and Tsui (2002) for time

variation in conditional correlations.

Also in time series of key macroeconomic variables such as GDP growth, inflation, and in-

terest rates, structural changes are often observed. For instance, over the last decades many

advanced economies, including the euro area, the United States, and Japan, experienced

declining inflation and interest rates, reflecting, among other things, structural changes

to the conduct of monetary policy and to the formation of inflation expectations. Also

average growth rates of output have changed over time in many countries, related inter

alia to developments in demographics or productivity. Time variation in macroeconomic

time series is not restricted to varying levels or trends. Other often observed forms of

time variation include, amongst others, time variation in the variability of increments (see

e.g. Sims and Zha (2006), Clark (2011), and Carriero et al. (2016a)) and time variation in

impulse response functions. In particular, vector autoregressive (VAR) models that allow

all coefficients to vary over time were specified by Cogley and Sargent (2001, 2005) and

Primiceri (2005).

Following Cox (1981) we can classify time-varying parameter models as either parameter-

driven or observation-driven. Roughly speaking, for parameter-driven versions the un-

observed time-varying parameter follows its own stochastic process. By contrast, for

observation-driven models the time-varying parameter can be expressed as a determinis-

tic function of past observations. For practitioners the choice between a parameter-driven

and an observation-driven model depends upon the particular application. Both types of

models are considered in this dissertation. We proceed by discussing the frameworks of

parameter-driven as well as observation-driven models.
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We first consider the linear Gaussian parameter-driven models, see Durbin and Koopman

(2012) for a textbook treatment. Let {yt}nt=1 and {αt}nt=1 denote the time series of obser-

vations and (unobserved) state vectors, respectively. The model is given by

yt = Ztαt + εt, εt ∼ N(0, Ht), (1.1)

αt+1 = Ttαt +Rtηt, ηt ∼ N(0, Qt), t = 1, . . . , n, (1.2)

where the matrices Zt, Ht, Tt, Rt, and Qt are predetermined and, in common cases, depend

upon elements of an unknown static parameter vector θ. The parameter vector θ needs

to be estimated. For this purpose, Bayesian as well as frequentist estimation methods

are well established. In particular, due to the linearity and the Gaussianity, the Kalman

filter recursion evaluates the mean and variance of the unobserved state αt+1 conditional

on information up until time t. Consequently, using the prediction error decomposition,

these type of models allow for a closed form expression of the likelihood function. Opti-

mizing this likelihood function with respect to θ provides the maximum likelihood estimate

θ̂. Furthermore, smoothing methods are well developed. These provide estimates of the

unobserved states αt over time using the full information set (i.e. using past as well as

future observations).

Many interesting parameter-driven models, however, do not admit a linear Gaussian state

space representation. For instance, our parameter-driven macroeconomic forecasting model

in Chapter 4 does not admit a linear Gaussian state space representation due to the presence

of stochastic volatility. In general, let p(yt | αt; θ) denote the distribution of yt conditional

on the state vector αt. The Gaussian assumption for p(yt | αt; θ) is violated, for example,

when modelling financial returns with a fat-tailed distribution, and also when using a

discrete distribution for εt when yt has a discrete set of outcomes. The models can also

violate the linearity assumption. Consequently, the Kalman filter recursion is not valid

anymore and the likelihood function is not analytically tractable. To perform inference

in these models one has to resort to simulation based methods. Despite the presence of



4 Introduction

an extensive literature on such methods, they are often computationally demanding. The

rest of this dissertation focuses instead on the more tractable class of observation-driven

models, see chapters 2, 3, and 5.

In an observation-driven model the time-varying parameter is a deterministic function

of past observations. Let Yt−1 = {y1, . . . , yt−1} represent the set of past observations.

The conditional density of yt in the (parametric) observation-driven model is given by

p(yt | Yt−1; θ). This density is conditional upon previous observations contained in Yt−1.

The class of observation-driven models we consider in this dissertation is given by

p(yt | Yt−1; θ) = p(yt | ft; θ), ft+1 = ω + α · g(yt | ft; θ) + βft, (1.3)

where the time-varying parameter ft contains all the information on the time variation in

the density function, and the function g(yt | ft; θ) needs to be specified. The update from

ft to ft+1 depends (conditional on the static parameters and on ft) only upon yt. The

specification in Equation (1.3) nests, for instance, the GARCH model for a time-varying

conditional variance given by σ2
t . To see this, assume that yt has mean zero, take ft = σ2

t

and set g(yt | σ2
t ; θ) = y2

t . The resulting updating equation is

σ2
t+1 = ω + αy2

t + βσ2
t ,

which is the GARCH(1,1) filter. In contrast to non-linear and non-Gaussian state space

models, likelihood evaluation for observation-driven models is straightforward even for non-

Gaussian specifications of p(yt | ft; θ). Since the log-likelihood function is available through

a standard prediction error decomposition, i.e. as

n∑
t=2

ln p(yt | ft; θ),

it can be optimized with respect to θ to obtain the maximum likelihood estimate θ̂.
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In chapters 2 and 3 we focus on observation-driven models with g(yt | ft; θ) based on the

derivative of the time t log-likelihood function, also known as the score:

g(yt | ft; θ) = St ·
∂ log p(yt | ft; θ)

∂f
, (1.4)

where St represents a scaling function which is known at time t−1. This class of score-driven

models introduced in Creal et al. (2011, 2013) and Harvey (2013) has gained considerable

popularity in the recent statistical literature. Score-driven models are typically appreciated

for their robustness properties since the models flexibly adapt themselves to the distribution

of the innovations. Despite being relatively new, a wide range of applications of score-

driven models is already available in the literature. Furthermore, recent research has shown

that basing the g(yt | ft; θ) function on the score provides unique information theoretical

optimality properties.

This dissertation is split into two parts: a more theoretical part and a more applied part.

The first part studies optimality properties of score-based updating steps. In particu-

lar, chapters 2 and 3 considerably extend the theoretical motivation behind the class of

score-driven models. The second part presents multivariate applications of time-varying

parameter models. Chapter 4 presents a model specified for forecasting macroeconomic

variables subject to structural changes. Fundamental factor models for vast-dimensional

covariance matrices of financial returns are the topic of Chapter 5. A more detailed outline

of this dissertation is as follows.

Outline

Chapter 2 studies optimality properties of time-varying volatility models driven by the score

of the predictive likelihood function. Blasques et al. (2015) provide one of the theoretical

motivations for score-driven models. They highlight the unique properties of score-driven

models by showing that these models are optimal in an information theoretic sense. Their
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results, however, are only valid asymptotically when the model is evaluated at the limiting

pseudo-true parameter. Furthermore, their supporting Monte Carlo findings only illustrate

that score-driven models are optimal on average. Therefore, little is known about the finite

sample optimality properties of score-driven models. In this chapter, we try to fill this

gap by answering two main questions using a Monte Carlo study. First, we study how

score-driven models perform when analyzed at a (finite-sample) parameter estimate rather

than at the pseudo-true parameter. Second, we investigate whether the better performance

of a score-driven volatility model depends on the properties of the data and the level of

the time-varying parameter itself: does the model perform better during either periods of

high (or low) volatility, and in the presence or absence of outliers and fat tails? As our

benchmark we use the well-known Generalized Autoregressive Conditional Heteroskedas-

ticity (GARCH) model of Engle (1982) and Bollerslev (1986), both with normally and

Student’s t distributed error terms. We find that the score-driven volatility model not only

outperforms the GARCH models asymptotically, but also in finite samples when evaluated

at estimated parameter values, despite the considerable variation in these estimates. We

also find that the score-driven model performs better precisely when it matters most, i.e.,

when volatility is high, data are fat-tailed, and robustness is most important. Finally, we

find empirically that score-driven volatility models perform best in periods of financial dis-

tress. This finding is particularly useful in practice since it indicates that the optimality

results apply when we need them most.

Chapter 3 revisits the theory on continuous record asymptotics (CRA) for observation-

driven filters and applies it to the autoregressive conditional duration (ACD) framework.

ACD filters capture the time variation in expected durations between event-times. Such

dynamic properties of expected durations can be relevant in various settings. For instance,

in climate studies, the expected duration between catastrophic events might vary over time

due to changes in general environmental conditions. Similarly, in financial economics, the

expected time between transactions can depend on the stress level and liquidity of financial

markets. ACD models are specified to model time series of durations between events, for
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example the interarrival times between trades in high frequency stock market data. Our

findings reveal the close resemblance between the CRA analysis of ACD and ARCH type

models. First, we formulate conditions for the ACD filter to consistently track the path

of a smoothly time-varying conditional expected duration even if the filter is misspecified.

This consistency can be achieved when the frequency of measurements is ever increasing.

The class of ACD filters that satisfies the condition for consistency contains many existing

models. We further compare ACD filters in terms of efficiency in an asymptotic mean-

squared-error sense. In particular, our analysis reveals that score-driven ACD filters as

introduced by Creal et al. (2013) are characterized as the most efficient ACD filters. The

efficiency improvements become more pronounced for more fat-tailed conditional innovation

densities. We illustrate the results for the Burr distribution.

Chapter 4 develops a VAR model with time variation in the mean and the variance. In a

standard VAR representation a time-invariant filter is applied to variables in deviation from

their time-invariant unconditional mean. Our approach relaxes the latter assumption by

considering a constant coefficient VAR for variables in deviation from a local mean vector,

which we allow to vary over time as a random walk. We also allow additional “signal” on

the unobserved local mean by linking it to some observable variable, in our case long-term

Consensus forecasts, via a measurement equation. Finally, we allow for time variation in

the variances by assuming stochastic volatility for all shocks. The approach proposed in

this chapter restricts the time variation to the mean and the variance and therefore allows

the researcher to consider a larger number of variables than in a “fully” time-varying

version and potentially limits estimation uncertainty. We adopt the Bayesian approach

for inference and we approximate the posterior distribution of the parameters using a

Gibbs sampler. The proposed Gibbs sampler allows the researcher to use a large cross-

sectional dimension in feasible computational time. The slowly changing mean can account

for a number of secular developments such as changing inflation expectations, slowing

productivity growth or demographics. This chapter contributes to a growing literature on

how best to model time variation in macro time series models in a forecasting context.
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We show the good forecasting performance of the model relative to popular alternatives,

including standard Bayesian VARs with Minnesota priors, VARs with democratic priors and

standard time-varying parameter VARs for the euro area, the United States, and Japan.

In particular, incorporating survey forecast information helps to reduce the uncertainty

about the unconditional mean and along with the time variation improves the long-run

forecasting performance of the VAR models.

Chapter 5 considers modelling vast-dimensional time-varying covariance matrices of asset

returns. In particular, we investigate covariance matrix estimation in vast-dimensional

spaces of 1,500 up to 2,000 stocks using fundamental factor models (FFMs). For such a

high dimensions factor models are often used for the purpose of dimension reduction. FFMs

are the typical benchmark in the asset management industry and depart from the statistical

factor models and the factor models with observed factors as often used in the statistical

and finance literature, respectively. In a FFM a number of factors are specified and for

each stock the factor loadings are observed, i.e., the factor loadings are based on observable

company characteristics. A FFM provides dimension reduction in the covariance matrix

estimation. Since the covariance matrix of the stock returns is build from the time series of

factor returns (which has a much lower dimension) and the idiosyncratic returns (univariate

series). While the FFM does provide a dimension reduction with respect to the sample

covariance matrix, the number of factors is often still relatively large compared to the length

of the time series. Little is known about estimation risk in FFM covariance matrices in high

dimensions. We investigate whether recent linear and non-linear shrinkage methods help to

reduce the estimation risk in the asset return covariance matrix. Our findings indicate that

modest improvements are possible using high-dimensional shrinkage techniques. The gains,

however, are not realized using standard plug-in shrinkage parameters from the literature

but require sample dependent tuning.



Chapter 2

Finite Sample Optimality of

Score-Driven Volatility Models

2.1 Introduction

The class of score-driven models introduced in Creal et al. (2011, 2013) and Harvey (2013)

has gained considerable popularity in the recent statistical literature. Score-driven models

are typically appreciated for their robustness properties since the models flexibly adapt

themselves to the distribution of the innovations. Despite being relatively new, a wide range

of applications of score-driven models is already available in the literature; see e.g. Harvey

and Luati (2014) for location and scale for fat-tailed data; Creal et al. (2014) for mixed

measurement dynamic factor models; Opschoor et al. (2017) for a multivariate dynamic

covariance matrix; Blasques et al. (2016) and Catania and Billé (2017) for applications to

spatial models; and Janus et al. (2014), Lucas et al. (2014, 2017), Salvatierra and Patton

(2015), and Oh and Patton (2017) for recent applications to score-driven copula models.

This chapter is based on Blasques, Lucas, and van Vlodrop (2017).



10 Finite Sample Optimality of Score-Driven Volatility Models

Blasques, Koopman, and Lucas (2015) – from now on referred to as BKL2015 – provide one

of the theoretical motivations for score-driven models. They highlight the unique properties

of score-driven models by showing that these models are optimal in an information theoretic

sense. Their results, however, are only valid asymptotically when the model is evaluated at

the limiting pseudo-true parameter. Furthermore, their supporting Monte Carlo findings

only illustrate that score-driven models are optimal on average; see also the corresponding

theoretical results in Creal et al. (2018). Therefore, little is known about the finite sample

optimality properties of score-driven models.

In this paper, we try to fill this gap by answering two main questions using a Monte Carlo

study. First, we study how score-driven models perform when analyzed at a (finite-sample)

parameter estimate rather than at the pseudo-true parameter. Second, we investigate

whether the better performance of a score-driven volatility model depends on the properties

of the data and the level of the time-varying parameter itself: does the model perform

better during either periods of high (or low) volatility, and in the presence or absence of

outliers and fat tails? As our benchmark we use the well-known Generalized Autoregressive

Conditional Heteroskedasticity (GARCH) model of Engle (1982) and Bollerslev (1986),

both with normally and Student’s t distributed error terms. We find that the score-driven

volatility model not only outperforms the GARCH models asymptotically, but also in finite

samples when evaluated at estimated parameter values, despite the considerable variation

in these estimates. We also find that the score-driven model performs better precisely when

it matters most, i.e., when volatility is high, data are fat-tailed, and robustness is most

important. Finally, we find empirically that score-driven volatility models perform best in

periods of financial distress. This finding is particularly useful in practice since it indicates

that the optimality results apply when we need them most.

The properties of score-driven models in this finite sample context are of course shared

by alternative models that possess similar news impact curves, i.e., where future volatility

reacts similarly to current observations. A prime example of this is the BIP-GARCH model

of Laurent et al. (2016), which is based on an outlier robust, bounded influence perspective.
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As the impact curve of this model is quite similar to that of a Student’s t based score-driven

volatility model, we also expect the BIP-GARCH model and similar models to do better

in an information theoretic sense than the standard GARCH model if the true errors are

fat-tailed. Our paper may therefore also provide a further theoretical motivation for such

alternative specifications.

Section 2.2 provides a further motivation and establishes the main concepts. Section 2.3

studies the finite sample properties of score-driven volatility models evaluated at estimated

parameter values. Section 2.4 characterizes the volatility scenarios for which score-driven

models perform best. Section 2.5 applies the results to U.S. stock returns. Section 2.6

concludes.

2.2 Score-driven volatility models and optimality

Let y1, y2, . . . , yT be a sample of financial returns with true time-varying conditional density

p0
t (yt | Yt−1), where Yt−1 = {y1, . . . , yt−1}. While the true unknown conditional density p0

t

may be potentially complex and nonparametric, we attempt to describe the distribution

of the data using a parametric model that generates a much smaller and simpler class of

conditional densities. In particular, we consider observation-driven models with a time-

varying volatility component,

yt = σt εt, σ2
t+1 = h

(
σ2
t , yt;θ

)
, (2.1)

where {εt}t∈Z is a sequence of independent and identically distributed innovations with

marginal densities p(εt) in which εt has zero mean and unit variance, h(·) is some measurable

function, and θ is a vector of parameters. The function h in (2.1) depends on one lag of

σ2
t and yt only, but can easily be generalized to include more lags. The key feature of (2.1)

is that σ2
t depends on past values of yt only, which facilitates estimation of θ by maximum
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likelihood (ML) using a standard prediction error decomposition. Let θ̂T denote the ML

estimator (MLE) based on a sample of size T .

The class of models in (2.1) includes many well-known models such as the ARCH model

of Engle (1982), the GARCH model of Bollerslev (1986), the EGARCH model of Nelson

(1991), the TGARCH model of Zakoian (1994), the QGARCH model of Sentana (1995),

and many more. Each of these models implies a parametric model density p(yt | σ2
t ; θ̂T ) =

p(yt | Yt−1; θ̂T ) that aims to approximate the true unknown conditional density p0
t (yt |

Yt−1). The typical concrete objective is to minimize a discrepancy D( · , · ) between the two

distributions,

D
(
p0
t ( · | Yt−1) , p( · | Yt−1; θ̂T )

)
. (2.2)

Next, different models with different specifications for h in (2.1) can be compared in terms

of their ability to reduce the discrepancy in (2.2). BKL2015 showed that if one uses

the familiar Kullback-Leibler (KL) divergence as the discrepancy measure in (2.2), then

we can identify a class of observation-driven models that possesses unique fundamental

approximation properties that distinguish them from other models. This class of models is

called score-driven models.

Score-driven models were introduced by Creal et al. (2011, 2013) and Harvey (2013).1 They

define the conditional density of yt given Yt−1 implicitly through a time-varying parameter

ft that is updated using the derivative of the time t log-likelihood function, also known as

the score:

p(yt | Yt−1;θ) = p(yt | ft;θ) , ft+1 = ω + αst + βft , (2.3)

st := St ·
∂ log p(yt | ft;θ)

∂f
,

where St is a scaling matrix that is known given the data up to time t − 1. The model

can be generalized further by including more lags of ft and/or st, or by scaling the score

by an estimate of its local curvature via the matrix St. A typical concrete example of

1See www.gasmodel.com for a compendium of papers using score-driven dynamics.

http://www.gasmodel.com/gaspapers.htm
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this model that we use throughout this paper is based on a setting with ft = σ2
t and

assuming a Student’s t distribution with τ > 2 degrees of freedom and unit variance for εt

in (2.1). Scaling the score by a factor proportional to the time t inverse conditional Fisher

information matrix to account for the curvature, we then obtain a non-linear recurrence

h(·) in (2.1) of the form

ft+1 = ω + α (wt y
2
t − ft) + β ft, wt =

(1 + τ−1)

1− 2τ−1 + τ−1 y2
t /ft

, (2.4)

where θ = (ω, α, β, τ); see Creal et al. (2013) for further details. To ensure positivity of

σ2
t at all times, we assume σ2

1 > 0, ω > 0, and β > α > 0. If εt is normally distributed,

τ−1 = 0 and wt = 1, such that (2.4) reduces to the standard GARCH(1,1) recursion

ft+1 = ω + α (y2
t − ft) + β ft = ω + α y2

t + (β − α) ft. If τ−1 > 0, however, εt is modeled

as a fat-tailed Student’s t distribution and the recursion in (2.4) is fundamentally differ-

ent from the GARCH(1,1) model with Student’s t distributed innovations. In particular,

outlying observations y2
t /ft are downweighted via wt, thus lending the score-driven model

a robustness feature. Intuitively, the score-driven dynamics account for the fact that εt

is fat-tailed. A large value of yt thus need not automatically be attributed to an increase

in volatility, but can also be due to the fat-tailed nature of the innovation distribution.

This results in a mitigated impact of such observations on the volatility dynamics in the

score-driven approach.

Let θ∗0 denote the MLE’s pseudo-true parameter, i.e., the probability limit of the MLE

for θ in (2.1) under the true (unknown) distribution p0
t (yt | Yt−1). Then BKL2015 derive

an optimality property for score-driven models like that in Equation (2.4). They show

that under appropiate regularity conditions an observation-driven time-varying parameter

model improves the local KL divergence from time t to t + 1 if and only if the volatility

filter behaves like a score-driven filter, i.e.,

D
(
p0
t ( · | Yt−1) , p( · | ft+1;θ∗0)

)
< D

(
p0
t ( · | Yt−1) , p( · | ft;θ∗0)

)
, (2.5)
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if and only if ft is updated in the direction suggested by the score st as in (2.3), where

D(·, ·) denotes the local KL divergence. See also Creal et al. (2018), who generalize this

result to estimators based on moment conditions and show that in expectation score-based

steps improve the local objective function.

The theoretical optimality results in BKL2015 are supported by a Monte Carlo study for the

score-driven volatility model in (2.4). These results show that the score-driven Student’s t

based volatility model outperforms the popular GARCH and t-GARCH specifications not

only in a local sense, but even in terms of global expected KL divergence. This suggests

that a score-driven approach can lead to a better description of the conditional data density,

globally, and over time.

The results reported in BKL2015, however, are subject to two important limitations. First,

the model comparisons are performed by evaluating each parametric model at its (asymp-

totically) best possible parameter, namely, the pseudo-true parameter θ∗0. There is no

reason to assume that the results continue to hold if the models are evaluated at the esti-

mated parameter θ̂T in a finite sample. To illustrate the potential extent of this problem,

consider Figure 2.1. The figure shows the results of an extensive simulation experiment

where we generated T = 1, 000 data points from a stochastic volatility data generating

process (DGP),

yt = σt εt =
√
ft εt, log ft+1 = a+ b log ft + υt, (2.6)

where εt ∼ t(τ), i.e., εt follows a Student’s t distribution with unit variance and τ degrees

of freedom, and υt ∼ N(0, σ2
υ) is serially independent and independent from εt. For this

stochastic volatility DGP we took the same parametrization as in BKL2015, (a, b, συ) =

(0.00, 0.98, 0.065), and considered τ ∈ {3, 4, 5, 7, 9}. For each generated series, we estimated

θ = (ω, α, β, τ) by the MLE θ̂T for both the score-driven model (t-GAS) and the t-GARCH

model. We repeated the process N = 1, 000 times for each DGP. This simulation setup

forms the basis for our further analysis.
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Figure 2.1: Estimated α parameters
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Notes: Estimated α parameters of the Student’s t score-driven volatility model (t-GAS) against the
standard t-GARCH model. Pseudo-true values are plotted as a circle with plus.

Figure 2.1 presents the results for α̂T for both models for the case τ = 5.2 The figure also

plots the pseudo-true values α∗0 for both models as the circle with a plus around the point

(0.020, 0.015), so that α∗0 is slightly higher for the t-GAS model. We clearly see that there is

substantial variability in the MLE point estimates obtained from a t-GARCH and a t-GAS

model. In particular, the point estimates in finite samples may differ substantially from the

asymptotic pseudo-true value as used in BKL2015. Sometimes the finite sample estimate

of the t-GARCH model is closer to its pseudo-true value, while at other times the t-GAS

estimate is closer. It is therefore difficult to say from the figure whether the asymptotic

optimality results carry over to the finite sample setting, either on average or conditionally.

In Section 2.3 we therefore demonstrate that the score-driven model still outperforms the

standard GARCH and the Student’s t based GARCH models in a KL divergence sense in

our finite sample Monte Carlo study.

2Results for the other parameters (ω̂T , β̂T , τ̂T ) and for other degrees of freedom (τ) for the DGP reveal
a similar message and can be found in Figure 2.A.1 in the Appendix.
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Figure 2.2: Illustration volatility paths
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Notes: The top panel shows the estimated conditional volatility paths for the t-GAS and t-GARCH
models. The arrows show the time points at which outliers impact the t-GARCH paths. The shaded
regions show the periods of volatility clustering. The bottom panel shows the difference in in-sample
log predictive score for each observation.

A second drawback of the simulation results in BKL2015 is that they only show that

the score-driven model outperforms its competitors on average. It is not clear whether

the outperformance is due to the less interesting low-volatility periods, or to the more

interesting high-volatility periods. Particularly in periods of distress / high-volatility, we

would appreciate a model that fits the true DGP better. The top panel in Figure 2.2 shows

that we can obtain more articulate results on when the score-driven volatility model and the

GARCH alternatives differ. The figure plots the filtered volatility paths for Google stock

returns for the t-GARCH and t-GAS models. The shaded areas highlight the high-volatility

periods. The bottom panel shows the difference in in-sample log predictive score between

the two models, here positive values indicate a better fit of the score-driven t-GAS model.

It is clear that the filtered volatilities differ mostly during high-volatility periods. Moreover,
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during these highly volatile periods the difference in log predictive scores are on average

more positive. This suggests that the score-driven approach may be most valuable during

periods when it matters most. The figure also highlights a number of outliers by means

of arrows. These observations appear to distort the filtered volatilities of the t-GARCH

model much more than their t-GAS counterparts, again highlighting that the asymptotic

optimality properties of the score-driven approach may extend to finite samples, and may

be sharpened to include statements conditional on the volatility level. We investigate this

in detail in Section 2.4.

2.3 Optimality in finite samples

To investigate whether the asymptotic optimality properties of the score-driven approach

characterized in BKL2015 carry over to finite samples, we conduct an extensive Monte

Carlo study. In this study, we compare the standard GARCH model of Engle (1982) and

Bollerslev (1986), the fat-tailed t-GARCH model of Bollerslev (1987), the t-GAS model of

Equation (2.4) as introduced by Creal et al. (2011, 2013), and the log-GAS model introduced

in Harvey (2013). The latter uses an updating equation for log volatility ft = log(σ2
t ).

The different models and their specifications are summarized in Table 2.1. For notational

purposes, we indicate the (model) filtered volatility by f̃t = f̃t(θ) and distinguish it from

the true DGP volatility ft. We also use this notational convention for the degrees of

freedom parameter, which is τ̃ for the model, and τ for the DGP. The Monte Carlo set-up

is as described for Figure 2.1 in Section 2.2, with a stochastic volatility DGP. None of the

statistical models thus coincides with the DGP.

Following BKL2015, we are foremost interested in the performance of the different models in

terms of their KL divergence. We evaluate the KL divergence between the true conditional

density p0
t (·|Yt−1) and the model-implied conditional density p(yt|ft, θ̂T ), where the latter
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Table 2.1: Models used in the Monte Carlo comparison

Model Observation Eq Innovation Density Transition Eq

GARCH yt =

√
f̃tεt εt ∼ N(0, 1) f̃t+1 = ω(1− β) + α(y2

t − f̃t) + βf̃t

t-GARCH yt =

√
f̃tεt εt ∼ t(τ̃) f̃t+1 = ω(1− β) + α(y2

t − f̃t) + βf̃t

t-GAS yt =

√
f̃tεt εt ∼ t(τ̃) f̃t+1 = ω(1− β) + αst + βf̃t

log-GAS yt = exp(f̃t/2)εt εt ∼ t(τ̃) f̃t+1 = ω(1− β) + αst + βf̃t

is evaluated at the point estimate θ̂T ,

D
(
p0
t ( · | Yt−1) , p( · | ft; θ̂)

)
=

∫ (
log p0

t (y | Yt−1)− log p(y | ft; θ̂T )
)
p0
t (yt | Yt−1) dy,

(2.7)

where both expectations are taken with respect to the true conditional density p0
t . Given

the stationarity and ergodicity of the DGP, we can approximate the KL divergence using

a sample average over a very long path of H = 500, 000 observations,

1

H

H∑
t=1

log p0
t (yt | Yt−1)− 1

H

H∑
t=1

log p(yt | ft; θ̂T ), (2.8)

where the sample (with H observations) used to evaluate the KL divergence is different

from the sample (with T = 1, 000 observations) used to compute the MLE θ̂T . We repeat

this calculation for each of the N = 1, 000 simulated series of length T = 1, 000 with

corresponding point estimates θ̂T . As the average involving log p0
t (yt | Yt−1) in (2.8) does

not depend on the estimated parameter values, we only need to compute it once. We do

so using a particle filter based on the DGP specified for the simulation.
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Besides the KL divergence we also consider the pathwise average root mean squared error

(RMSE). We compute the RMSE based on the filtered volatility paths as

R̂MSE(f, f̃) =

√√√√ 1

H

H∑
t=1

(
ft − f̃t(θ̂T )

)2

, (2.9)

where ft denotes the true volatility parameter from the DGP, and f̃t(θ̂T ) denotes the filtered

volatility evaluated at the estimated parameter value θ̂T for a specific model from Table 2.1.

The RMSE thus measures the model discrepancy in terms of the volatility parameter

only, whereas the KL divergence measures the discrepancy in terms of all distributional

properties.

The results for this Monte Carlo study are depicted in Figure 2.3. The left-hand panel re-

ports the distribution of the average KL divergence and RMSE of the GARCH, t-GARCH

and log-GAS models relative to the t-GAS model. The relative KL divergence is approx-

imately zero if the t-GAS model and its competitor provide a similar description of the

DGP. It is positive if the t-GAS model provides a better description, and negative if the

t-GAS model performs worse than its competitor. The same holds for the RMSE (right-

hand panel). The maximum relative KL divergence is one, in which case the t-GAS model

performs infinitely better. The results are presented as box-and-whisker plots based on the

N = 1, 000 simulated time series. There are three boxes for each of the degrees of freedom

considered, namely for τ = 3, 5, 9.

We see that the median relative performance in finite samples coincides with the asymptotic

performance (at the pseudo-true value) studied in BKL2015. There is, however, consider-

able spread around this median (or asymptotic) relative performance. Still, we see that the

t-GAS performs considerably better in terms of KL divergence than the GARCH model,

particularly if the DGP is fat-tailed (τ = 3). The median relative KL divergence is far

above zero, and even accounting for the spread across N = 1, 000 different samples, we still

see that the entire box (inclusive of whiskers) is far above the horizontal axis. If the DGP
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Figure 2.3: Divergence criteria
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Notes: Divergence criteria of the GARCH, t-GARCH, and log-GAS models (from left to right) relative
to the t-GAS model. The left panel displays the relative Kullback-Leibler (KL) divergences and the
right panel displays the RMSE for the DGP with degrees of freedom parameter τ ∈ {3, 5, 9}. The box
plots show the interquartile range (in the box), the median (white bar), the mean (black bar) and the
middle 95% (from end to end). The divergence criteria for the pseudo-true parameter values are shown
in white circles. The sample consists of N = 1, 000 Monte Carlo simulations for each τ ∈ {3, 5, 9}.
Positive values indicate the t-GAS model performs better.

has lighter tails, the t-GAS model continues to perform better, but the margin of outperfor-

mance decreases somewhat. This decrease is to be expected, as for large τ also τ̂T is large,

and the t-GAS and GARCH specifications coincide more and more. The t-GAS model also

has better KL divergence properties than its t-GARCH counterpart. The outperformance

is more modest, but still clearly visible. Though not uniform for every sample as in the case

of t-GAS versus GARCH, the KL divergence is better for t-GAS versus t-GARCH for the

vast majority of samples considered, at least for τ = 3 and τ = 5. Finally, the performance

of the t-GAS and log-GAS models are highly similar, such that we can conclude that the

precise form of parameterizing the time-varying parameter matters less in this case. All

findings are corroborated if we consider the relative RMSEs rather than the relative KL

divergences.3

3We note that if one estimates the t-GARCH model parameters through (Gaussian) QML as is typically
done in the literature, one obtains the same estimates of ω, α, β as for the GARCH model. As a result,
the RMSE in the right panel of Figure 2.3 for GARCH coincides with the RMSE of the t-GARCH model
estimated using Gaussian QML. We see that ML estimation of the t-GARCH model performs slightly
better than Gaussian QML estimation in terms of RMSE performance.
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Figure 2.4: VaR break probabilities
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Notes: Unconditional deviation of VaRt(p)-break probabilities p̂ − p for the t-GAS and t-GARCH
model for nominal VaR levels p ∈ (0, 0.1]. The DGP has τ = 3 or τ = 5 degrees of freedom. The
VaR is computed under the model density p(yt | ft;θ), and the VaR-break probability p̂ is computed

under the true DGP as p̂ = H−1
∑H
t=1 1{yt < −VaRt(p)} for H = 500, 000. The left panel displays

the results for the models evaluated at the pseudo-true parameters (θ = θ∗0, estimated based on a
large sample of T = 500, 000 observations). The right panel displays the averages over the N = 1, 000

replications of the deviations evaluated at θ = θ̂T . Results are provided for all ft and for high and low
ft, respectively.

Volatility models like that in (2.1) are typically used to estimate economic or financial risk.

Therefore, as a final exercise we also compare the different models in direct economic terms.

A well-known risk measure is Value-at-Risk, or VaR, which is defined as a quantile of the

conditional distribution p(yt | ft; θ̂T ) for profits or returns yt, such that larger losses than

VaRt(p) only occur with probability (at most) p, i.e.,

P [yt < −VaRt(p) | Yt−1] = p.

We compute the VaRt(p) based on the model distribution p(yt | ft; θ̂T ) and then evaluate

its accuracy under the true DGP. Note that all models considered are mis-specified for the

DGP. We approximate the true probability of a loss larger than VaRt(p) by the time series

average of indicator functions over a long sample H, i.e., p̂ = H−1
∑H

t=1 1{yt < −VaRt(p)}.

We do this for different nominal probability levels p ∈ (0, 0.1] and two different degrees of

freedom for the DGP, τ = 3, 5. Figure 2.4 presents the results.
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The unconditional (All ft = σ2
t ) VaR-break probabilities p̂ roughly coincide with the nom-

inal levels p for both degrees of fat-tailedness (τ = 3, 5) considered, both for the t-GAS

and t-GARCH model, and both at the pseudo-true parameter (estimated based on a large

sample of T = 500, 000 observations, left panel) and at the finite sample estimates (where

T = 1, 000, right panel). This is already interesting: despite the fact that both the score-

driven GAS model and the GARCH model are mis-specified for the stochastic volatility

DGP, they are able to reliably estimate the tail shape of the distribution by the approxi-

mating statistical model. The conditional results for high and low (true) volatility levels,

however, reveal a clear difference between the performance of the t-GAS and t-GARCH

model.4 Both for high and low volatility levels the difference |p̂ − p| is closer to zero for

the t-GAS model, indicating that for extreme volatilty outcomes the score-driven t-GAS

specification captures the tails of the distribution more accurately. This result holds at

the pseudo-true value, but carries over to the finite sample setting as well. More specif-

ically, for high volatility levels the difference p̂ − p is higher for the t-GARCH than for

the t-GAS model. This means that the t-GARCH quantile is not far enough out into the

tails, implying that the t-GARCH underestimates volatility in case volatility and thus risk

is high. Similarly, for low volatility levels the t-GARCH quantile is too far out into the tail

and overestimates volatility and thus risk. In both cases, the t-GAS model positions the

appropriate risk quantile more accurately. We investigate the origin of these differences in

more detail in the next section.

2.4 Performance over different volatility states

Both Figures 2.2 and 2.4 are suggestive that the t-GAS model outperforms the t-GARCH

model particularly in the tails of the volatility distribution. This includes the distressed

4High volatility levels refer to values of ft above the 90th percentile of the unconditional distribution of
ft in (2.6). Similarly low volatility levels refer to values below the 10th percentile.
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periods during which outperformance matters most in economic terms. In this section we

study this phenomenon in more detail to uncover its origins.

We first investigate the KL divergence behavior of the different models conditional on the

true volatility state. For this, we set up a new set of simulations. As we want to condition

on a particular volatility level, we want to simulate data in such a way that the final

volatility level is high (or low), as desired. Therefore, for a grid of final volatility levels fT ,

we simulate backwards a range of volatility paths fT , fT−1, . . . , f1 that could have let up to

the current volatility level. Given the Gaussian autoregressive structure of the stochastic

volatility DGP in (2.6), the log-volatility process is time reversible and we can simulate

past volatility scenarios by the simple time-reversed recursion

log ft−1 = a+ b log ft + υt, υt ∼ N(0, σ2
υ),

for (a, b) = (0.00, 0.98); see Ōsawa (1988). We use 1,000 (backward) simulated volatility

paths fT , . . . , f1 to draw paths of yt as in (2.6). This allows us to construct estimates of the

expected KL divergences at time T conditional on fT for both the t-GAS and t-GARCH

model. For each model and each parameter draw θ̂T obtained earlier, the conditional (on

fT ) expected relative KL divergence is estimated by the average over the KL divergences

at time T for the 1,000 backward simulated volatility paths.

Figure 2.5 presents the average relative KL divergences of the t-GAS versus the t-GARCH

model conditional on the value of fT . Positive values indicate that the t-GAS model does

better. Both panels in Figure 2.5 illustrate that the t-GAS indeed performs better in

the tails of the volatility distribution (high and low values of fT ), both at the pseudo-

true parameter (left panel) and at the finite sample estimates (right panel). The fatter

tailed the DGP, the more pronounced is the difference. The pattern is stronger at the

pseudo-true parameter, because the finite sample results are averaged across a wide range

of finite sample estimates, see Figure 2.1. To sum up, Figure 2.5 clearly indicates the better

performance of the t-GAS model in periods of high (and low) volatility. This holds both
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Figure 2.5: Expected relative KL divergences

0.5 1 1.5 2
−0,5

−0.25

0

0.25

0,5

ft = σ
2
t

E
x
p
ec
te
d
R
el
a
ti
v
e
K
L
D
iv
er
g
en

ce

Large Sample

0.5 1 1.5 2
−0,5

−0.25

0

0.25

0,5
T = 1, 000

ft = σ
2
t

 

 

τ = 3
τ = 4
τ = 5
τ = 9

Notes: Relative KL divergences between the t-GAS and t-GARCH models conditional on a true vari-
ance fT at time T for the stochastic volatility model DGP. Positive values indicate the t-GAS performs
better. The left panel shows the results when evaluated at the pseudo-true parameter values (estimated
based on a large sample of T = 500, 000 observations), while the right panel shows the results for the

average over the finite sample estimates θ̂T (where T = 1, 000). Number of replications is N = 1, 000

for each of the parameter draws θ̂T .

in terms of accuracy of the fit in the tails of ft (Figure 2.4) and in terms of relative KL

divergence (Figure 2.5).

The results are further corroborated in Figure 2.6. Here we plot the relative KL divergence

over time for a number of deterministic volatility paths. Similar paths were used in Engle

(2002) to show how well a model keeps track of the true time-varying parameters. The

figure shows that the t-GAS outperforms the t-GARCH model in periods of high and low

volatility. For example, for the sine wave pattern, we see peaks in relative KL divergence

around t = 0, 250, 500, 750, 1000, which are precisely the times at which volatility is at a

peak or a trough. Similar patterns emerge for the pulse and sawtooth case. We see a

short underperformance of the t-GAS precisely at the time of the volatility break in those

cases, but already quickly after the t-GAS picks up again and outperforms the t-GARCH

in terms of relative KL divergence. The results are consistent across different degrees of

fat-tailedness (τ) of the DGP.
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Figure 2.6: Pre-specified paths of ft = σ2
t
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Notes: Relative KL divergences between the t-GAS and t-GARCH models for four pre-specified paths
of ft = σ2

t . Positive values indicate the t-GAS performs better. The left panels visualize the volatility
paths. The right panels show the time series of expected relative KL divergences. For each path we
take τ ∈ {3, 4, 5, 9}. The expectations are obtained using Nf = 2, 500 Monte Carlo simulations.

The better performance of the t-GAS model should be closely related to the t-GAS model

stepping more often in the correct direction than the t-GARCH model, or, at least, stepping

less aggressively in the wrong direction. Figure 2.7 visualizes that this is indeed the case,

particularly for more fat-tailed data, i.e., for lower values of τ . The left panel plots the

scaled score steps of the t-GAS model for a range of estimated degrees of freedom τ̃ . For

τ̃ → ∞, the t-GAS and the t-GARCH model coincide. The left panel shows that the

t-GAS model is increasingly robust if the innovations in the model are fatter tailed (small

τ̃). This robustness property is what drives the better performance under fat-tailedness:

outliers have a reduced impact, which causes the t-GAS model to step less quickly in the

wrong direction.

The right panel in Figure 2.7 illustrates when the t-GAS and t-GARCH models step in

different directions. The white regions indicate where the t-GAS and the t-GARCH models

step in the same direction, either by decreasing volatility (left-hand white region) or by
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Figure 2.7: Scaled score functions
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increasing it (right-hand white region). The black region in the middle indicates where the

two models step in different directions. If τ̃ is large (vertical axis), the region of |yt| where

the two models take a differently signed step is small. If τ̃ is small, i.e., if we account for

a high degree of fat-tailedness, the region is substantial and explains part of the difference

in performance between the two models, as the models step into different directions more

often.

The different performance of the two models is analyzed using the concept of local improve-

ments (LI) and the corresponding conditional probability of a local improvement (CPLI).

Below, we say that a set Y δ(yt) = {y : |y − yt| < δ} is an admissible set as long as

the true density p0
t (·|Yt−1) dominates the model densities p(·|f̃t) and p(·|f̃t+1) on Y δ(yt);

i.e. p0
t (y|Yt−1) > p(y|f̃t) and p0

t (y|Yt−1) > p(y|f̃t+1) ∀ y ∈ Yδ(yt). Given that p0
t is the true

conditional density, and that Yδ(yt) is a local neighborhood of a draw yt, the ‘majority’ of

the draws yt should allow for the existence of an admissible set (in expectation, through
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Gibbs’ inequality).5

Definition 1 (LI). An update from f̃t to f̃t+1 is called a Local Improvement (LI) if there

exists an admissible δ-neighborhood Y δ(yt) of yt such that

LI = 1
{
D
(
p0
t ( · | Yt−1) , p( · | f̃t+1;θ∗0) , Y δ(yt)

)
< D

(
p0
t ( · | Yt−1) , p( · | f̃t;θ∗0) , Y δ(yt)

) }
,

where

D
(
p0
t ( · | Yt−1) , p( · | f̃t;θ∗0) , Y δ(yt)

)
:=∫

Y δ(yt)

(
log p0

t (y | Yt−1)− log p(y | f̃t;θ∗0)
)

p0
t (y | Yt−1) dy.

Definition 2 (CPLI). The Conditional Probability of a Local Improvement (CPLI) of a

parameter update at time t given f̃t and yt is defined as

CPLI(f̃t, yt) = P

[
D
(
p0
t ( · | Yt−1) , p( · | f̃t+1; θ̂T ) , Y δ( · )

)
< D

(
p0
t ( · | Yt−1) , p( · | f̃t; θ̂T ) , Y δ(yt)

) ∣∣∣∣∣ yt, f̃t

]
,

where the probability P[ · | yt, f̃t] is taken with respect to the randomness in θ̂T .

The concept of LI is intuitive. At time t, conditional on the filtered f̃t, the incoming yt

contains new information about the true unknown conditional density. Therefore, in order

to track this true unknown density by the statistical model, the best we can do is to aim for

a density improvement in the (admissible) δ-neighborhood Y δ(yt) of yt using the update

step for the time-varying parameter from f̃t to f̃t+1, at least in regions of sufficiently high

true density, i.e., in the admissible δ-neighborhood. The LI is evaluated at the pseudo-

5Note that within the admissible set, the naive local KL divergence D is at least a premetric or pseudo-
semimetric, as it is non-negative and satisfies the identity of indiscernibles. We thank an anonymous referee
for pointing this fundamental issue to us. We also point to Creal et al. (2018) who demonstrate a related
result, showing that score-based steps improve local objective functions in expectation, which brings the
results of BKL2015 closer to the original definition of Kullback-Leibler divergence.
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true parameter θ∗0. The CPLI can be used to assess the improvement behavior at the

finite sample estimate θ̂T . As θ̂T is random, the binary check in Definition 1 is replaced

by the probability statement in Definition 2, where the randomness in the estimate θ̂T is

integrated out. We operationalize the LI and CPLI concepts as follows. Note that the

conditional density functions in the stochastic volatility DGP as well as in the t-GAS and

t-GARCH models are continous in y. Therefore, an update from f̃t to f̃t+1 is a LI whenever

p(yt|f̃t+1) > p(yt|f̃t). Since the true density p0
t (y|Yt−1) is typically not observed, we are not

able to check whether the δ-neighborhood Y δ(yt) is an admissible set. Our approach is to

treat Y δ(yt) as an admissible set, recall that this is justified for the ‘majority’ of the draws

yt.
6

The top panels of Figure 2.8 show the LI results for the t-GARCH (left panel) and t-

GAS (right panel) models evaluated at their pseudo-true parameters under the stochastic

volatility DGP with τ = 3. For each pair (f̃t, yt), white indicates that the model has

an LI, whereas black indicates that the model does not have an LI. It is clear that the

black region is much larger for the t-GARCH than for the t-GAS model. Particularly

for very high volatility levels, the region where the t-GARCH model does not attain an LI

becomes very wide. The black region for the t-GAS model at high volatility levels, however,

remains small. This supports our earlier findings that the t-GAS performs very well in such

(economically relevant) cases.

To test whether the results in the top panels carry over to the finite sample setting, the

lower two panels in Figure 2.8 show the results for the CPLIs. The CPLI indicates how

often an update delivers an LI in finite samples across many different possible outcomes for

θ̂T . Of course, the concept of a CPLI is complicated by the fact that the distribution of θ̂T

is not independent of f̃t. In the Appendix we give a detailed description of our weighting

procedure to obtain the CPLI values, accounting for the dependence between θ̂T and f̃t.

The bottom panels of Figure 2.8 present the CPLI results for samples of size T = 1, 000

6Alternatively, we could in Monte Carlo simulations check whether Y δ(yt) is an admissible set. However,
this would come at the cost of more complex and more restricted simulation studies.
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Figure 2.8: LI and CPLI

Notes: Local Improvement (LI) and Conditional Probability of a Local Improvement (CPLI) results.
The top-left panel provides the (|yt|, f̃t) region for which the t-GARCH model attains an LI (white
area) or not (black area) when evaluated at the pseudo-true parameter under the stochastic volatility
DGP from Section 2.2 (for τ = 3). The top-right panel provides these regions for the t-GAS model.
The bottom panels display the CPLIs for both models as a heat map, lighter colors indicating a higher
probability of an LI. The CPLIs are calculated based on a weighted average of the LIs for N = 10, 000
estimated parameters under the stochastic volatility DGP (for τ = 3).

and a fat-tailed (τ = 3) DGP using N = 10, 000 estimates for the t-GARCH and t-GAS

parameters θ̂T . The pattern for the LI is supported by the CPLI results. The CPLIs of the

t-GAS model are considerably higher than those of the t-GARCH model over the entire

(f̃t, |yt|) plane, resulting in a much smaller region for the t-GAS where no improvements are

obtained. It is also clear that particularly for high volatility levels f̃t the difference between
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both models is most pronounced. This is relevant in practice since it is precisely during

periods of financial distress that different filters are more likely to give different estimates

of the conditional volatility and thus of risk.

2.5 Empirical application

In this section, we show that the results obtained thus far also apply to empirical data. We

consider two large company stocks, namely Goldmann Sachs (GS) and Google (GOOGL).

For both stocks we use the total return index, which we obtain from Datastream. We take

daily data for the period from 01-04-2008 until 19-03-2012, which provides us two samples

consisting of T = 1, 000 observations each. Figure 2.9 shows the log-returns for both series.

Two periods of high variability for both stocks are evident, namely the financial crisis

(2008-2009) and part of the European sovereign debt crisis (2011-2012). Volatility appears

low in the rest of the sample.

The bottom rows in each of the two panels of Figure 2.9 show that the differences in filtered

volatility paths are most noticeable during periods of high volatility and outliers. This is

in line with the results from Section 2.4. During the financial crisis we see that the filtered

path of the t-GAS model indicates higher levels of the conditional variance compared to

the t-GARCH model. We also see that the filtered t-GARCH conditional variance can

strongly increase with the occurance of an outlier. For instance, for Google there is a peak

with exponential decay in the volatility pattern at the beginning of the sample. Similar

peaks with subsequent decay patterns are also seen at other times for both stocks for the

t-GARCH model. The filtered conditional variances for the t-GAS model on the other

hand are much more robust. This robustness property of the t-GAS is in line with the

good performance of the model in the simulation setting, particularly for fat-tailed data;

see Figures 2.5–2.7.
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To make a statement about the relative performance of the t-GAS and t-GARCH models

for empirical data, we consider the local improvements. The second and third row in each

panel of Figure 2.9 show the indicator time series for LI and the time series of the CPLI. We

compute the CPLI time series as follows. First we use the asymptotic approximation to the

distribution of θ̂T . In the second step we take 10, 000 draws from this distribution. Finally,

for each of these draws we compute the time series for LI, the CPLI time series then follows

as the average over these 10, 000 LI time series. We use here equal weights to compute the

CPLIs since the kernel weights used to compute the CPLIs in Figure 2.8 are not available

for a single realized empirical time series. The diamonds on the horizontal axis indicate the

times when there was no local improvement (LI) of the model. Overall for the whole sample

period, it is clear that the t-GAS model performs better than its t-GARCH counterpart.

The majority of the update steps for the t-GAS model yield a local improvement. The

CPLIs are correspondingly high, such that this result is not sensitive to the uncertainty in

the maximum likelihood estimator θ̂T . The opposite holds for the t-GARCH model. There

are many periods in which the model does not yield a local improvement, and the CPLI

values are correspondingly low.

When looking into the properties of the periods during which the t-GAS model does better

than the t-GARCH, we confirm the findings of our simulation study in Sections 2.3 and 2.4.

During periods of high volatility we see that the t-GAS model continues to make local

improvements, while the t-GARCH performs poorly. There are also some periods during

which the t-GAS model does not make local improvements. However, these are mostly

periods with moderate to low volatility. Such periods are economically less interesting

than the periods of financial distress. So in line with the results for simulated data, the

empirical results support the conclusion that the t-GAS model outperforms the t-GARCH

model when it matters most.
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2.6 Conclusion

The results in this paper further characterize the optimality properties of score-driven

models and extend the findings of Blasques et al. (2015). In particular, using Monte Carlo

simulations with a fat-tailed stochastic volatility DGP, we have shown that the optimality

properties of score-driven volatility models carry over from the asymptotic setting to finite

samples. This is remarkable given that finite samples show considerable dispersion of the

maximum likelihood estimates due to the strong non-linearity of score-driven models.

Moreover, our simulation results indicated that score-driven models are optimal when it

matters most: (a) when the data are fat-tailed and robustness is important, and (b) in

periods of financial distress when true volatilities are high and filtered volatilities differ

mostly across models. It is precisely then that differences are also large in terms of economic

risk measures such as distribution quantiles, or Value-at-Risk. Using new simulations, we

were able to pinpoint the origin of the differences. Score-driven models step in the correct

direction when updating the time-varying parameter more often than traditional competing

models, such as the GARCH model. Defining the concept of the conditional probability of

a local improvement (CPLI), we were able to show that the CPLI is substantially larger

for the score-driven model compared to the GARCH model. This holds particularly when

volatility levels are high. The optimality properties of score-driven volatility models are

shared by other models with similar news impact curves, such as the BIP-GARCH model

of Laurent et al. (2016) in the context of the t-GAS model. Our results may thus also help

to motivate such alternative model specifications.

The results were corroborated for empirical data on U.S. stock returns. Also there, the

empirical CPLIs were much higher for the score-driven model than for its GARCH coun-

terpart. Particularly during highly volatile periods such as the 2008 financial crisis, the

score-driven model stepped more often into the right direction. Combined, the results

point to a further underpinning of the use of score-driven models also in an empirical finite
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sample setting.



2.A Additional details 35

Appendix 2.A Additional details

Computing the Conditional Probability of a Local Improvement

(CPLI)

We express the CPLI as the probability of obtaining a Local Improvement (LI) conditional

on yt and f̃t, i.e., the probability that LIt = LI(yt, f̃t, θ̂T ) = 1. We have

CPLIt = P[LIt = 1 | yt, f̃t] =

∫
LI(yt, f̃t, θ̂T ) p(θ̂T | yt, f̃t)dθ̂T

=

∫
LI(yt, f̃t, θ̂T )

p(f̃t, yt | θ̂T ) p(θ̂T )∫
p(f̃t, yt | θ̂T ) p(θ̂T )dθ̂T

dθ̂T

≈
M∑
i=1

w
(i)
t LI(yt, f̃t, θ̂

(i)

T ), (2.A.1)

w
(i)
t =

p(f̃t, yt | θ̂
(i)

T )∑M
j=1 p(f̃t, yt | θ̂

(j)

T )
, (2.A.2)

where θ̂
(i)

T , i = 1, ...,M , denotes a set of draws from the density p(θ̂T ). In our computations

we use M = 10, 000.

The computation of the weights w
(i)
t requires the estimation of the joint density of (f̃t, yt)

conditional on a particular draw θ̂
(i)

T , i.e. p(f̃t, yt | θ̂
(i)

T ). This conditional density is very

different from the much simpler conditional density p(yt | f̃t; θ̂
(i)

T ), which is the conditional

density of the data, conditional on the statistical model, the time-varying parameter, and

the static parameters. To estimate the more complex conditional density p(f̃t, yt | θ̂
(i)

T ), we

use a standard kernel density estimator. We proceed as follows.

1. We simulate a long series {y∗t } from the (stochastic volatility) DGP.

2. Using the particular draw θ̂
(i)

T , we compute the corresponding series {f̃ ∗t (θ̂
(i)

T )} by

running the observation-driven filter (t-GAS or t-GARCH) for θ̂
(i)

T on the simulated
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data {y∗t }.

3. We then use these two series { ( y∗t , f̃
∗
t (θ̂

(i)

T ) ) } as inputs for a standard bivariate

kernel density estimator to estimate p(f̃ ∗t , y
∗
t | θ̂

(i)

T ).

4. We then plug the kernel density into Equation (2.A.2), evaluating it at the specific

(f̃t, yt).

5. The process is repeated for all M draws of θ̂
(i)

T , which results in the numerical estimate

of the CPLIt in (2.A.1).

The kernel density estimates can be (nearly) singular for low values of α̂, i.e., in cases where

the filtered variance f̃t is estimated to be (almost) constant. To avoid numerical instabilities,

we exclude cases with α̂(i) < 0.0001 when computing the lower panel in Figure 2.8. Note

that draws θ̂
(i)

T with such small values of α̂(i) typically result in negligible contributions to

(2.A.1) unless f̃t happens to be chosen at the implied constant level of f̃t for α̂(i) ≈ 0.
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Parameter estimates t-GAS vs t-GARCH

Figure 2.A.1: Parameter estimates
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Notes: The figure shows the estimated parameters of the t-GAS against the t-GARCH model under
the SV model in Equation (2.6). The rows show the different parameters, while the columns show the
various degrees of freedom τ in the DGP. The pseudo-true parameters are shown as red squares.
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Appendix 2.B Additional optimality analysis

Vuong test results

To study how well the t-GAS and t-GARCH models keep track of the true DGP in empirical

time series of length T = 1, 000 we use Vuong type of tests on a considerable number of

financial time-series. The Vuong test, introduced in Vuong (1989), tests the null hypothesis

that the t-GAS and t-GARCH models are equally distant from the true DGP in terms of

KL divergence.7 We consider for each model a one-sided alternative hypothesis, first that

the t-GAS model is closer and second that the t-GARCH model is closer to the true DGP.

Since these models are non-nested and non-overlapping we calculate the Vuong test statistic

V as

V =

√
T (l̄lt−GAS − l̄lt−GARCH)√
v̂ar(llt−GAS − llt−GARCH)

, (2.B.1)

where l̄l denotes the average log-likelihood contribution, and
√
v̂ar(llt−GAS − llt−GARCH)

is the estimate of the standard deviation of the difference in log-likelihood contributions.8

Under the condition that the null hypothesis is true the asymptotic distribution of V is

given by a standard normal distribution.

We consider a sample of N = 24 individual stocks from the S&P 500 index. Table 2.B.1

displays the names of these stocks together with their respective ticker symbols. Similarly

as in Section 2.5, we use the daily log-returns of the total return index (obtained from the

same source as in Section 2.5). Also the sample period corresponds to that of our empirical

application in Section 2.5.

7The main limitation of our setup here is that for empirical stock return data the t-GAS and t-GARCH
models are not well specified. Given that they do not take into account well known features of the data
such as leverage effects.

8We estimate the long-run variance using a Bartlett kernel (our cut-off point for the lags is equal to the
first insignificant autocorrelation).
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Table 2.B.1: Included companies

Ticker Company Ticker Company

AAPL Apple Inc. GE General Electric Company
AON Aon plc GOOGL Google Inc. (Class A)
AXP American Express Company GS Goldman Sachs Group, Inc
BA Boeing Company IBM International Business Machines Corp.

BAC Bank of America Corp. MCO Moody’s Corp.
BRK.A Berkshire Hathaway Inc. MSFT Microsoft Corp.

C Citigroup Inc. ORCL Oracle Corp.
CCL Carnival Corp. PFE Pfizer, Inc.
DAL Delta Air Lines, Inc PG Procter & Gamble Company

EBAY eBay Inc. SBUX Starbucks Corp.
F Ford Motor Company WMT Wal-Mart Stores, Inc.

FDX FedEx Corp. XRX Xerox Corp.

Notes: This table shows the 24 companies for which we analyze the stock returns in our empirical

application. The table displays for each stock the ticker symbol and the company name.

Tables 2.B.2 and 2.B.3 display the results for these Vuong tests together with the parameter

estimates for the models.9 We see that the results are not conclusive on which model is

performing better overall. For a selection of the stocks the t-GAS model describes the

data better, while for another part of the stocks it is the t-GARCH model which performs

better. Looking at the significance levels of these Vuong test statistics, we do see that for

a couple more stocks the t-GAS model is performing significantly better.

9The reported values for ω̂ represent ω̂(1− β̂).



Table 2.B.2: Results (part one)

Ticker Model ω̂ α̂ β̂ τ̂ l̄l Vuong V

AAPL t-GAS 0.086 0.088 0.982 7.908 −2.092 −0.514
t-GARCH 0.058 0.073 0.988 7.479 −2.090

AON t-GAS 0.044 0.103 0.988 5.669 −1.817 1.518∗

t-GARCH 0.058 0.136 0.992 5.039 −1.823

AXP t-GAS 0.055 0.077 0.991 6.584 −2.358 −0.028
t-GARCH 0.053 0.094 0.998 7.274 −2.358

BA t-GAS 0.163 0.113 0.995 6.584 −2.131 −0.696
t-GARCH 0.034 0.081 0.998 6.045 −2.129

BAC t-GAS 0.163 0.113 0.995 6.796 −2.682 −1.706◦◦

t-GARCH 0.180 0.136 0.9997 5.754 −2.676

BRK.A t-GAS 0.069 0.120 0.985 5.057 −1.839 −2.294◦◦

t-GARCH 0.056 0.134 0.996 4.539 −1.829

C t-GAS 0.158 0.114 0.995 6.815 −2.710 −1.554◦

t-GARCH 0.179 0.141 0.9997 5.983 −2.704

CCL t-GAS 0.083 0.070 0.991 6.395 −2.371 3.303∗∗∗

t-GARCH 0.094 0.077 0.992 6.464 −2.380

DAL t-GAS 0.076 0.042 0.995 6.190 −2.791 −0.205
t-GARCH 0.077 0.043 0.996 5.869 −2.791

EBAY t-GAS 0.114 0.059 0.982 5.833 −2.274 −0.325
t-GARCH 0.068 0.043 0.990 5.360 −2.274

F t-GAS 0.173 0.103 0.991 5.039 −2.547 −0.058
t-GARCH 0.156 0.116 0.998 4.865 −2.547

FDX t-GAS 0.066 0.079 0.989 10.621 −2.209 2.003∗∗

t-GARCH 0.060 0.085 0.992 11.035 −2.212

Notes: This table displays the maximum likelihood estimates of the parameters for the t-GAS and
t-GARCH models for the first 12 of the N = 24 selected stocks from the S&P 500 index. The sample
period is as described in Section 2.5. For each stock the ticker symbol is shown, then the top row shows
the estimated parameters for the t-GAS model, while the bottom row shows these for the t-GARCH
model. Further the average loglikelihood contributions l̄l are shown. In the last column the Vuong
test statistics V are shown. Significance of the Vuong test statistics is indicated by ∗, ∗∗ and ∗ ∗ ∗,
when the t-GAS model is doing better at a significance level of 10%, 5% and 1% respectively (based
on a one-sided alternative hypothesis). Similarly, for negative values of V , the circles indicate that the
t-GARCH model is doing significantly better.



Table 2.B.3: Results (part two)

Ticker Model ω̂ α̂ β̂ τ̂ l̄l Vuong V

GE t-GAS 0.074 0.093 0.991 5.421 −2.179 1.467∗

t-GARCH 0.084 0.112 0.994 5.080 −2.187

GOOGL t-GAS 0.041 0.057 0.991 3.673 −2.001 2.138∗∗

t-GARCH 0.017 0.032 0.997 3.480 −2.011

GS t-GAS 0.064 0.076 0.995 5.150 −2.319 −1.631◦

t-GARCH 0.058 0.071 0.996 4.872 −2.313

IBM t-GAS 0.042 0.099 0.984 5.872 −1.719 1.620∗

t-GARCH 0.039 0.108 0.989 5.833 −1.724

MCO t-GAS 0.100 0.093 0.995 4.760 −2.422 1.218
t-GARCH 0.077 0.097 0.9996 4.555 −2.426

MSFT t-GAS 0.033 0.063 0.991 5.376 −1.958 1.502∗

t-GARCH 0.037 0.062 0.992 4.968 −1.962

ORCL t-GAS 0.074 0.080 0.984 6.481 −2.062 1.325∗

t-GARCH 0.075 0.084 0.985 6.258 −2.068

PFE t-GAS 0.054 0.087 0.984 6.773 −1.873 −0.414
t-GARCH 0.043 0.084 0.989 6.190 −1.872

PG t-GAS 0.031 0.093 0.982 5.050 −1.510 0.738
t-GARCH 0.035 0.122 0.988 4.918 −1.512

SBUX t-GAS 0.069 0.071 0.990 5.411 −2.229 2.293∗∗

t-GARCH 0.045 0.070 0.997 5.176 −2.236

WMT t-GAS 0.024 0.086 0.986 6.119 −1.532 1.218
t-GARCH 0.019 0.078 0.990 5.928 −1.535

XRX t-GAS 0.076 0.068 0.990 4.933 −2.284 2.701∗∗∗

t-GARCH 0.109 0.074 0.988 4.916 −2.293

Notes: This table displays the maximum likelihood estimates of the parameters for the t-GAS and
t-GARCH models for the second 12 of the N = 24 selected stocks from the S&P 500 index. See notes
to Table 2.B.2 for more information.
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Optimality analysis for correlation models

Time-varying correlation models

We extend our optimality analysis to multivariate volatility models. For this purpose we

focus on modelling time-varying correlations, since these time-varying correlations form,

together with the time-varying variances, the building blocks of multivariate volatility

models. In line with the main part of this chapter, we focus on the finite sample set-

ting (T = 1, 000 observations) as well as the asymptotic setting. As our DGP we take a

multivariate stochastic volatility (MSV) model; see Asai et al. (2006) for a description of

MSV models. We consider a bivariate model, i.e. two stock returns, and to focus specif-

ically on the time-varying correlation we fix the individual variances to 1. Our DGP is

given by

yt = εt,

var(εt) = Σt =

 1 ρt

ρt 1

 ,

ρt = (exp(1.5ft))/(exp(1.5ft) + 1),

ft+1 = a+ bft + υt,

υt ∼ N(0, σ2
υ),

(2.B.2)

where for the innovation εt we specify a standardized bivariate t-distribution, and con-

sider different degrees of freedom, i.e. τ ∈ {3, 4, 5, 7, 9}. We opt for the parametrization

(a, b, συ) = (0, 0.99, 0.065).

For the competing models we use three multivariate GAS volatility models and three mul-

tivariate GARCH (MGARCH) models. The GAS models follow from the GAS framework

(see Creal et al. (2011, 2013) for a description) in which we keep the conditional variances

constant at 1, and where we model the correlation coefficient ρ̃t ≡ ρ̃(f̃t) using the Fisher

transformation, i.e. (exp(f̃t)−1)/(exp(f̃t)+1). The GAS models scale the score by the con-
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ditional Fisher information matrix I−dt|t−1, where we consider d ∈ {0, 0.5, 1}, which provides

us with three versions of the GAS model.

For the competing MGARCH models we first have the constant conditional correlation

(CCC) model, which has a constant conditional correlation. Then we have two dynamic

conditional correlation (DCC) models for a time-varying conditional correlation, more

specifically, we use the DCC model of Engle (2002) and the DCC model of Tse and Tsui

(2002).10 For the rest our simulation study is similar to the one for the volatility models

described in Section 2.3.

Results

The results for the KL divergences and RMSE values are summarized by boxplots in Figure

2.B.1. The relative divergence criteria are presented in a similar way as for the volatility

models in Section 2.3, here we use the GAS model with scaling d = 0.5 as our base model.

When comparing the choice of scaling of d = 0.5 against d = 0 and d = 1 we find that

the performance is very similar, in the finite sample setting, as well as for an asymptotic

sample size.

Figure 2.B.1 also shows the relative KL divergences of the CCC model and the two DCC

models compared to the GAS model with d = 0.5. For the CCC model we clearly see that

the GAS model performs better for all the τ values we consider. More interesting is the

comparison with the DCC models, which can be seen as the real competitor of the GAS

model. For the DCC model of Engle (2002) we see a similar pattern as in the comparison

10The updating equation for ρ̃t in the DCC model of Tse and Tsui (2002) is given by:

ρ̃t = (1− α− β) + αψt−1 + βρ̃t−1,

ψt−1 =

∑2
h=1 y1,t−hy2,t−h√(∑2

h=1 y
2
1,t−h

)(∑2
h=1 y

2
2,t−h

) . (2.B.3)
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Figure 2.B.1: Divergence criteria
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Notes: Divergence criteria of the CCC, DCC Engle, DCC Tse and Tsui, GAS (d = 0), and GAS
(d = 1) models (from left to right) relative to the GAS (d = 0.5) model. The top panel displays
the relative Kullback-Leibler divergences and the bottom panel displays the RMSE for the DGP with
degrees of freedom parameter τ ∈ {3, 4, 5, 7, 9}. The box plots show the interquartile range (in the
box), the median (white bar), the mean (black bar) and the middle 95% (from end to end). The
divergence criteria for the pseudo-true parameter values are shown in white circles. The sample consists
of N = 1, 000 Monte Carlo simulations for each τ ∈ {3, 4, 5, 7, 9}. Positive values indicate the GAS
(d = 0.5) model performs better.

of the t-GAS with the t-GARCH model in Section 2.3, where the performance of the GAS

model is better, but the relative advantage declines as τ increases. For the DCC model of

Tse and Tsui (2002) we see a different pattern. The GAS models have a better performance,

but this is constant over τ . Overall we can conclude that based on these divergence criteria

the GAS models outperform the MGARCH models. This conclusion holds in the finite

sample setting as well as for the asymptotic sample sizes.



Chapter 3

Continuous Record Asymptotics for

Score-Driven Duration Filters

3.1 Introduction

We consider the continuous record asymptotic (CRA) properties for autoregressive con-

ditional duration (ACD) filters as introduced by Engle and Russell (1998). ACD filters

capture the time variation in expected durations between event-times. Such dynamic prop-

erties of expected durations can be relevant in various settings. For instance, in climate

studies, the expected duration between catastrophic events might vary over time due to

changes in general environmental conditions. Similarly, in financial economics, the ex-

pected time between transactions can depend on the stress level and liquidity of financial

markets. Finally, in economics the expected time to default of companies may depend on

macroeconomic conditions and the general monetary climate.

This chapter is based on Lucas and van Vlodrop (2019).
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ACD filters describe the dynamic behavior of durations between events, for example the

interarrival times between trades in high frequency stock market data. Since the introduc-

tion of the basic ACD specification by Engle and Russell (1998), a variety of alternative

specifications of ACD filter have been proposed; e.g. Jasiak (1998) introduces long memory

in the ACD framework by proposing a fractionally integrated ACD model; Bauwens and

Giot (2000) propose the logarithmic-ACD filter which ensures positivity of the expected

duration through a logarithmic link function; asymmetric ACD filter specifications are pro-

posed by, amongst others, Dufour and Engle (2000) and Fernandes and Grammig (2006);

regime-switching ACD filters are considered by e.g. Zhang et al. (2001) and Fernandes

et al. (2013). The theoretical properties of ACD filters are also considered in the litera-

ture; e.g. Engle and Russell (1998) show consistency and asymptotic normality of the quasi

maximum likelihood estimates for standard ACD filters; autocorrelation functions for ACD

filters as data generating processes are derived in Bauwens and Giot (2000) and Bauwens

et al. (2008); ergodicity, mixing, and the existence of moments are established in e.g. Meitz

and Saikkonen (2008).

The developments in ACD filters closely resemble the developments in generalized au-

toregressive conditional heteroskedasticity (GARCH) type models as introduced by Engle

(1982) and Bollerslev (1986). This chapter focuses on the CRA properties of ACD filters.

For ARCH filters the CRA theory is well established. A CRA setting for ARCH models is

obtained by sampling a series of financial returns at an ever increasing frequency. In his

seminal paper, Nelson (1990) considers the limiting distribution of ARCH processes and

shows that ARCH filters in the CRA limit converge towards diffusion processes. These

consistency findings are generalized in Nelson (1992), where he establishes the conditions

for misspecified ARCH filters to track a time-varying covariance matrix that follows a mul-

tivariate diffusion process. Furthermore, Nelson and Foster (1994) consider which type of

ARCH model is the most efficient in the CRA limit. They show that the CRA efficient

filter is based on the score function of the conditional density.
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Regarding the CRA properties of ACD models the literature has remained remarkably silent

until now. We try to fill a part of this gap. There are at least two possible obstacles for

building a CRA framework for ACD filters. The first one is that unlike for volatility models,

measuring time in ever finer intervals does not necessarily provide more information on the

unobserved state variables. In the volatility context, the spot volatility can be captured

by the quadratic variation over very short time intervals. In the ACD context, however,

nothing can be learned about the position of the unobserved expected duration if no events

occur in the time interval. As for fixed expected duration levels the probability of observing

an event over a short time interval shrinks to zero, the standard framework of Nelson (1992)

is inadequate for ACD filters. To solve this issue, we consider a CRA framework where

the expected durations and the time interval lengths shrink to zero simultaneously. As a

result, the expected number of observations over a fixed time interval grows indefinitely.

This difference between the CRA settings for ACD versus ARCH filters requires us to

establish which CRA properties of ARCH filters carry over to the ACD context.

A second potential obstacle to a CRA analysis for ACD filters is that for point processes

the time interval between events is itself stochastic. This contrasts with the ARCH setting,

where we can cut any time interval into subintervals of equal length. We solve this issue

in our analysis by casting our CRA framework in transaction or event-time rather than in

calendar-time. Using this transformation and our joint limit of time intervals and expected

durations going to zero, we are able to establish that many of the CRA properties of ARCH

filters also apply to ACD filters. In addition, we find that under mild conditions our CRA

convergence in event-time also has implications for the calendar-time transformation of

filtered expected durations.

The focus of our CRA analysis of ACD models is based on two pillars. First, we consider

whether the ACD filters can consistently track the path of the true expected duration,

similar in spirit to the consistency analysis of Nelson (1992). Second, following Nelson
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and Foster (1994) we compare the efficiency of various specifications for the ACD filter.1

Despite the differences in settings between the ARCH and ACD models, our analysis shows

that typically ACD filters consistently measure the true expected duration in the CRA

limit. Furthermore, we are able to apply the results of Nelson and Foster (1994) and

determine the CRA efficiency of various specifications for the ACD filter. This efficiency

analysis shows that the optimal ACD filter is based on the score function of the innovation

distribution. This suggests that score-driven ACD filters can better filter the expected

duration, whenever the true expected duration varies smoothly over time and when the

frequency of observations is sufficiently high.

The CRA optimality results provide a new and complementary perspective on ACD models

based on the generalized autoregressive score (GAS) framework introduced by Creal et al.

(2013). The GAS framework for ACD models updates the time-varying expected duration

parameter based on the (scaled) conditional score function of the observation density in

the model. Several papers consider optimality properties of the GAS framework. Blasques

et al. (2015) show that the score-driven update steps are (locally) optimal in an information

theoretic sense. Blasques et al. (2017) illustrate, using simulation experiments, that score-

driven volatility models outperform standard GARCH models under fat-tailedness in the

innovations in asymptotic as well as finite-sample settings. Furthermore, Koopman et al.

(2016) show that GAS models perform well in terms of point forecasting compared to their

state-space model counterparts.

Our CRA analysis shows that score-driven filters also minimize the asymptotic variance

of the filtering error between the true unobserved expected duration and its filtered value.

To illustrate the increased efficiency from the score-driven ACD filter we consider the fat-

tailed Burr distribution as used in for instance Grammig and Maurer (2000). Our CRA

analysis reveals that the differences with the standard ACD filter of Engle and Russell

(1998) become more pronounced when the Burr density becomes fatter-tailed. We include

1We consider a specification more efficient whenever the asymptotic variance of the difference between
the filtered and the true expected duration in the CRA limit is lower.
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the Burr based score-driven filter and standard ACD filters in a theoretical comparison

of the filtering performance of different ACD models. Furthermore, we complement the

theoretical analysis by a numerical simulation study to compare the performance of the

different filters for empirically relevant (finite) sample sizes.

The rest of this chapter is organized as follows. In Section 5.2 we set out the near-diffusion

data generating process (DGP) and the ACD framework. Section 5.3 presents the the-

oretical results. In Section 5.4 we make a theoretical comparison between the standard

and score-driven ACD models under the general Burr distribution. Monte Carlo studies

for empirically relevant time series of durations are presented in Section 5.5. Section 3.6

concludes. The appendix gathers all the proofs.

3.2 The CRA setting for ACD filters

We first introduce our continuous record asymptotic (CRA) setting. We do so in two

steps. First, we discuss the data generating processes (DGPs) for which we obtain our

CRA results. Then, we introduce the autoregressive conditional duration (ACD) filtering

framework considered in this chapter.

3.2.1 DGP for duration data

As our DGP, we consider a near-diffusion stochastic duration model in event-time similar

to the calendar-time near-diffusion stochastic volatility model of Nelson and Foster (1994).

Casting the analysis in event-time rather than calendar-time facilitates the exposition and

subsequent proofs. We define h as our CRA parameter with h ↓ 0 for the limiting case.

Let i = 1, 2, . . . index the events and let hTih denote the calendar-time after event i. Note

that hTih carries a double index. The left-hand index explicates the dependence on the
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CRA asymptotics, whereas the right-hand index facilitates the transition to a continuous

event-time in the limit. The distribution of the duration or inter-arrival time (measured

in calendar-time) ∆h hT(i+1)h = hT(i+1)h − hTih is characterized by the expected duration

ψ(hyih), where ψ is a monotonically increasing and twice continuously differentiable link

function, and where hyih denotes a time-varying parameter. Commonly used link functions

are the identity function ψ(y) = y and the exponential link function ψ(y) = exp(y), where

the latter is used to ensure that the expected duration ψ(y) is always non-negative. The

near-diffusion DGP is now given by

hT(i+1)h = hTih + hψ(hyih) + hψ(hyih) hε(i+1)h,

hy(i+1)h = hyih + hκ(hyih, h) +
√
h hη(i+1)h,

(3.1)

with κ a drift function for the transformed expected duration hyih, and (hε(i+1)h, hη(i+1)h)

an independently and identically (i.i.d.) distributed error term that satisfies

Eih

hε(i+1)h

hη(i+1)h

 =

0

0

 , Vih

hε(i+1)h

hη(i+1)h

 = Ωih =

σ2
h 0

0 Λ2
h

 , (3.2)

and hε(i+1)h ≥ −1, where Eih and Vih denote the expectation and covariance operator,

respectively, conditional on the information available at event-time ih. Since our DGP has

a Markovian structure, the conditional expectation and variance only depend on the current

state of the process, for instance, Eih[ · ] = E[ · | hyih = y , hTih = T ]. The assumption

hε(i+1)h ≥ −1 ensures that the calendar-time process hTih is never decreasing. We assume

that the error terms hε(i+1)h and hη(i+1)h are uncorrelated and have constant variances, i.e.,

these quantities do not depend on i. These assumptions can easily be relaxed at the cost of

more cumbersome notation in our analysis. Therefore, for expositional purposes we stick

to the simpler covariance matrix assumption of Equation (3.2).

The scaling of the innovations hε(i+1)h by h in (3.1) is slightly different than that in Nelson

and Foster (1994). This is due to the fact that Nelson and Foster consider a volatility

model, whereas we use a duration model. The innovations hη(i+1)h for the process hyih, by
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contrast, are scaled by h1/2 as in Nelson and Foster. We show later that these scalings

imply a well-behaved limit of the near-diffusion DGP as h ↓ 0.

The convergence theorems we use in our CRA analysis require that the near-diffusion DGP

in (3.1)–(3.2) weakly converges to a well-behaved limiting diffusion process as h ↓ 0. We

define a continuous event-time index τ , and point process {hTτ , hyτ} with hTτ = hTih and

hyτ = hyih for ih ≤ τ < ih + h, such that hTτ and hyτ are cadlag and jump at the event-

times. Our main theoretical results concern the limiting cases of point processes indexed

by continuous event-time τ as h ↓ 0. Note that in the near-diffusion DGP the information

set only increases after the occurence of events. Therefore, the conditional expectations

Eih and Eτ are equivalent for ih ≤ τ < ih+ h.

We use (a modification of) Theorem 11.2.3 of Stroock and Varadhan (1979) to show that

the near-diffusion DGP in (3.1)-(3.2) converges weakly to a diffusion process {(Tτ , yτ )}τ of

the form

d
(
Tτ yτ

)′
= µ (Tτ , yτ ) dτ + Ω1/2 (Tτ , yτ ) dWτ , (3.3)

as h ↓ 0, where Wτ denotes a Brownian motion in (continuous) event-time, and µ(T , y) ∈

R2×1 and Ω1/2(T , y) ∈ R2×2 represent continuous instantaneous drift and scale functions,

respectively. We define the variance function Ω(T , y) as Ω(T , y) = Ω1/2(T , y) Ω1/2(T , y)′.

To obtain the weak convergence result in (3.3) we impose four regularity conditions on the

near-diffusion DGP. Our Assumption 1 below mimics Assumption 1 of Nelson and Foster

(1994) for the near-diffusion GARCH setting and emanates from the work of Stroock and

Varadhan (1979) and Ethier and Kurtz (2009). To formulate our conditions, define Fh( · )

as the cumulative distribution function (cdf) of the initial value hy0 in the near-diffusion

DGP and let F ( · ) denote the corresponding cdf for the initial value y0 in the diffusion (3.3).

Furthermore the drift and variance functions of the near-diffusion DGP in (3.1)–(3.2) are
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defined as

µh(T , y) = h−1 Eτ

hTτ+h − hTτ

hyτ+h − hyτ

 = h−1 E

hTτ+h − hTτ

hyτ+h − hyτ

 ∣∣∣∣∣∣
hTτ

hyτ

 =

T
y

 ,
(3.4)

Ωh(T , y) = h−1 Vτ

hTτ+h − hTτ

hyτ+h − hyτ

 = h−1 V

hTτ+h − hTτ

hyτ+h − hyτ

 ∣∣∣∣∣∣
hTτ

hyτ

 =

T
y

 .
(3.5)

Assumption 1.

(i) Fh( · ) weakly converges to F ( · ) as h ↓ 0 at all continuity points of F ( · ).

(ii) There exists a unique distributional solution to the diffusion in (3.3). This solution

is completely characterized by the functions F ( · ), µ( · , · ), and Ω( · , · ).

(iii) µh( · , · )→ µ( · , · ) and Ωh( · , · )→ Ω( · , · ), where → here and in (iv) below denotes

uniform convergence on every compact (T , y) set as h ↓ 0, and where µ(T , y) and

Ω(T , y) are continuous.

(iv) For some δ > 0,

1

h
Eτ

∥∥∥∥∥∥ hTτ+h − hTτ

hyτ+h − hyτ

∥∥∥∥∥∥
2+δ

→ 0,

uniformly on compact (T , y) sets.

For a summary of sufficient conditions for the uniqueness in part (ii) of Assumption 1, we

refer to for instance Appendix A of Nelson (1990). In part (iii) we assume that the drift

and variance functions µh(T , y) and Ωh(T , y) converge as h ↓ 0 to the continuous functions

µ(T , y) and Ω(T , y) that characterize the diffusion in (3.3). Finally, part (iv) assumes

a regularity condition on the moments of the increments in hTτ and hyτ as h ↓ 0. This
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ensures the availability of a functional central limiting result and sample path continuity

of the limiting process with probability 1. We have the following result.2

Theorem 1. Let Assumption 1 be satisfied for the near-diffusion DGP in (3.1)–(3.2). Then

the point process {hTτ , hyτ} weakly converges to {(Tτ , yτ )} as h ↓ 0, where {(Tτ , yτ )}

is the solution to (3.3).

To illustrate the convergence result in Theorem 1, we plot a few simulated series from

the near-diffusion DGP for several values of h in Figure 3.1. We take an exponential link

function for hyτ and consider τ ∈ [0, 10]. Each pair of upper and lower panels presents a

particular draw from the DGP. The series are not comparable across different values for h

due to different samples of hεih and hηih for different values of h.

For h = 1, there are only 10/h = 10 update steps. The resulting point processes for hTτ
and hyτ have clearly visible jumps at the event-times. If we decrease h to 0.1, we obtain

10/h = 100 steps. Due to the scaling of the observation equation in (3.1), each of these

steps is of correspondingly smaller size. Decreasing h further to 0.01 results in 1,000 update

steps and the point processes start to look more and more like a continuous process, both

for hTτ and hyτ . This underlines that the measurement equation with h rather than h1/2

times hε(i+1)h is correctly scaled for our ACD setting compared to the GARCH setting of

Nelson and Foster (1994).

3.2.2 The ACD filter

Using the observed durations hT(i+1)h − hTih, we filter the time-varying transformed ex-

pected duration hyih using an ACD filter. We use the term filter rather than model to

emphasize that we use an observation-driven ACD filter that is misspecified (i.e. it does

not coincide with the DGP). Despite this misspecification, it turns out that the ACD fil-

ter still has a number of desirable properties under the unknown true DGP in (3.1). The

2Proofs of all results can be found in the appendix.
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Figure 3.1: Simulated series for different choices of h
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Notes: The figure displays a realization from the near-diffusion DGP in event-time for h = 1, 0.1, 0.01.
The top and bottom panels present hTτ and ψ(hyτ ), respectively, for 0 ≤ τ ≤ 10. The DGP is

hT(i+1)h = hTih + h exp(hyih) hε(i+1)h, and hy(i+1)h = (1 − 0.02h) hyih +
√
h hη(i+1)h, implying an

exponential link function ψ(y) = exp(y) and drift function κ(y, h) = −0.02 · y. We take an exponential
distribution with mean 1 for hεih, and a normal distribution for hηih with mean 0 and variance 0.0652.
We initialize the process with hT0 = hy0 = 0.

ACD filter constructs estimates hŷih of hyih, where ψ(hyih) = h−1Eih
[
hT(i+1)h − hTih

]
, using

past observed durations hT(i−k)h − hT(i−k−1)h for k ≥ 0, only. This classifies the filter as

observation-driven in the terminology of Cox (1981). Consequently, likelihood based infer-

ence becomes straightforward for these filters as closed-form expressions for the likelihood

function are available through a standard prediction error decomposition. In particular,

the class of ACD filters we consider in this chapter is given by

hŷ(i+1)h = hŷih + κ̂(hŷih)h+
√
h g
(
h−1 ·∆h hT(i+1)h , hŷih

)
, (3.6)
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where κ̂ is a continuous drift function that does not need to coincide with the function κ

from the DGP, and g is a function that possesses one-sided derivatives everywhere in all

its arguments. We make the following regularity assumption for g.

Assumption 2. For some δ > 0

lim
h↓0

Eτ
∣∣g (h−1 ·∆h hTτ+h , hŷτ

)∣∣2+δ
, (3.7)

exists and is bounded uniformly on every bounded (y, ŷ, τ) set.

The general form of the filter in (3.6) nests many commonly used ACD filters. For example,

set ψ(ŷ) = ŷ, κ̂(ŷ) = ω+ (β − 1)ŷ, and g(h−1 ·∆hT , ŷ) = α(h−1 ·∆hT − ŷ), this results in

the CRA version of the standard ACD filter introduced by Engle and Russell (1998)

hŷ(i+1)h = ωh + αh
(
h−1 ·∆h hT(i+1)h − hŷih

)
+ βh hŷih, (3.8)

where the parameters ωh = ω h, αh = αh1/2, βh = 1− (1−β)h are deterministic sequences

as h ↓ 0.

We now define the concepts of consistency and efficiency of an ACD filter.

Definition 1 (filter consistency (Nelson, 1992) and efficiency (Nelson and Foster, 1994)).

The point process of (transformed) filtered expected durations hŷτ is consistent if and only

if

|hŷτ − yτ |
p→ 0, ∀τ > 0, (3.9)

as h ↓ 0. Moreover, the filter is CRA efficient if and only if

hqτ = h−1/4 · (hŷτ − yτ ) , (3.10)

has the smallest asymptotic variance in the class of filters considered as h ↓ 0.
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The normalization of hqτ by h−1/4 is currently still obscure, but will prove to be the ap-

propriate scaling factor to obtain a non-degenerate limiting process qτ as h ↓ 0 later on

in Section 3.3.2. At this stage, it suffices to say that we are interested in the (limiting)

variance of the qτ process. We use the concepts of filter consistency and filter efficiency in

the next section to study the CRA properties of the ACD filter in (3.6).

3.3 CRA theory for ACD filters

3.3.1 Path consistency of the ACD filter

We first establish the CRA consistency of the ACD filter specified in (3.6). The consistency

result states that the point process of the (transformed) filtered expected durations hŷτ

converges to its true (unknown) counterpart yτ pointwise in probability as h ↓ 0 for each

τ > 0. To establish consistency, we make Assumption 3 below. This assumption mirrors

the regularity conditions for consistency in the near-diffusion GARCH setting of Nelson

(1992) as originating from the work of Ethier and Nagylaki (1988).

Assumption 3.

(i) For some δ > 0,

lim sup
h↓0

E |hŷ0 − hy0|2+δ <∞. (3.11)

(ii) Let hxτ = (hTτ , hyτ )′. Then there exists a twice differentiable, nonnegative function

φ(x), such that

lim
‖x‖→∞

φ(x) =∞, (3.12)

lim sup
h↓0

E [φ(hx0)] <∞, (3.13)
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and there exists a λ > 0 such that for all x ∈ R2,

lim sup
h↓0

1

h
E [φ(hxτ+h)− φ(x) | hxτ = x]− λφ(x) ≤ 0. (3.14)

(iii) There exists a continuous function c(Tτ , yτ , ŷτ ) such that

lim
h↓0

h−1/2 Eτ [∆h (hŷτ+h − yτ+h)] = c(Tτ , yτ , ŷτ ), (3.15)

lim
h↓0

h−1/2 Eτ
[
(∆h (hŷτ+h − yτ+h))

2] = 0, (3.16)

both uniformly over compact (Tτ , yτ , ŷτ ) sets, with c(Tτ , yτ , yτ ) = 0 for all (Tτ , yτ ).

For each (ŷτ − yτ ) ∈ R define the deterministic differential equation

d (ŷτ − yτ )
dτ

= c(Tτ , yτ , ŷτ ), (3.17)

with initial condition ŷ0 − y0 = y? for some fixed y?. Then a globally asymptotically

stable solution is given by ŷτ − yτ = 0.

Part (i) in Assumption 3 imposes the existence of slightly more than the second moment of

the initial filtering error hŷ0−hy0. Part (ii) guarantees that a Lyapunov condition is satisfied

for the joint process of event-times and transformed expected durations. It ensures that

the process does not diverge to infinity in finite time, but remains well-behaved. Finally,

part (iii) puts a condition on the expected increments of the filtering errors, scaled up by

h−1/2. The condition ensures that the drift of the scaled measurement error process is such

that it mean reverts to zero, while its variance vanishes. Both conditions are important

for the consistency of the filter. Using Assumption 3, we obtain the following consistency

result.

Theorem 2. Consider the near-diffusion DGP (3.1)-(3.2), and let assumptions 1–3 be

satisfied. Then as h ↓ 0, the filtered hŷτ as obtained from the ACD filter (3.6) converges

pointwise in probability to yτ for each τ > 0.
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The results so far are all formulated in event-time τ . It is also interesting whether ACD

filters succeed in filtering the unknown true (transformed) expected duration yT in calendar-

time T . The following corollary confirms this.

Corollary 1. Under assumptions 1–3 and ψ(yτ ) > 0 for all yτ , the event-time consistency

result from Theorem 2 implies consistency (pointwise in probability) in calendar-time, i.e.

hŷT → yT as h ↓ 0, for each T > 0, where hŷT = hŷτ? with τ ? = sup{τ | hTτ ≤ T }.

3.3.2 Filter efficiency

Our efficiency analysis centers around the asymptotic behaviour of the scaled filtering error

hqτ in (3.10). Following the specification of the DGP in Equation (3.1) it follows from the

assumptions made so far that the conditional expectations and variances of the increments

hyτ+h − hyτ and hTτ+h − hTτ are O(h). The increments of the filtering errors hqτ+h − hqτ ,

however, have conditional expectations and variances of a much lower order of h, i.e., the

errors are larger by an order of magnitude. To see this, note that

∆h hqτ+h = h1/4g
(
h−1 ·∆h hTτ+h , hŷτ

)
− h1/4

hητ+h + o
(
h1/4

)
=
∂g (h−1 ·∆h hTτ+h , hyτ )

∂ hyτ
h1/4 (hŷτ − hyτ ) +

h1/4
(
g
(
h−1 ·∆h hTτ+h , hyτ

)
− hητ+h

)
+ o

(
h1/4

)
= h1/2 ∂g (h−1 ·∆h hTτ+h , hyτ )

∂ hyτ
hqτ+ (3.18)

h1/4
(
g
(
h−1 ·∆h hTτ+h , yτ

)
− hητ+h

)
+ o

(
h1/4

)
.

The ‘innovation’ term g (h−1 ·∆h hTτ+h , yτ ) − hητ+h in (3.18) is of order h1/4 rather than

h1/2. Similarly, the ‘drift’ term is of order h1/2 rather than h. Note that for h ↓ 0, both

terms have a lower power and are therefore an order of magnitude larger in absolute size,

i.e. h1/4 >> h1/2 as h ↓ 0. We formalize the above heuristics in the following assumption.
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Assumption 4. Uniformly on every bounded (y, q, τ) set,

h−1/2E [hqτ+h − hqτ | hyτ = y , hqτ = q]→ −q ×B(y, τ), (3.19)

h−1/2V [hqτ+h − hqτ | hyτ = y , hqτ = q]→ C(y, τ), (3.20)

as h ↓ 0, where

Bτ = B(y, τ) = − lim
h↓0

Eτ
[
∂g(h−1 ·∆h hTτ+h , hyτ )/∂y

]
, (3.21)

Cτ = C(y, τ) = lim
h↓0

Eτ
[(
g(h−1 ·∆h hTτ+h , hyτ )− hητ+h

)2
]
, (3.22)

and where the functions B(y, τ) and C(y, τ) are twice continuously differentiable in y.

Assumption 4 mimics a similar direct assumption made in Nelson and Foster (1994). The

assumption is not innocuous. In particular, Equation (3.19) implicitly assumes that g(h−1 ·

∆h hTτ+h , hyτ ) has conditional expectation zero. This implicit assumption receives little

attention in the original paper of Nelson and Foster (1994). If g(h−1 ·∆h hTτ+h , hyτ ) would

have a non-zero conditional expectation, the convergence orders would become unbalanced

and the subsequent results would no longer hold. For the rest of our analysis we follow

Nelson and Foster and assume g(h−1 ·∆h hTτ+h , hyτ ) has conditional expectation zero.

Convergence of the filtering error hqih moves on a faster time scale than hyih. Intuitively,

hqih increments are of size h1/2 in expectation and variance. For a central limiting theorem

to apply, we thus need h−1/2 terms of this size to balance out. To obtain this number

of terms, we consider all event points hTih, hT(i+1)h, . . . , hT(i+z h−1/2)h for some fixed z > 0,

where (i+ z h−1/2)h = τ + (z h−1/2)h→ τ as h ↓ 0, because h−1/2 ·h→ 0. The time axis of

the hqih process thus has to be ‘stretched out’ to obtain a non-degenerate time axis for qτ

in the limit as h ↓ 0. Our analysis is therefore local in nature, since on the locally vanishing

interval [τ, τ + z h1/2] the original hyτ is effectively constant as h ↓ 0.

Using these results, we obtain the following theorem.



60 Continuous Record Asymptotics for Score-Driven Duration Filters

Theorem 3. Let assumptions 1, 2, and 4 be satisfied, and assume that for every bounded

(y, q, τ)-set there exists an ε > 0 such that for each (y, q, τ) in this set ε < B(y, τ) < 1/ε

and C(y, τ) < 1/ε. Then hqih+z h1/2 weakly converges to the Ornstein-Uhlenbeck process q̄z,

with

dq̄z = −B(yτ , τ)q̄z dz + C(yτ , τ)1/2 dWz, (3.23)

with q̄0 = qτ and Wz a standard brownian motion with time index z. Solving this Ornstein-

Uhlenbeck process, we obtain

lim
z→∞

Eτ [q̄z] = 0, lim
z→∞

Vτ [q̄z] = C(yτ , τ)/2B(yτ , τ). (3.24)

The asymptotic variance of the filtering errors is thus given by C(yτ , τ)/2B(yτ , τ). The

availability of such an expression allows us to address the following question: what are

optimal filters from a minimum variance perspective? To do this, we define the conditional

density of the durations ∆h hTτ+h as p(h−1 ·∆h hTτ+h | yτ ;h) and its score function

∇
(
h−1 ·∆h hTτ+h, yτ , h

)
=

∂

∂yτ
log p(h−1 ·∆h hTτ+h | yτ ;h). (3.25)

We assume the following smoothness and moment conditions for the density and score

functions.

Assumption 5. For every (y, h), the conditional densities p(h−1 ·∆h hTτ+h , hητ+h | yτ ;h)

and p(h−1 · ∆h hTτ+h | yτ ;h) are well-defined and continuous in τ and h, and p(h−1 ·

∆h hTτ+h | yτ ;h) is continuously differentiable in yτ . Further, for some δ > 0,

Eτ
∣∣∇ (h−1 ·∆h hTτ+h, yτ , h

)∣∣2+δ
, (3.26)

is bounded as h ↓ 0, uniformly on every bounded (y, τ)-set.
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The following theorem then shows that the optimal g function is a scaled version of the

score ∇.

Theorem 4. Let assumptions 1, 2, 4, and 5 be satisfied, then the minimum variance filter,

under the conditions Eτ [g(h−1 ·∆h hTτ+h, yτ )] = 0 and B(y, τ) > 0, is characterized by

g(h−1 ·∆h hTτ+h, yτ ) = Λ · ∇ (h−1 ·∆h hTτ+h, yτ , h)√
Vτ [∇ (h−1 ·∆h hTτ+h, yτ , h)]

, (3.27)

the minimized Bτ/2Cτ then equals Λ/
√
Vτ [∇ (h−1 ·∆h hTτ+h, yτ , h)] where h ↓ 0.

The optimal filter innovation function g in Theorem 4 coincides with the generalized au-

toregressive score (GAS) filter of Creal et al. (2013), where the score is scaled by the square

root of the inverse conditional Fisher information matrix.

In the next section we consider the efficiency of various specifications of the g function.

The set of specifications we consider is

g
(
h−1 ·∆h hTτ+h, yτ

)
= α · g?

(
h−1 ·∆h hTτ+h, yτ

)
, (3.28)

with constraints Eτ [g?] = 0, Vτ [g
?] = 1, and ∂g?/∂y < 0. This allows a direct comparison

between the optimal specification and competing g? functions. The optimal value of α in

(3.28) is directly linked to the innovation variance of the true unobserved proces hyih. This

is stated in the following corollary.

Corollary 2. Let assumptions 1, 2, 4, and 5 be satisfied, then under the constraints (3.28)

and Eτ [g?] = 0, Vτ [g
?] = 1, and ∂g?/∂y < 0, the asymptotic minimum variance filter is

given by α = Λ. The minimized Bτ/2Cτ then equals Λ/Eτ [g? · ∇ (h−1 ·∆h hTτ+h, yτ , h)]

where h ↓ 0.
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3.4 Analysis of ACD filters

The CRA efficiency results from the previous section have characterized a particular ACD

filter specification as efficient. We first consider this efficient filter and show its close

resemblance with the score-driven ACD filter of Creal et al. (2013). Afterwards we make a

comparison with more standard ACD models under the Burr distribution.

3.4.1 ACD filter specifications

In the remaining analysis we fix κ̂(hŷih) = ω+ (β− 1)hŷih in the ACD filter in (3.6), which

is a commonly applied κ̂(hŷih) specification in the ACD literature. Our class of ACD filters

then becomes

hŷ(i+1)h = ω h+
√
h g
(
h−1 ·∆h hT(i+1)h , hŷih

)
+ (1− (1− β)h) hŷih. (3.29)

Theorem 4 implies that the efficient ACD filter specification is obtained by setting

g
(
h−1 ·∆h hT(i+1)h , hŷih

)
= α ·

∇
(
h−1 ·∆h hT(i+1)h , hŷih , h

)√
Vih

[
∇
(
h−1 ·∆h hT(i+1)h , hŷih , h

)] , (3.30)

where for the parameter α > 0 the optimal value equals Λ. The resemblance of this

optimal filter specification with the generalized autoregressive score (GAS) framework of

Creal et al. (2013) is clear. The GAS-ACD filter is based on this score-driven framework

and updates hŷih using the score of the specified observation density in the model. More

specifically, let p̃(h−1 · ∆h hTτ+h | yτ ;h) represent the specified density function and let

∇̃ (h−1 ·∆h hTτ+h, yτ , h) denote its score function. Then the GAS-ACD filter sets

g
(
h−1 ·∆h hT(i+1)h , hŷih

)
= α · S̃ih · ∇̃

(
h−1 ·∆h hT(i+1)h , hŷih , h

)
, (3.31)
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where S̃ih represents a predetermined scaling function and the tilde explicates the depen-

dence on the model density p̃.

We see that the GAS-ACD filter of Creal et al. coincides with the CRA optimal filter

specification in (3.30) under two conditions. First, the model observation density p̃(h−1 ·

∆h hTτ+h | yτ ;h) needs to coincide with the true p(h−1 · ∆h hTτ+h | yτ ;h). Furthermore,

the score function needs to be scaled with the inverse of the square root Fisher information

matrix, i.e. S̃ih = 1/
√

Vih [∇]. In our further analysis we consider the GAS-ACD filter

with link function ψ(ŷ) = exp(ŷ), which directly imposes the restriction ψ(ŷ) > 0.

We take two standard ACD filters as benchmarks. First, recall the standard ACD filter of

Engle and Russell (1998), which sets ψ(ŷ) = ŷ and

g
(
h−1 ·∆h hT(i+1)h , hŷih

)
= α · (h−1 ·∆h hT(i+1)h − hŷih), (3.32)

with α > 0. The second benchmark is the Log-ACD filter of Bauwens and Giot (2000) for

which ψ(ŷ) = exp(ŷ) and

g
(
h−1 ·∆h hT(i+1)h , hŷih

)
= α ·

h−1 ·∆h hT(i+1)h − exp(hŷih)

exp(hŷih)
, (3.33)

also with α > 0.

3.4.2 Analysis under the Burr distribution

The Burr distribution is a flexible distribution which allows the hazard functions to be

non-monotonic, i.e. they can be increasing as well as decreasing, see Grammig and Maurer

(2000) for a discussion. In the Burr (ψ , γ , ν) density function, ψ denotes the mean dura-

tion, while γ and ν are static parameters controlling the shape of the hazard function. For
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notational convenience we introduce ζ

ζ = ψ ·
(ν)(1+ 1

γ ) · Γ
(

1
ν

+ 1
)

Γ
(

1 + 1
γ

)
· Γ
(

1
ν
− 1

γ

) . (3.34)

The Burr density function for the duration is

f
(
h−1 ·∆hT | ψ , γ , ν

)
=

γ · ζ−γ · (h−1 ·∆hT )
γ−1

(1 + ν · ζ−γ · (h−1 ·∆hT )γ)(
1
ν

+1)
. (3.35)

The general Burr distribution nests other commonly used duration distributions. When

we let ν ↓ 0 we obtain the Weibull distribution. Furthermore, we arrive at the exponential

distribution when we let ν ↓ 0 and set γ = 1. The Burr distribution also nests the Log-

Logistic distribution through the restriction ν = 1.

For the GAS-ACD filter we set ψ(ŷ) = exp(ŷ), consequently, the information matrix Vτ [∇]

becomes a scalar constant. The score ∇ in the GAS-ACD filter is (up to a ψ invariant

constant) given by

∇ ∝ ((h−1 ·∆hT ) /ζ)γ − 1

1 + ν((h−1 ·∆hT ) /ζ)γ
. (3.36)

The rest of our analysis builds upon the near-diffusion DGP in (3.1) where the scaled

durations h−1
(
hT(i+1)h − hTih

)
follow (conditional on ψ(hyih)) a Burr distribution and where

hη(i+1)h follows a Gaussian distribution, furthermore κ(y , h) = (β−1)y and ψ(y) = exp(y).

To verify that our analysis is valid, we consider whether the DGP and the three ACD filters

satisfy all assumptions stated in sections 5.2 and 5.3. This is confirmed by the following

corollary.

Corollary 3. Consider the near-diffusion DGP in (3.1) with κ(y , h) = (β − 1)y and

ψ(y) = exp(y) where the durations h−1
(
hT(i+1)h − hTih

)
follow a Burr distribution with

γ , ν > 0, where γ − δ∗ > 2ν for some γ > δ∗ > 0, and mean ψ(hyih) and where hη(i+1)h

follows a Gaussian distribution. This near-diffusion DGP together with the ACD filter

specifications based on (3.29), (3.30), (3.32), and (3.33) satisfies Assumption 1 till 5.
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This implies that the analysis of sections 5.2 and 5.3 is valid for our present setting with Burr

distributed durations. More specifically, the GAS-ACD filter as well as the two standard

ACD filters can consistently measure the time-varying expected duration. Moreover, the

efficiency analysis identifies the GAS-ACD filter (with ∇̃ = ∇) as CRA efficient.

We illustrate the differences in CRA efficiency between the GAS-ACD and Log-ACD filters.

Corollary 2 allows us to study the ratio of the CRA variances of the standard Log-ACD

filter relative to the GAS-ACD filter. We consider a particular level of ψ(y) = 1. We

assume a correctly specified conditional density, such that the g? function for the GAS-

ACD filter is given by ∇/
√

Vτ [∇]. For the Log-ACD filter we take the function g? here as

((h−1 ·∆hT ) /ψ(y)− 1) /c(y), where c(y) rescales ((h−1 ·∆hT ) /ψ(y)− 1) to have a unit

variance conditional on ψ(y) = 1.3 The CRA variances for the GAS-ACD and Log-ACD

filters follow from Corollary 2. Dividing the CRA variance of the Log-ACD filter by that

of the GAS-ACD filter yields √
Vτ [∇] · c(y)

Eτ [((h−1 ·∆hT ) /ψ(y)− 1) · ∇]
, (3.37)

where h ↓ 0. Values greater than one for this efficiency ratio indicate better CRA filtering

efficiency (lower variance) of the GAS-ACD filter. For the exponential distribution the

GAS-ACD and Log-ACD filters coincide and the ratio equals one. Figure 3.2 shows the

relative efficiency ratios for the Weibull, Log-Logistic, and Burr densities. We use the hori-

zontal axis to vary a parameter in the conditional density. For the Weibull and Log-Logistic

distributions there is only a single static parameter, so Figure 3.2 gives a full overview for

these two distributions. For the Burr distribution there are two static parameters, and we

fix γ = 4 and let ν vary.4

For the Weibull distribution we only find notable differences in filter efficiency for small

levels of γ. It is for these small levels of γ that the distribution has a fatter right tail, i.e.

3Due to our scaling by c(y) the results are specific to ψ(y) = 1. Further analysis shows that the results
are similar for other values of ψ(y).

4We note that different levels of γ yield similar results.
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Figure 3.2: CRA variance ratios
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Notes: The figure displays the CRA efficiency ratios for the Log-ACD relative to the GAS-ACD filter.
Values greater than one indicate better CRA filtering efficiency of the GAS-ACD filter. The ratios are
shown for different parameterizations of the Weibull, Log-Logistic, and Burr (γ = 4) distributions.

long durations are more likely to occur. For the Log-Logistic distribution long durations

are likely to occur and we see a substantial difference between the GAS-ACD and Log-ACD

filter efficiency. In particular, for lower levels of γ the asymptotic variance of the standard

ACD filter is more than twice that of the GAS-ACD filter. Considering the general Burr

distribution (with γ = 4 fixed) we again find considerable improvements in the efficiency

ratio obtained by the GAS-ACD filter.
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3.5 Monte Carlo studies

To compare the score-driven and standard ACD models in more empirically relevant set-

tings we set up three Monte Carlo experiments.

3.5.1 Filtering a stochastic expected duration

We first consider how well the GAS-ACD and standard ACD filters keep track of a stochastic

process for the expected duration ψ(hyih) for various levels of the CRA parameter h. The

DGP is given by

hT(i+1)h = hTih + h exp(hyih) hε(i+1)h, (3.38)

hy(i+1)h = (1− 0.02h) hyih +
√
h hη(i+1)h, (3.39)

implying an exponential link function ψ(y) = exp(y) and drift function κ(y, h) = −0.02 · y.

We consider various parameterizations of the Burr distribution with mean 1 for hεih, and

a normal distribution for hηih with mean 0 and variance 0.0652. We then consider the

GAS-ACD and the standard ACD models with a correctly specified observation density.

This ensures that the focus of the study is completely on the performance of the filtering

part.

We take sample lengths of T = 10, 000 from our DGP and compare the estimated ψ(hŷih)

with the true ψ(hyih) over the events ih = 1, . . . , T . For the divergence criteria we consider

the mean absolute error (MAE) and the root mean squared error (RMSE)

MAE =
1

T

T∑
ih=1

|ψ(hŷih)− ψ(hyih)| , RMSE =

√√√√ 1

T

T∑
ih=1

(ψ(hŷih)− ψ(hyih))
2.
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For each Monte Carlo replication we calculate the symmetrized relative MAE and RMSE

values with respect to the GAS-ACD model.5 Positive values show the percentage MAE

(RMSE) reduction of using the GAS-ACD over the standard ACD model. Instead, negative

values show the percentage MAE (RMSE) improvement of the standard ACD over the

GAS-ACD model. Positive (negative) symmetrized criteria therefore indicate better (worse)

performance of the GAS-ACD over the standard ACD model. Sample lengths of T = 10, 000

are not sufficient to eliminate the randomness in the ML estimator θ̂ML. For this reason we

take N = 1, 000 Monte Carlo replications and for each we calculate the symmetrized relative

MAE and RMSE values. We then take the average over these N = 1, 000 symmetrized

relative MAE and RMSE values.

Table 3.1 displays the average symmetrized relative MAE (and RMSE in brackets) values

of the standard ACD models (relative to the GAS-ACD model). For the exponential

distribution Table 3.1 shows no noticeable differences between the standard ACD and the

GAS-ACD filters. Not surprisingly, since the specifications of these filters are very similar

for the exponential distribution (recall that for the exponential distribution the GAS-ACD

and Log-ACD filters coincide). For the Weibull distribution we find that the relative

performance depends on the parameterization. For γ = 2.5 the simulation results show no

substantial differences, while for γ = 0.4 the GAS-ACD filter clearly performs better. These

findings are in line with the analytical CRA efficiency results for the Weibull distribution

depicted in Figure 3.2. For the Log-Logistic distribution and both parametrizations of

the more flexible Burr distribution we find clear efficiency improvements of the GAS-ACD

filter compared to the standard ACD filters, with typical efficiency improvements of around

15− 20%.

To summarize, this Monte Carlo experiment corroborates the CRA efficiency analysis of

Figure 3.2. It illustrates that the score-driven ACD filter also performs well in more empir-

5For the MAE we calculate these as 1−MAE1/MAE2 when MAE1 ≤ MAE2 and as MAE2/MAE1 − 1
when MAE1 > MAE2, where MAE1 and MAE2 denote the MAE of the GAS-ACD and standard ACD
models, respectively. We calculate the symmetrized RMSE in a similar way.
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Table 3.1: Relative filtering performance (in %), event-time case

Conditional distribution Model h−1 = 1 h−1 = 5 h−1 = 20

MAE (RMSE) MAE (RMSE) MAE (RMSE)

Exponential ACD 0.11 (0.12) 0.15 (0.20) 0.09 (0.15)

Weibull γ = 2.5 ACD −0.73 (−1.53) 0.37 (−0.07) 1.17 (1.07)

Log-ACD −1.34 (−2.17) −0.02 (−0.49) 0.96 (0.83)

Weibull γ = 0.4 ACD 3.87 (4.20) 6.49 (6.78) 7.25 (7.69)

Log-ACD 4.29 (5.13) 7.12 (7.71) 7.50 (8.07)

Log-Logistic γ = 2 ACD 12.39 (16.48) 15.48 (18.37) 16.94 (18.73)

Log-ACD 16.42 (24.83) 18.56 (22.26) 18.98 (20.87)

Burr (γ , ν) = (2 , 0.8) ACD 10.89 (14.55) 13.85 (16.51) 15.23 (16.88)

Log-ACD 14.47 (21.98) 16.75 (20.18) 17.17 (18.92)

Burr (γ , ν) = (4 , 1.5) ACD 14.58 (18.63) 17.89 (20.59) 19.41 (21.08)

Log-ACD 19.04 (27.93) 20.88 (24.53) 21.30 (23.11)

Notes: The table displays the MAE (and RMSE) values of the standard ACD and Log-ACD models
relative to the GAS-ACD model. The stochastic duration DGP with CRA parameter h is given by
(3.38)-(3.39). The displayed values are obtained by averaging the (symmetrized) relative MAE and
RMSE values over N = 1, 000 Monte Carlo replications. We calculate the relative MAE for each
replication as 1−MAE1/MAE2 when MAE1 ≤ MAE2 and as MAE2/MAE1− 1 when MAE1 > MAE2,
where MAE1 and MAE2 denote the MAE of the GAS-ACD and standard ACD models, respectively. We
calculate the symmetrized RMSE in a similar way. Positive values show the percentage MAE (RMSE)
reduction of using the GAS-ACD over the standard ACD model. Instead, negative values show the
percentage MAE (RMSE) improvement of the standard ACD models over the GAS-ACD model.

ically relevant settings, i.e. not only for the case when h ↓ 0. Furthermore, the simulation

study reveals that the GAS-ACD models retain their efficiency advantage when the models

are evaluated at their ML estimates rather than at deterministic parameter sequences.6

6The ML estimator is not directly minimizing the distance between the filtered ψ(hŷih) and the true
ψ(hyih), but instead minimizes the Kullback-Leibler divergence. We have also considered minimizing the

MAE directly, i.e., by obtaining θ̂MAE from: θ̂MAE = arg minθ∈Θ
1
T

∑T
ih=1 |ψ(hŷih)− ψ(hyih)|, which is

only possible in controlled Monte Carlo simulations. The results are similar.
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3.5.2 Continuous variation in calendar-time

In our second experiment we consider the filtering performance of the model in calendar-

time rather than event-time. We assume that the log expected duration yT follows an

Ornstein-Uhlenbeck process in calendar-time

dyT = (b− 1)yT dT + σ dWT , (3.40)

with (b , σ) = (0.98 , 0.065). To generate the event-times, we discretize (3.40) using the

CRA setting, i.e. we multiply the expected duration ψ(yT ) by h, such that the event

intensity is ever increasing and events occur ever more often as h ↓ 0. Using a fine grid

of ∆T = 0.01, we generate one event over the interval T + ∆T with success probability

Int(ψ(yT ) , T − T ∗) × ∆T , where Int(ψ(yT ) , T − T ∗) represents the intensity function

of the Burr distribution with expected duration ψ(yT ) and spell length T − T ∗ since T ∗

represents the starting point of the current spell, see Grammig and Maurer (2000) for more

details on the intensity function. Consequently, if an event is drawn, the elapsed spell

length in this intensity function is reset to zero. Otherwise, both the elapsed spell length

and the current time point are increased by ∆T .7

For each of the N = 1, 000 Monte Carlo replications we simulate events until we have

reached 10, 000 events in total. For the comparison between the models, we consider the

MAE and RMSE between the intensities in the DGP and the conditional intensities from

the competing filters, evaluated at the time points of the 10, 000 events. The rest of the

Monte Carlo setup is similar to the previous simulation study.

The results are shown in Table 3.2. For the Exponential and Weibull distributions we

find only small differences between the three models. Instead, for the more fat-tailed Log-

Logistic and Burr distributions we find that the GAS-ACD model is considerably more

7For the feasibility of the Monte Carlo exercise we truncate the intensities from below by 0.1. This pre-
vents the intensity process from converging to regions were the occurrence of an event becomes increasingly
less likely.
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Table 3.2: Relative filtering performance (in %), calendar-time case

Conditional distribution Model h−1 = 1 h−1 = 5 h−1 = 20

MAE (RMSE) MAE (RMSE) MAE (RMSE)

Exponential ACD 0.34 (0.39) 0.15 (0.09) −0.01 (−0.06)

Weibull γ = 2.5 ACD 0.64 (0.23) 0.01 (−0.75) −0.10 (−1.23)

Log-ACD −0.01 (−0.43) −0.49 (−1.21) −0.47 (−1.52)

Weibull γ = 0.8 ACD 0.50 (0.60) −0.57 (−0.71) −0.12 (−0.40)

Log-ACD 0.37 (0.44) −0.57 (−0.68) −0.11 (−0.37)

Log-Logistic γ = 2 ACD 10.29 (11.13) 11.62 (12.37) 11.95 (12.67)

Log-ACD 13.31 (14.38) 14.73 (15.70) 14.74 (15.70)

Burr (γ , ν) = (2 , 0.8) ACD 9.18 (10.01) 10.38 (11.18) 10.57 (11.12)

Log-ACD 11.76 (12.87) 13.04 (14.13) 12.81 (13.64)

Burr (γ , ν) = (4 , 1.5) ACD 10.67 (11.85) 12.21 (13.46) 12.97 (14.31)

Log-ACD 13.82 (15.33) 15.49 (17.05) 16.04 (17.67)

Notes: The table displays the MAE (and RMSE) values of the ACD and Log-ACD models relative to
the GAS-ACD model. The expected duration in the DGP evolves in calendar-time as in (3.40). The
MAE (and RMSE) compare the true and filtered intensities at the T = 10, 000 events. See the notes
to Table 3.1 for further information.

efficient than the standard ACD specifications. The conclusions from this calendar-time

Monte Carlo study are in line with our CRA efficiency results and our previous Monte

Carlo study.

3.5.3 Filtering deterministic paths

In our third setting, we use deterministic patterns for the true unobserved durations and

investigate the performance of the different filters. More specifically, we provide a graphical

display of the relative filtering accuracy between the GAS-ACD and Log-ACD models. We

consider two deterministic paths for the expected duration ψ(yi) for i = 1, . . . , 1, 000. We
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use a sine wave and a path with a couple large steps

path 1: ψ(yi) = 2.5 + 1.5 · sin (i · π/200) ,

path 2: ψ(yi) = 1 + 3 · I{200 < i ≤ 400}+ 3 · I{600 < i ≤ 800}.
(3.41)

We simulate the durations at the event-time points i = 1, . . . , 1, 000 from the Burr distri-

bution with mean ψ(yi) and parameters γ = 4 and ν = 1.5 and use the GAS-ACD and

Log-ACD models to estimate ψ(yi), for i = 1, . . . , 1, 000. To evaluate the distribution of

these estimates we use N = 10, 000 Monte Carlo replications. For each i = 1, . . . , 1, 000 we

then evaluate the median together with the 2.5th and 97.5th percentiles of the distribution

of ψ(ŷi).

Figure 3.3 depicts the results for these two paths. The top panels display the true paths

together with the 2.5th and 97.5th percentiles of the filtered paths, while the bottom panels

show the median divergence of the filtered paths. The top panels show that the GAS-ACD

filters are more efficient, since the distribution is less wide. The bottom panels illustrate

that the GAS-ACD filter is also more accurate, since the median divergence is often smaller

compared to the Log-ACD filter.

3.6 Conclusion

We have revisited the theory on continuous record asymptotics (CRA) and applied it to the

autoregressive conditional duration (ACD) framework. While the theory for CRA is well

established for the ARCH framework, the setting for the ACD framework is fundamentally

different, given that here the durations between events are itself stochastic. Our analysis

reveals that commonly used ACD filters can consistently track the path of a smoothly

time-varying conditional duration. However, in terms of CRA efficiency, there can be

considerable differences between different specifications of the ACD filter.
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Figure 3.3: True and filtered ψ paths
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Notes: The left panels consider path 1 and the right panels path 2. The top panels display the true
path of ψ(yi) together with the 2.5th and 97.5th percentiles of the 10, 000 replications of the filtered
paths from the GAS-ACD and Log-ACD models. The bottom panels display the median divergences
between the filtered and true paths.

Using the results of Nelson and Foster (1994) we were able to characterize a score-driven

ACD filter to be the most efficient in a CRA sense. This CRA efficient ACD filter is nested

in the generalized autoregressive score (GAS) framework of Creal et al. (2013). A set of

Monte Carlo studies shows that the score-driven ACD models are not only efficient in a

CRA sense but also outperform standard ACD filters in more empirically relevant settings.
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Appendix 3.A Proofs

Proof of Theorem 1

Theorem 1 follows from Theorem 2.1 of Nelson and Foster (1994) with the rate of con-

vergence ∆ fixed at 1. Assumption 1 states the required assumptions for Theorem 2.1 of

Nelson and Foster (1994) with ∆ = 1. Therefore, our proof follows by setting ∆ = 1 in

Theorem 2.1 of Nelson and Foster (1994).

Proof of Theorem 2

Theorem 2 follows from Nelson (1992) Theorem 2.2. Therefore, we verify that under

assumptions 1, 2, and 3 the required assumptions for Theorem 2.2 of Nelson (1992) hold.

From Theorem 1 it follows that Assumption 1 implies that the near-diffusion DGP in (3.1)-

(3.2) converges in distribution to the event-time diffusion in (3.3). The only difference

between Assumption 1 and assumptions 1-4 of Nelson (1992) is that Assumption 1 part

(iii) states the uniform convergence of the (2 + δ)th moment of the increments, for some

δ > 0, whereas Assumption 3 of Nelson (1992) states this for the fourth moment. For the

ACD case no conditions on the fourth moments are required, since whereas GARCH uses

the squares of innovations, the ACD filter is based on the durations itself. Only conditions

on the second moment are then required for the ACD models in the rest of the consistency

analysis. Therefore, Assumption 1 implies assumptions 1-4 of Nelson (1992) (for the ACD

case).

The proof of Theorem 2.2 in Nelson (1992) uses his Lemma A.1. Note that in our near

diffusion setting Lemma A.1 is not needed: over the inter-event spell time, the intensity

does not change under our assumptions, such that no approximation of the drift or diffusion
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terms is needed due to discretization errors. To verify Assumption 5 of Nelson (1992),

consider h−1/4
hqτ+h in (3.18), such that

lim
h↓0

h−1/2 E [(hŷτ+h − hyτ+h)− (hŷτ − hyτ ) | hŷτ , yτ ]

= lim
h↓0

h−1/2 Eτ
[
∂g (h−1 ·∆h hTτ+h , hyτ )

∂hyτ
(hŷτ − hyτ ) + g

(
h−1 ·∆h hTτ+h , yτ

)]
= c(Tτ , yτ , ŷτ ),

and further

lim
h↓0

h−1/2V [(hŷτ+h − hyτ+h)− (hŷτ − hyτ ) | hŷτ , hyτ ] = 0,

where the latter follows from the expansion in (3.18) by noting that the variance of

h1/4∆hqτ+h is of order h, such that h−1/2 times this variance vanishes as h tends to zero.

The deterministic differential equation of Assumption 6 of Nelson (1992) then becomes

d (ŷτ − yτ )
dτ

= E
[
g
(
h−1 ·∆h hTτ+h , ŷτ

) ∣∣ ŷτ , yτ] .
Assumptions 5 and 6 of Nelson (1992) are now implied by part (iii) of Assumption 3.

Finally, Assumption 7 of Nelson (1992) follows by part (ii) of Assumption 3. This can be

seen by following the same arguments as on p.87–88 of Nelson (1992) by setting

ρ(x, ŷ − y) = 1 + φ(x) + z(ŷ − y). (3.A.1)

with the particular function z(ŷ−y) = (ŷ−y)2(1−exp(−(ŷ−y)2)). The moment conditions

(2.20) in Assumption 7 of Nelson (1992) are implied by part (i) of Assumption 3.8

We now ensured Assumptions 1–7 of Nelson (1992) hold, such that our result directly

follows from his Theorem 2.2. Since ψ(y) is a continuous function it follows (from the

8Note that also here for the ACD case only a condition on the second moment instead of the fourth
moment is required. This follows from the difference between a model for variances (expected second
moments) versus expected durations (expected first moments).
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continuous mapping theorem) that

|ψ(ŷτ )− ψ(yτ )|
p→ 0, for each τ > 0. (3.A.2)

Proof of Corollary 1

Theorem 1 implies that in the limit as h ↓ 0, the differential equation for Tτ , conditional

on the process yτ , becomes

dTτ = ψ(yτ ) dτ, (3.A.3)

which under the stated conditions implies that Tτ is continuous and strictly increasing in

τ , and thus invertible as τ(Tτ ).

Proof of Theorem 3

Follows directly under the present conditions from Nelson and Foster (1994) Theorem 3.1.

Proof of Theorem 4

Follows directly under the present conditions from Nelson and Foster (1994) Theorem 5.2.

Proof of Corollary 2

Follows directly under the present conditions from Nelson and Foster (1994) Theorem 5.3.
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Proof of Corollary 3

For Burr distributed durations and Gaussian innovations in the (transformed) expected

duration the verification of Assumption 1 till 5 is straightforward. However, for the sake

of brevity we illustrate the verifications only for assumptions 1 and 2.

Verification of Assumption 1

Part (i) follows when we set Fh( · ) equal to F ( · ). We proceed with parts (iii) and (iv) and

then come back to the uniqueness in part (ii).

Part (iii): as h ↓ 0

µh(T , y)→ µ(T , y) =

 exp(y)

(β − 1)y

 , (3.A.4)

Ωh(T , y)→ Ω(T , y) =

 0 0

0 Λ2
h

 . (3.A.5)

Therefore part (iii) is verified for our near-diffusion DGP.

For part (iv) we set δ = 2δ∗/(γ− δ∗) > 0 since then the (2 + δ)-th moment of the Burr dis-

tribution is finite, see Grammig and Maurer (2000) for more details regarding the moments

of the Burr distribution. We consider (using the triangle inequality)
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1

h
Eτ

∥∥∥∥∥∥ hTτ+h − hTτ

hyτ+h − hyτ

∥∥∥∥∥∥
2+δ

≤ 1

h
Eτ
[
(| hTτ+h − hTτ | + | hyτ+h − hyτ |)2+δ

]
≤ 22+δ · 1

h
Eτ
[
max{| hTτ+h − hTτ | , | hyτ+h − hyτ |}2+δ

]
≤ 22+δ · 1

h
Eτ
[
| hTτ+h − hTτ |2+δ + | hyτ+h − hyτ |2+δ

]
= 22+δ ·

(
1

h
Eτ
[
| hTτ+h − hTτ |2+δ

]
+

1

h
Eτ
[
| hyτ+h − hyτ |2+δ

])
.

Therefore, it is sufficient to show that as h ↓ 0

1

h
Eτ
[
| hTτ+h − hTτ |2+δ

]
→ 0,

1

h
Eτ
[
| hyτ+h − hyτ |2+δ

]
→ 0.

We now consider both parts separately, for the first part

1

h
Eτ
[
| hTτ+h − hTτ |2+δ

]
= h1+δ · exp(hyih)

2+δ · Eih
[
hε

2+δ
(i+1)h

]
→ 0, (3.A.6)

as h ↓ 0, since the first 2+δ moments of hε(i+1)h are finite given our restrictions in Corollary

3 and our specific choice for δ. Furthermore

1

h
Eτ
[
| hyτ+h − hyτ |2+δ

]
= hδ/2 · Eih

[
|
√
h · (β − 1) · hyih + hη(i+1)h |2+δ

]
→ 0, (3.A.7)

when h ↓ 0, since from the properties of the Gaussian distribution it follows that all the

moments of |hη(i+1)h| are finite. Therefore, as h ↓ 0 both parts above converge to zero. This

verifies part (iii).
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What rests is to verify the uniqueness condition in part (ii). The limiting diffusion process

becomes

dTτ = exp(yτ ) dτ,

dyτ = (β − 1)yτ dτ + Λh dWτ .
(3.A.8)

We see that Tτ is a deterministic function of the path of yτ , where yτ follows an Ornstein-

Uhlenbeck process in event-time. For such processes the uniqueness properties of the so-

lution have been established. Furthermore, it follows that yτ does not diverge to infinity

in finite time. Consequently, Tτ does not diverge to infinity in finite time. Therefore, we

conclude that the uniqueness condition is here satisfied.

Verification of Assumption 2

We again set δ = 2δ∗/(γ − δ∗) and consider

lim sup
h↓0

E
[
g
(
h−1 ·∆h hTτ+h , hŷτ

)2+δ | hŷτ , hyτ
]
, (3.A.9)

for the g functions of the GAS-ACD, standard ACD, and Log-ACD filters.

For the GAS-ACD filter we have

α2+δ · S2+δ
τ · E

[
∇
(
h−1 ·∆h hTτ+h , hŷτ , h

)2+δ | hŷτ , hyτ
]
. (3.A.10)

The constant before the expectation operator is bounded. It is now sufficient to show that

the score function is bounded. Recall that the score function is given by

∇ ∝ ((h−1 ·∆hT ) /ζ)γ − 1

1 + ν((h−1 ·∆hT ) /ζ)γ
. (3.A.11)
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Since ((h−1 ·∆hT ) /ζ)γ > 0 and ν > 0 we have

− 1 ≤ ((h−1 ·∆hT ) /ζ)γ − 1

1 + ν((h−1 ·∆hT ) /ζ)γ
≤ 1

ν
. (3.A.12)

It is now obvious that (3.A.10) is uniformly bounded for h ↓ 0. This verifies Assumption 2

for the GAS-ACD filter.

Similarly, for the standard ACD filter we evaluate (for δ = 2δ∗/(γ − δ∗))

α2+δ · E
[
(h−1 ·∆h hTτ+h − hŷτ )

2+δ | hŷτ , hyτ
]
. (3.A.13)

Since the (2 + δ)-th moment of the Burr distribution is finite, it follows straightforwardly

that this expectation is uniformly bounded.

Finally, for the Log-ACD filter we consider (for δ = 2δ∗/(γ − δ∗))

(α/ exp(hŷτ ))
2+δ · E

[(
h−1 ·∆h hTτ+h − exp(hŷτ )

)2+δ | hŷτ , hyτ
]
. (3.A.14)

It is also here sufficient that the (2 + δ)-th moment of the Burr distribution is finite.

Therefore, we have verified Assumption 2 for our three ACD filters.



Chapter 4

Forecasting with Bayesian Vector

Autoregressions with Time Variation

in the Mean

4.1 Introduction

We develop and evaluate an extension of vector autoregressive (VAR) models that allows

for variation in the level of the unconditional mean over time. In a standard VAR represen-

tation a time-invariant filter is applied to variables in deviation from their time-invariant

unconditional mean. Our approach relaxes the latter assumption by considering a constant

coefficient VAR for variables in deviation from a local mean vector, which we allow to

vary over time as a random walk. We also allow additional “signal” on the unobserved

local mean by linking it to some observable variable, in our case long-term Consensus fore-

casts, via a measurement equation. Finally, we allow for time variation in the variances by

assuming stochastic volatility for all shocks.

This chapter is based on Bańbura and van Vlodrop (2018).
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The motivation for the time variation in the mean originates from relevant “low-frequency”

changes that can be observed in a number of key macroeconomic variables. For example,

over the last decades many advanced economies, including the euro area, the United States

and Japan, experienced declining inflation and interest rates, reflecting, among other things,

structural changes to the conduct of monetary policy and to the formation of inflation ex-

pectations. Also average growth rates of output have changed over time in many countries,

related inter alia to developments in demographics or productivity. Figure 4.1 plots the

developments of these key macroeconomic variables together with corresponding long-term

forecasts from Consensus Economics. The figure reveals two things. First, the time series

shown in the figure seem to invalidate approaches which take the unconditional mean of

these series to be constant over time. Second, the long-term forecasts appear to track well

low-frequency movements in GDP growth and inflation.

The common approach in the literature to handle structural changes in the VAR context

is to allow all the VAR coefficients to vary over time (as random walks). Examples of

such time-varying parameter VARs (TVP-VARs) include Cogley and Sargent (2005) and

Primiceri (2005). Such a general specification of time variation implies, however, a large

number of time-varying parameters to perform inference on. This becomes problematic as

the number of variables included in the VAR increases. Computational considerations arise

from the time requirements of the MCMC sampler.1 Also, a heavy parameterisation might

lead to overfitting and large uncertainty associated with the parameter estimates. Typ-

ically, TVP-VARs as specified in Cogley and Sargent (2001, 2005) and Primiceri (2005)

only include three variables and two autoregressive lags. Several approaches have been

proposed to address these problems. For example, Koop and Korobilis (2013) propose an

approximation to the posterior distribution by using forgetting factors to reduce the com-

putational burden related to repeated Kalman filter runs. Eisenstat et al. (2016) propose

stochastic model specification search for TVP-VARs with stochastic volatility in order to

deal with overfitting and the typically imprecise inference in these highly parameterised

1This is because more MCMC draws are needed, but also the MCMC steps itself become more demand-
ing, thereby explosively increasing the required computational time.
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Figure 4.1: Key macroeconomic variables and their long-term survey forecasts
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Notes: Blue lines show GDP growth, inflation and the short-term interest rate (in columns) for the euro area, the United
States and Japan (in rows). The dotted lines show the long-term survey forecasts for GDP growth and inflation from
Consensus Economics.

models (see also Frühwirth-Schnatter and Wagner, 2010; Belmonte et al., 2014). de Wind

and Gambetti (2014) introduce cross-equation restrictions on the time variation.

The approach proposed in this chapter allows for time variation in the mean and the

variance of the variables but assumes that the coefficients of the VAR are constant over

time. Therefore it allows the researcher to consider a larger number of variables than

in a “fully” time-varying version and potentially limits estimation uncertainty. Similar

approaches were recently adopted in Garnier et al. (2015), Crump et al. (2016) and Andrle

and Bruha (2017). In particular, Garnier et al. (2015) fit such a VAR to inflation rates and

associate the local mean with the inflation “trend”, similar in spirit to a Beveridge-Nelson
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decomposition since it coincides with the infinite horizon forecast. They find little evidence

of time variation in the VAR coefficients for the deviations of inflation rates from the trend.

As an additional element, we link the local mean with the long-term Consensus forecasts

via a measurement equation. Such “anchoring” allows for adding off-model information and

for reducing the dispersion of the posterior distribution of the local mean. The information

value of survey forecasts, such as of those collected by Consensus Economics, for model-

based forecasting has been shown in many studies. Ang et al. (2007) and Faust and Wright

(2013) show that survey forecasts by themselves already have good forecasting properties for

inflation compared to model-based forecasts. Wright (2013) shows the improved forecasting

performance from including long-term survey forecasts in VAR models via “democratic

priors” on the unconditional mean. Clark and McCracken (2006) and Clark and Doh

(2014) show that detrending inflation using survey forecasts can lead to better forecasting

performance of (V)AR models compared to non-detrended versions. Several studies exploit

the information from survey forecasts to estimate inflation expectations or trends (see e.g.

Kozicki and Tinsley, 2012; Mertens, 2016; Chan et al., 2017; Jarociński and Lenza, 2018).

Crump et al. (2016) use a term structure of professional forecasts for GDP growth, inflation

and interest rates to inform the low-frequency evolution of these variables.

Besides time variation in the mean we introduce time variation in the variances by allowing

for stochastic volatility. First, we assume stochastic volatility in the VAR innovations. A

number of studies provides empirical evidence that adding stochastic volatility to VARs

improves in-sample fit and forecast accuracy (see e.g. Clark, 2011), also in the case of large

VARs (Carriero et al., 2016a,b). Moreover, Sims (2001) and Stock (2001) argue that when

adding stochastic volatility outliers are down-weighted and a part of the time variation in

the coefficients of TVP-VARs might disappear. Secondly, we assume stochastic volatility

for the innovations in the local mean process. As a result, the model nests the univariate

unobserved components with stochastic volatility (UCSV) model of Stock and Watson

(2007), who document the importance of allowing for stochastic volatility in trend inflation.

The UCSV model has been shown to have good forecasting properties for inflation and has
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become a popular benchmark in forecast evaluations. Finally, we also consider stochastic

volatility in the equation relating the local mean to long-term survey forecasts, which can

potentially account for periods in which the local mean differs more strongly from the

survey forecasts.

We adopt the Bayesian approach for inference and we approximate the posterior distri-

bution of the parameters using a Gibbs sampler. Conveniently, the model allows a linear

Gaussian state space representation.2 The Gibbs sampling step for inference on the local

mean process is then performed using a version of the simulation smoother of Carter and

Kohn (1994). A key feature of the local mean approach is that it admits the use of a large

cross-sectional dimension.3 For the coefficients of the VAR we take the Minnesota-type

priors of Doan et al. (1984). Further, we adopt the triangularisation method of Carriero

et al. (2016b), which allows estimating VARs with a large cross-sectional dimension also

when stochastic volatility is assumed for the VAR innovations.

We analyse the in-sample properties of the model and evaluate it in an out-of-sample fore-

casting exercise for forecast horizons ranging from one-quarter to three years. We focus

on the results for the euro area but we also check the robustness of the results and the

scalability of the model using datasets for the United States and Japan. Given the avail-

ability of Consensus forecasts, the evaluation sample runs from 2000Q1 until 2016Q3. The

benchmark models include standard VARs with Minnesota-type priors, VARs with demo-

cratic priors, standard TVP-VARs and the UCSV model. The forecast evaluations indicate

favourable forecasting performance of the model compared to the benchmarks, in particular

at longer horizons. It appears that the improved forecasting performance of the model is

due both to the inclusion of the long-term survey forecast information (as the “democratic

prior” model is also competitive and a version of the local mean VAR without the link to

survey forecasts performs worse) and to allowing for time variation in the mean (as the

2To be more precise, this holds when we condition on the stochastic volatility processes.
3Previous studies indicate that VARs with a larger cross-sectional dimension might be preferred over

smaller VAR models if an appropriate degree of coefficient shrinkage is adopted (see e.g. Bańbura et al.,
2010).
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model often improves over the “democratic prior” model for longer forecast horizons). The

good forecasting performance relative to TVP-VARs suggests that the model captures bet-

ter the relevant dimension of time variation, is subject to reduced estimation uncertainty

via a lighter parameterisation and/or has an advantage from the reliance on off-model in-

formation. Importantly, the long-term forecast revisions from period to period are much

smaller for this model compared to competing models without survey information, which

is an important consideration for practitioners. The off-model information also seems to

be key when enlarging the cross-sectional dimension of the local mean VAR model.

This chapter contributes to a growing literature on how best to model time variation in

macro time series models in a forecasting context. Recent studies include D’Agostino et al.

(2013) who report better forecasting performance of TVP-VARs over constant parameter

versions for inflation (but not for unemployment and the interest rate). Barnett et al.

(2014) show that some models with time variation tend to outperform constant parame-

ter models but not consistently across variables and evaluation samples. Aastveit et al.

(2017) document evidence for time variation in the VAR framework and evaluate a range

of constant parameter VARs and VARs allowing for some time variation. They show that

no model consistently beats the others; TVP-VARs tend to work well with smaller systems

but constant parameter models are in general hard to beat. van Dijk et al. (2014) stress

the importance of allowing for shifting endpoints in yield curve factors when forecasting

interest rates. In addition, they argue that “anchoring” such endpoints by exploiting the

information from survey forecasts yields good forecasting performance. Stock and Watson

(2010) recommend a Phillips curve for inflation in deviation from a stochastic trend and find

that the reaction to a gap measure is stable for such deviation. Stock and Watson (2012)

indicate the importance of first detrending the data before fitting a (constant coefficient)

dynamic factor model (DFM). Also Antolin-Diaz et al. (2017) show that allowing for a

time-varying intercept for GDP within a DFM leads to improved forecasting performance.

Götz and Hauzenberger (2017) allow for time-varying intercepts in a mixed frequency VAR

and they show advantages with respect to both constant parameter and fully time-varying
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versions.

The rest of this chapter is organised as follows. Section 4.2 presents the local mean VAR

model. In Section 4.3 we describe the data, provide implementation details and present

some in-sample estimation results. Section 4.4 contains the description and the results of

the forecast evaluations. Section 4.5 provides a more detailed analysis of the forecasts for

the euro area. This section further reports impulse response functions for different models

and discusses forecasting conditional on scenarios for long-term expectations. Section 4.6

contains some sensitivity analysis. Section 4.7 concludes.

4.2 Model description

4.2.1 Local mean VAR model

The local mean VAR model is a generalisation of the standard VAR model with a time-

invariant unconditional mean. Let yt denote the M -dimensional vector containing the

variables of interest at time t. Further, the vector ψt denotes the local mean of these

variables at time t. Consider the VAR for the variables in deviation from their local mean:

yt − ψt =

p∑
k=1

Bk (yt−k − ψt−k) + εt, εt ∼ N (0, Ht) , (4.1)

where Ht represents the (time-varying) covariance matrix of the innovations. We assume

that the VAR coefficients B1, . . . , Bp are time-invariant and that they satisfy the usual

stability condition required for stationary VARs.

We model the process for the local mean vector, ψt, as univariate random walk processes

for each of its elements:

ψt = ψt−1 + ηt, ηt ∼ N(0, Vt), (4.2)
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where Vt is diagonal: Vt = diag(σ2
V,1,t, . . . , σ

2
V,M,t). Under these assumptions we have that:

limh→∞ Et [yt+h | ψt] = ψt, (4.3)

where Et denotes the expectation conditional on the information set available at time t.

The interpretation of (4.3) is that the point forecasts from the local mean VAR model in

(4.1) and (4.2) converge, as the forecast horizon increases, towards the local mean at time

t.

4.2.2 Including information from long-term survey forecasts

Let zt denote the Mz-dimensional vector of long-term survey forecasts at time t for t =

tz, . . . , T . We note that the survey forecasts might be unavailable at the beginning of the

sample, therefore we indicate by tz the first point in time when these are available.4 We

exploit the information from survey forecasts on the long-term developments in the variables

of interest by linking the unobserved local mean to such forecasts through a measurement

equation:

zt = ψt + gt, gt ∼ N (0, Gt) , (4.4)

where Gt is diagonal: Gt = diag(σ2
G,1,t, . . . , σ

2
G,Mz ,t

), since we assume no cross-sectional

dependence between the measurement equations defined in (4.4).

Survey forecasts might only be available for a selection of the variables, Mz ≤ M . In case

of such partial coverage we use a selection matrix, Pψ, that selects the Mz elements in the

ψt vector corresponding to the variables for which the survey information is available and

we replace ψt by Pψψt in (4.4), see Section 4.3.2 for an example.

4For notational simplicity we use here a single tz for all the survey forecasts. The modification to the
case with individual survey forecasts starting in different points in time is straightforward.
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Compared to the detrending of VAR variables using survey forecasts, one of the advantages

of the approach proposed here is that shorter samples and other cases of missing observa-

tions in the survey forecasts can be easily handled using Kalman filtering techniques.

We refer to the local mean VAR model augmented with survey forecasts as the survey local

mean (SLM) VAR model. For brevity we often omit the VAR part and refer to it as the

SLM model. We note that the SLM model described by equations (4.1)-(4.2) and (4.4) can

conveniently be cast in a state space form (see Appendix 4.A for the details).

4.2.3 Stochastic volatility

Stochastic volatility is assumed for the innovations in each of the equations (4.1)-(4.2) and

(4.4). For Ht in (4.1) we follow Carriero et al. (2016b) and decompose it as:

Ht = A−1Λt

(
A−1

)′
, Λt = diag

(
σ2
H,1,t, . . . , σ

2
H,M,t

)
, (4.5)

where A is a (time-invariant) lower triangular matrix with ones on its diagonal and Λt

is a diagonal matrix with the time-varying variances of the shocks on the diagonal. The

covariance matrices Vt and Gt from (4.2) and (4.4) are both taken to be diagonal. What

remains is to specify the stochastic processes for the variances. We follow the standard

approach and take logarithmic transformations and model these as random walk processes:5

lnσ2
H,i,t = lnσ2

H,i,t−1 + uH,i,t, uH,i,t ∼ N(0, φH,i), i = 1, . . . ,M, (4.6)

lnσ2
V,i,t = lnσ2

V,i,t−1 + uV,i,t, uV,i,t ∼ N(0, φV,i), i = 1, . . . ,M, (4.7)

lnσ2
G,i,t = lnσ2

G,i,t−1 + uG,i,t, uG,i,t ∼ N(0, φG,i), i = 1, . . . ,Mz. (4.8)

5The random walk specification is more parsimonious compared to a mean-reverting version and there-
fore might be preferable for forecasting. Clark and Ravazzolo (2015) evaluate different forms of time-varying
volatility in the Bayesian VAR framework and find that stochastic volatility dominates other specifications
in terms of forecasting performance and that there is little difference between the mean-reverting and
random walk specifications.
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4.2.4 Prior distributions

The set of parameters in the model is {{ΛT , V T , GT}, {φH , φV , φG}, A,B, ψT}, where the

superscript T denotes the full time series of a parameter and B = [B1 : . . . : Bp]
′ collects the

VAR coefficients. We base our specifications of the prior distributions for these parameters

mainly on common conventions in the literature on Bayesian VARs.

For the VAR coefficients we take an independent normal prior:6

vec (B) ∼ N
(
µ
B
,ΩB

)
, (4.9)

where we specify the prior variances in the diagonal matrix ΩB following the ideas behind

the Minnesota prior of Doan et al. (1984). More specifically, we impose more shrinkage on

more distant lags and we make the distinction between the coefficients relating variables

to their own lags (the diagonal elements of the Bk matrices) and the coefficients relating

to lags of other variables (the off-diagonal elements). For the diagonal coefficients we set

the prior variances as:

var
(
B

(i,i)
l

)
=
λ2

l2
, i = 1, . . . ,M, l = 1, . . . , p, (4.10)

and for the variances of the off-diagonal VAR coefficients we take:

var
(
B

(i,j)
l

)
= τ

λ2

l2
σ2
i

σ2
j

, i, j = 1, . . . ,M, i 6= j, l = 1, . . . , p. (4.11)

The hyperparameter λ controls the degree of overall shrinkage towards the prior means,

i.e. how important the priors are compared to the information in the data. For λ → ∞

the priors become uninformative, while as λ ↓ 0 the posterior distributions of the VAR

coefficients are increasingly shrunk towards the prior means. With the hyperparameter τ

more shrinkage is imposed on the off-diagonal elements. Furthermore, the prior on the

6We refer to Kadiyala and Karlsson (1997) and Karlsson (2013) for a discussion of priors on B.
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off-diagonal elements takes into account the relative scales of the variables through σ2
i /σ

2
j .

For the local mean process ψp+1, . . . , ψT we set a Gaussian prior on the initial value ψp+1:

ψp+1 ∼ N
(
µ
ψ
,Ωψ

)
. (4.12)

Turning to the prior distributions for the parameters related to the covariance matrices in

the VAR, for the A matrix in the decomposition in (4.5) we specify the priors row by row

as in Cogley and Sargent (2005). Let ai, i = 2, . . . ,M , denote the ith row of the below

diagonal part of the matrix A. The vector ai is of dimension i− 1 and we use the following

prior distributions:

ai ∼ N
(
µ
a,i
,Ωa,i

)
, i = 2, . . . ,M. (4.13)

For the stochastic volatility processes we specify the distribution of the initial value and the

prior distributions for the variance parameters φ governing the amount of time variation

in the process as follows:

lnσ2
H,i,p+1 ∼ N (0, vH) , φH,i ∼ IG

(
dφH × φH,i, dφH

)
, i = 1, . . . ,M, (4.14)

lnσ2
V,i,p+2 ∼ N (0, vV ) , φV,i ∼ IG

(
dφV × φV,i, dφV

)
, i = 1, . . . ,M, (4.15)

lnσ2
G,i,tz ∼ N (0, vG) , φG,i ∼ IG

(
dφG × φG,i, dφG

)
, i = 1, . . . ,Mz. (4.16)

4.2.5 Gibbs sampler

We specify a Gibbs sampling algorithm to approximate the posterior distribution of the

parameters, the details of which are provided in Appendix 4.A. We emphasise two elements

of our inference approach. First, it is computationally feasible for a large cross-section of

time series. Notably, we implement the recently proposed triangularisation method of

Carriero et al. (2016b) to sample the VAR coefficients B equation by equation, which
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allows for having both a large cross-sectional dimension as well as stochastic volatility in

the VAR innovations. Second, the inference on the local mean process can be performed

through standard simulation smoothing methods, where we use a version of the simulation

smoother of Carter and Kohn (1994).
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4.3 Data, implementation details and in-sample re-

sults

4.3.1 Data

Our dataset consists of quarterly observations for key macroeconomic variables as well as

survey based long-term forecasts for some of those variables for the euro area, the United

States and Japan. For each economy we consider real GDP, investment and consumption

growth, as well as inflation and the nominal short-term interest rate, for the period 1970Q2-

2016Q3.7 Detailed information on the dataset is provided in Table 4.B.1. Most of the results

reported in this chapter are for a three-variable system with real GDP growth, inflation

and the short-term interest rate for the euro area.

The long-term survey forecasts are provided by Consensus Economics and correspond to

the average 6 to 10 year ahead expectations. Only a very short time series is available for

the short-term interest rate forecasts for the euro area and we do not use it in the analysis.

Prior to 2003 the survey forecasts for the euro area are derived by aggregating the forecasts

for the (available) euro area countries. The forecasts are released in April and October of

each year. We assign the April value to Q1 and Q2 and the October value to Q3 and Q4.8

4.3.2 Implementation details

The applications in this chapter involve quarterly data and we make the common choice

to include p = 4 lags in the VAR. For the hyperparameters λ and τ in the Minnesota

7All the data considered have the same time stamp, therefore we do not take into account data revisions
over time.

8Alternatively we could treat the data as missing in two quarters of each year. Forecast accuracy is
comparable when following this approach. The results are available upon request. As of 2014 long-term
Consensus forecasts are available on a quarterly basis.
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prior on the VAR coefficients B we take the usual values in the literature, i.e. λ = 0.2

and τ = 0.5.9 Regarding the variance scaling parameters σ2
i in (4.11), we take them as

the residual variances of univariate AR(4) models estimated on a training sample. For the

prior mean for B we take µ
B

= 0 as is commonly done for stationary VARs. We further

impose stationarity of the VAR equation in (4.1) by rejecting instable draws of B.

For the local mean process we set the prior mean µ
ψ

for ψp+1 equal to the average values

of the variables in the training sample. We then obtain a diffuse initialisation by setting

Ωψ = 1, 000× IM .

For the stochastic volatility processes we specify diffuse initial conditions. For the hyper-

parameters in the inverse Gamma prior on the variance of the innovations we take dφ = 10

and φ = 0.01 for each equation. For the rows of the A matrix we specify an uninformative

prior, i.e. µ
a,i

= 0 and Ωa,i = 1, 000× Ii−1 for i = 2, . . . ,M .

For the Cholesky decomposition of the covariance matrix Ht in (4.5) we need to decide

on the ordering of the variables, which matters slightly for the posterior distribution, as

mentioned by e.g. Primiceri (2005). Our choice corresponds to the common practice in the

literature on Bayesian VARs with stochastic volatility, namely we follow the insight of slow

and fast-moving variables of Bernanke et al. (2005). The ordering is as displayed in Table

4.B.1.

We note that the survey forecast data is not available for the early period, where we treat

them as missing data (see Appendix 4.A for details). Further, as mentioned above, our

data set does not include long-term survey forecasts of the short-term interest rate. We

specify the selection matrix Pψ such that all the local means, except those for the short-term

interest rate, are linked to long-term survey forecasts. For example, the equation relating

9For the larger cross-section of 15 variables we increase the shrinkage as advocated by e.g. Bańbura
et al. (2010), i.e. we set λ = 0.1.



4.3 Data, implementation details and in-sample results 95

survey forecasts to the local mean in (4.4) for the three-variable system is as follows:

zt = Pψψt + gt, Pψ =

 1 0 0

0 1 0

 . (4.17)

We start the Gibbs sampling algorithm with a burn-in sample of 10, 000 draws which we

then discard and consider the following 25, 000 draws for inference purposes.10 To generate

forecasts, for each Gibbs draw (generated over the estimation sample) we produce forecast

paths in two steps: in the first step we simulate the time-varying parameters out-of-sample;

in the second step the paths of the variables (innovations) are simulated. To increase the

accuracy, we repeat these two steps 25 times for each of the Gibbs draws.

4.3.3 In-sample results

In this section we look at the posterior distributions of the local mean and the stochastic

volatility processes in the SLM model for the three-variable system (real GDP growth,

inflation and the short-term interest rate, in this order) for the euro area. The training

sample runs from 1970Q2 until 1981Q1 and the estimation period (for which we show the

in-sample posterior distribution) is 1980Q2-2016Q3. As explained in Section 4.3.2, only the

local means for GDP growth and inflation are anchored by the long-term survey forecasts.

Figure 4.2 shows the posterior distribution of the local mean process. The posterior median

and the 68% and 90% (symmetric) coverage bands are shown together with the data and

the survey forecasts. For GDP growth and inflation there is a strong anchoring of the local

10Casual checks confirm that a burn-in sample of 10, 000 draws is enough to reach convergence. Further-
more, the inefficiency factors show satisfactory mixing properties of the proposed Gibbs sampling algorithm
for the three-variable VARs, but also for the large cross-section of 15 variables. This indicates that the
Gibbs sampling algorithm is able to handle also larger cross-sections efficiently. The results are available
upon request.
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Figure 4.2: Posterior distribution for the local mean in the SLM model
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Notes: In-sample estimates of the local mean process from the SLM model with three variables. The posterior distribution
is summarised by the median (dashed line) and the 68% (light grey area) and 90% (dark grey area) coverage bands. The
blue line corresponds to the data and the squares to the long-term survey forecasts.

mean process towards the survey forecasts when the latter become available.11 Also, over

the full sample period the local mean process captures well a slowly declining trend in these

variables. For the short-term interest rate, as there is no anchoring by long-term forecasts,

the posterior distribution of the local mean process is wider and there is more pronounced

time variation (the local mean “tracks” the data more). It is noteworthy that at the end

of the sample the local mean process moves upwards, while the short-term interest rate

remains around zero. This appears to be the result of the fact that the actual inflation

has remained below its local mean for some time and that the estimated time-invariant

11Note that we have selected rather diffuse priors on the variances in (4.1) and (4.4), therefore the strong
anchoring is the result of the inference in the model (rather than being imposed).
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Figure 4.3: Posterior distribution for the stochastic volatility in the SLM
model
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Notes: In-sample estimates of the stochastic volatility processes. The rows report the posterior distributions of the
stochastic volatility for respectively: the shocks in the VAR; the error in the local mean process; and the error in the
measurement equation linking the local mean to the survey forecasts. The posterior distribution is summarised by the
median (dashed line) and the 68% (light grey area) and 90% (dark grey area) coverage bands.

VAR relationships suggest that this should be associated with the interest rate likewise

remaining below its corresponding local mean (consistent with a Taylor rule principle).

Figure 4.3 shows the posterior distributions of the stochastic volatility processes. The top

panels summarise the posterior for the variances of the shocks in the VAR in (4.1). Some

time variation can be found in the shock variances for GDP growth and inflation. For

example, during the recent financial crisis of 2008 these variances increased strongly. For
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the short-term interest rate there does not seem to be much time variation in the variance.12

For the posterior distributions of the innovation variances in the random walk equation for

the local mean in (4.2) and in the second measurement equation given by (4.4) we find less

evidence of time variation, especially in the second part of the sample. However, to keep

the model specification general we allow for stochastic volatility in the errors in each of the

relationships (4.1)-(4.2) and (4.4).

4.4 Forecast evaluation

4.4.1 The forecasting exercise

The out-of-sample period on which the forecasts are evaluated is 2000Q1-2016Q3. We

use the first 10-year period, 1970Q2-1981Q1, as a training sample. For the first forecast

we use data from 1980Q2-1999Q4 to run the Gibbs sampler. We then recursively expand

this estimation window by one quarter for each new forecast in the evaluation sample.13

Comparisons based on rolling window estimation are considered in the sensitivity analysis

in Section 4.6.

We consider forecast horizons of 1, 4, 8 and 12 quarters. Given the convergence of the

point forecasts to the unconditional or local mean, the relative accuracy over longer forecast

horizons is of particular interest for evaluating the SLM model.

Forecast accuracy is evaluated using two measures. For the point forecasts we compute the

root mean squared error (RMSE), comparing the mean of the simulated forecasts with the

12The setting for the interest rate is also different. The local mean is not anchored and can move
more freely, thereby potentially taking away a part of the time variation in the variance. In addition,
as the interest rate is ordered as last, it is also affected by the other two shocks (due to the Cholesky
decomposition). Finally, the interest rate is characterised by less volatility than GDP growth and inflation.

13We use a single data vintage and therefore forecast comparisons abstract from the issue of real-time
data revisions.
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out-of-sample observations. The density forecasts, constructed by fitting a Gaussian kernel

to the simulated forecasts, are evaluated with the log predictive score (LPS). Alternative

measures of accuracy are considered in Section 4.6.

The target variables in the forecast evaluations are the annualised GDP growth rate, the

annualised inflation rate and the level of the short-term interest rate. To abstract from

volatility, for GDP growth and inflation for the horizons of 4, 8 and 12 quarters we take the

annualised averages, over respectively the first, second and third year (for the forecast and

the target variable). For the short-term interest rate we forecast the level for each horizon.

In order to evaluate whether the SLM model can be applied also for larger datasets we look

at three different sizes of the cross-section in the VARs. The smallest dataset contains the

three target variables. To obtain a medium-size dataset we add investment and consump-

tion, resulting in a five-variable VAR. We construct the largest dataset by merging the

medium-size datasets for the three economies, obtaining a cross-sectional dimension of 15

variables.14 For a VAR with time-varying parameters and stochastic volatility, 15 variables

is generally considered to be a relatively large cross-sectional dimension.15

In this section we consider pure out-of-sample forecasting with the SLM model. We defer

to Section 4.5.5 a discussion on how the SLM model can be used for forecasting conditional

on a future scenario for the long-term survey forecasts.

In terms of time variation the SLM model falls between the constant parameter VARs and

the TVP-VARs. Accordingly, we split the forecasting exercises in two parts. All models

allow for time variation in the variance of the shocks via stochastic volatility. The results

for implementations with constant variance are reported in Section 4.6.

14The ordering is as follows: for each variable (category) we put first the series for the United States,
followed by the euro area and Japan, we then order the categories as in Table 4.B.1.

15We note that, at least from a computational point of view, the SLM model is well able to handle larger
datasets than those we use here.
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4.4.2 Comparison to constant coefficient VARs

Benchmark models

The first benchmark model is the standard Bayesian VAR with constant coefficients and

intercept:

yt = c+

p∑
k=1

Bkyt−k + εt, εt ∼ N (0, Ht) , (4.18)

with Minnesota-type priors for c and Bk’s. In what follows we label this model as the

constant coefficients (CC ) VAR model. The SLM model extends on this benchmark by

allowing for time variation in the unconditional mean as well as by anchoring it to the

long-term survey forecasts.

To better understand the role of the two elements just mentioned we also consider the

democratic prior (DP) approach of Wright (2013). First, under the stability conditions on

Bk mentioned in Section 4.2.1 we can reparameterise (4.18) into:

yt − µ =

p∑
k=1

Bk (yt−k − µ) + εt, εt ∼ N (0, Ht) , (4.19)

where µ represents the time-invariant unconditional mean. Villani (2009) proposes to put

an informative prior on µ and the DP approach uses the long-term survey forecasts as

the mean of this prior. As a result, the DP benchmark model allows for an anchoring of

the unconditional mean to survey forecasts, but assumes the unconditional mean to be

time-invariant.16

To put the two benchmark models a priori on an equal footing with the SLM model the

prior settings for Bk’s and for the parameters related to stochastic volatility are the same as

16Furthermore, for a given estimation sample, it only relates the unconditional mean to survey forecasts
at the end of the sample, while ignoring the historical values of these forecasts. One could even be more
critical and argue that the way survey forecasts enter as a prior in these models is not purely Bayesian,
because survey respondents can observe the past values of the variables before stating their forecasts and
therefore the prior information comes partly from the estimation sample.
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in the latter model. The prior for c in specification (4.18) is diffuse. For the DP approach,

when the survey forecast is available it is taken as the prior mean for the corresponding

element in µ and the prior variance is set at 0.05. When, instead, no survey forecast is

available we take a diffuse prior. This coincides with the standard implementation as in

Wright (2013) (with the exception of stochastic volatility).

Results

Table 4.1 summarises the results of the forecast evaluations for the three-variable systems

for the euro area, the United States and Japan. The top panel reports the accuracy of the

point forecasts, while the density forecast evaluations are shown in the bottom panel. For

the CC model we display the RMSE and (minus) LPS values17, for the DP and SLM models

these are shown relative to the CC model. The RMSE values are shown as a ratio compared

to the CC model (i.e. values less than one indicate better performance compared to the CC

model), while for the LPS values we subtract the LPS of the CC model (therefore, negative

values indicate better performance compared to the CC model). Values in bold indicate the

best performing model for a given target variable, forecast horizon and evaluation metric.

Furthermore, significance of the differences with respect to the CC model is indicated

based on one-sided Diebold and Mariano (1995) tests. The asterisk superscripts indicate

the significance level in case the DP or SLM model is performing better, while the circle

superscripts indicate this when the CC model does better.

For point forecasts of GDP growth and inflation the SLM model is outperforming the CC

as well as the DP model for the euro area and the United States for the longer forecast

horizons. Also for the short-term interest rate the SLM model is performing well in point

forecasting for the euro area and the United States. For Japan the story is different, we

find that the DP and SLM models are not doing better than the CC model. The main

17Therefore lower values indicate better performance. For brevity we will refer to the LPS instead of
minus LPS.
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Table 4.1: Forecast evaluation results for three-variable VARs

euro area United States Japan
RMSE CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.26 0.96∗∗∗ 0.94∗∗∗ 2.62 0.96∗∗ 0.98 4.43 1.00 1.01
Growth 4Q 2.17 0.94∗∗ 0.86∗∗ 2.03 0.89∗∗ 0.92∗∗ 2.57 0.99 1.00

8Q 2.47 0.92∗∗∗ 0.87∗∗ 2.21 0.91∗∗ 0.89∗ 2.52 1.00 1.01
12Q 2.51 0.92∗∗∗ 0.90∗∗∗ 2.23 0.94∗∗ 0.93∗∗ 2.48 0.99 1.01◦

Inflation 1Q 1.27 0.99 0.99 2.25 0.99 0.99 1.56 1.01 0.99
4Q 1.01 0.98 0.95 1.26 0.99 0.98 1.06 1.04 1.03
8Q 1.21 0.97 0.92 1.37 0.97 0.92 1.15 1.03 1.05

12Q 1.22 0.97 0.92 1.41 0.97∗ 0.93 1.16 1.00 1.02

S.T. Int. 1Q 0.28 1.00 1.00 0.41 0.95∗∗∗ 0.97 0.12 0.99 1.33◦◦◦

Rate 4Q 1.05 0.98 0.88 1.36 0.90∗∗ 1.00 0.31 1.08 1.18◦◦

8Q 1.80 0.97 0.82 2.34 0.87∗∗ 0.95 0.43 1.30◦◦ 1.33◦◦◦

12Q 2.17 0.95∗ 0.82∗∗ 2.81 0.83∗∗ 0.88∗ 0.49 1.51◦◦ 1.52◦◦◦

LPS CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.18 −0.04∗∗∗ −0.07∗∗∗ 2.36 −0.04∗∗∗ −0.03 2.90 0.00 0.02
Growth 4Q 2.90 −0.19∗∗ −0.34∗∗ 2.21 −0.17∗∗∗ −0.11 2.55 −0.03 0.05

8Q 3.41 −0.31∗∗ −0.61∗ 2.42 −0.16∗∗∗ −0.20∗∗∗ 2.58 −0.01 0.06
12Q 3.25 −0.23∗∗∗ −0.49∗∗ 2.43 −0.10∗∗∗ −0.16∗∗ 2.52 −0.02∗∗ 0.03

Inflation 1Q 1.73 0.00 −0.03 2.35 −0.02 −0.03 1.90 −0.01 −0.02
4Q 1.45 −0.02 −0.06 1.67 −0.01 0.00 1.55 −0.01 −0.03
8Q 1.59 −0.03 −0.03 1.82 −0.05 −0.08 1.64 −0.01 0.00

12Q 1.62 −0.04 −0.02 1.90 −0.06 −0.10 1.60 −0.03 0.02

S.T. Int. 1Q 0.30 −0.01∗ 0.50◦◦◦ 0.58 −0.03∗∗∗ 0.08◦◦◦ −0.15 0.00 0.29◦◦◦

Rate 4Q 1.46 −0.02∗∗∗ 0.13 1.79 −0.14∗∗ −0.07 0.73 0.01 0.11◦◦◦

8Q 2.04 −0.04∗∗∗ −0.11 2.58 −0.31∗∗ −0.29 1.16 0.03 0.07◦◦◦

12Q 2.25 −0.06∗∗∗ −0.17∗∗ 2.89 −0.44∗∗ −0.48∗∗ 1.38 0.03 0.08◦◦◦

Notes: Forecast evaluation results for the standard VAR with constant coefficients and Minnesota-type priors (CC), the
VAR with democratic priors (DP) and the SLM model, for the euro area, the United States and Japan. The top panel
displays the RMSE and the bottom panel (minus) the LPS. For the CC model the values of the RMSE and LPS are shown.
For the remaining two models the RMSE is divided by the RMSE of the CC model (hence values smaller than one indicate
that the CC forecasts are less accurate on average), while for the LPS we subtract the LPS of the CC model (hence the
negative values indicate that the CC forecasts are less accurate). The Diebold and Mariano (1995) tests indicate whether
the MSE and LPS values of the DP and SLM models are significantly different from the CC model. These take account
of the finite sample adjustment of Harvey et al. (1997). For the (few) cases were the estimated variance is negative we use
a Bartlett kernel for the variance estimation and then apply the standard Diebold and Mariano (1995) test. We consider
one-sided alternative hypothesis. The superscripts ∗, ∗∗ and ∗∗∗ indicate that the DP or SLM model is performing better
at significance level 10%, 5% and 1%, respectively. Conversely, the superscript ◦ indicates that the CC model is doing
significantly better.

explanation appears to be that for Japan the long-term survey forecasts do not provide

accurate information on long-term developments. The results for the density forecasts are

qualitatively similar to those for the point forecasts. For the euro area and the United
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Table 4.2: Forecast evaluation results for 15-variable VARs

euro area United States Japan
RMSE CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.15 0.99∗ 1.01 2.32 0.96∗∗∗ 0.97 4.36 1.00 1.00
Growth 4Q 1.96 0.97∗∗ 0.96 1.99 0.88∗∗ 0.91∗ 2.78 1.00 0.95

8Q 2.45 0.94∗∗ 0.87∗∗ 2.17 0.89∗∗ 0.92 2.70 1.01 0.97
12Q 2.49 0.95∗∗∗ 0.90∗∗∗ 2.21 0.93∗∗ 0.95∗ 2.58 1.00 0.98

Inflation 1Q 1.36 0.98∗∗ 0.95∗ 2.20 0.99∗∗ 0.98 1.62 1.02 1.03
4Q 1.10 0.96∗ 0.88 1.28 0.97∗ 0.96 1.18 1.01 1.16
8Q 1.30 0.95 0.85 1.38 0.95∗∗∗ 0.92 1.34 0.94 1.10

12Q 1.30 0.94 0.86 1.43 0.96 0.93 1.35 0.90 1.06

S.T. Int. 1Q 0.30 1.08◦◦ 1.40◦◦ 0.53 0.96∗∗∗ 0.90∗∗ 0.38 0.82∗∗∗ 0.41∗∗∗

Rate 4Q 0.88 1.10◦ 1.23◦ 1.51 0.93∗∗ 0.92 0.75 0.74∗∗ 0.33∗∗

8Q 1.47 1.08◦ 1.07 2.37 0.91∗∗ 0.92 0.99 0.74∗∗ 0.37∗∗∗

12Q 1.93 1.09◦◦ 0.93 2.75 0.89∗∗∗ 0.90 1.12 0.76∗∗ 0.39∗∗∗

LPS CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.11 −0.01 0.00 2.25 −0.04∗∗∗ −0.03 2.85 0.01 0.00
Growth 4Q 2.65 −0.05∗∗ −0.12 2.22 −0.20∗∗∗ −0.14∗∗ 2.55 0.02 0.02

8Q 3.43 −0.21∗∗ −0.64∗ 2.41 −0.20∗∗∗ −0.18∗∗ 2.63 0.02 −0.01
12Q 3.32 −0.16∗∗∗ −0.55∗∗ 2.43 −0.11∗∗∗ −0.10∗∗ 2.52 0.01 0.02

Inflation 1Q 1.77 −0.02∗∗ −0.09∗∗ 2.28 −0.02∗∗ −0.04 1.93 0.01 0.03
4Q 1.58 −0.04 −0.18 1.71 −0.04∗∗ −0.04 1.68 −0.03 0.10
8Q 1.70 −0.06 −0.15 1.83 −0.06∗∗∗ −0.10 1.80 −0.12 0.02

12Q 1.67 −0.05 −0.10 1.88 −0.04 −0.10 1.77 −0.16 0.02

S.T. Int. 1Q 0.45 0.02◦◦ 0.42◦◦◦ 0.83 −0.03∗∗∗ 0.05◦ 0.53 −0.08∗∗∗ 0.34◦◦◦

Rate 4Q 1.33 0.06◦ 0.21◦◦◦ 1.88 −0.09∗∗ −0.14 1.15 −0.12∗∗∗ 0.07
8Q 1.86 0.10 0.03 2.56 −0.18∗∗ −0.29 1.46 −0.12∗∗ −0.03

12Q 2.15 0.14◦ −0.11∗∗ 2.80 −0.26∗∗ −0.41∗ 1.63 −0.12∗∗∗ −0.06∗∗

Notes: See notes to Table 4.1 for further information.

States the DP and SLM models provide more accurate density forecasts compared to the

CC model. The performance of the SLM model relative to the DP model varies depending

on the country and variable, with good relative performance for the euro area.

Turning to systems with a larger cross-sectional dimension, Table 4.C.1 shows for five-

variable systems the good performance of the SLM model for the euro area. For the United

States the SLM improves over the CC model but the DP model is now the best performer,

while for Japan the DP and SLM models do not improve over the CC model. For the 15-
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variable VARs Table 4.2 reports the forecast evaluation results. For the euro area the SLM

model is overall the best performer followed by the DP and the CC model, respectively.

For the United States the DP and SLM models have similar forecasting performance and

both outperform the CC model, for Japan the results are more mixed.

Overall we find that the SLM model is outperforming the CC model. Furthermore, the SLM

model performs well relative to the DP model, in particular for the euro area and for the

longer forecast horizons. The better (long-term) forecasting performances for the DP and

SLM models over the CC model illustrate the relevance of exploiting the information from

the long-term survey forecasts. Moreover, the relevance of allowing for the time variation

in the mean is supported by the overall better (long-term) forecasting performance of the

SLM model compared to the DP model for the euro area and the United States.

4.4.3 Comparison to time-varying parameter models

Benchmark models

Having established the good forecasting performance of the SLM model compared to con-

stant coefficient VARs, the next obvious benchmark is the general time-varying parameter

(TVP) VAR, which allows all the coefficients to vary over time:

yt = ct +

p∑
k=1

Bk,tyt−k + εt, εt ∼ N (0, Ht) ,

vec(Bc
t ) = vec(Bc

t−1) + ηt, ηt ∼ N (0, V ) ,

(4.20)

with Bc
t = [ct : B1,t : . . . : Bp,t]

′ containing all the VAR coefficients at time t (see e.g. Prim-

iceri, 2005; Cogley and Sargent, 2005). The TVP model is more flexible compared to the

SLM model as it allows for time variation both in the unconditional mean and in the im-
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pulse response functions.18 The flexibility comes at the cost of a higher computational

burden - the standard TVP-VAR is commonly used for small cross-sectional dimensions -

and lack of parsimony. The latter might potentially lead to overfitting and poor forecasting

performance. Ultimately, how much flexibility is needed or feasible is an empirical question.

The second benchmark model we consider is given by a restricted version of the SLM model

in which we do not exploit the information from the survey forecasts. Specifically, we drop

the second measurement equation given by (4.4) and obtain the model given by:

yt − ψt =

p∑
k=1

Bk (yt−k − ψt−k) + εt, εt ∼ N (0, Ht) ,

ψt = ψt−1 + ηt, ηt ∼ N(0, Vt).

(4.21)

We label this restricted version as the local mean (LM ) VAR model. Using the LM model

as a benchmark allows us to assess the effect of anchoring the local mean by long-term

survey forecasts.

Finally, we compare the accuracy of the SLM forecasts of inflation to those from the

univariate unobserved components stochastic volatility (UCSV ) model of Stock and Watson

(2007):

yt = ψt + εt, εt ∼ N (0, ht) ,

ψt = ψt−1 + ηt, ηt ∼ N(0, vt).
(4.22)

The UCSV model is also a restricted version of the SLM (and the LM) model: it is uni-

variate, the VAR coefficients B are set to zero and there is no anchoring of ψt to long-term

survey forecasts.19 It has become the standard benchmark for evaluating inflation forecasts

(see e.g. Stock and Watson, 2010; Faust and Wright, 2013).

18We consider the standard specification of the TVP-VAR, which has a more flexible form of stochastic
volatility, since also the matrix A in the decomposition of Ht in Equation (4.5) is allowed to be time-
varying. For more details on the specification of the TVP-VAR model we refer to Primiceri (2005) and
D’Agostino et al. (2013).

19For the UCSV model we use a different prior on the stochastic volatility processes, i.e. we set φ = 0.2
in line with Stock and Watson (2007), who instead fix the φ parameters at these values.
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Results

Table 4.3: Forecast evaluation results for three-variable VARs

euro area United States Japan
RMSE SLM TVP LM SLM TVP LM SLM TVP LM

GDP 1Q 2.12 1.05∗∗∗ 1.00 2.57 1.00 1.03 4.46 0.97◦ 1.06
Growth 4Q 1.87 1.19∗∗ 1.23 1.87 1.10∗∗ 1.24∗ 2.57 0.99 1.26

8Q 2.14 1.20∗∗∗ 1.45∗ 1.96 1.13∗∗ 1.47∗∗ 2.56 1.00 1.20
12Q 2.27 1.14∗∗∗ 1.30∗∗∗ 2.07 1.00 1.48∗∗∗ 2.49 1.00 1.24∗

Inflation 1Q 1.25 1.11∗∗ 1.09∗∗ 2.23 1.13∗ 1.05 1.54 1.04 1.06∗

4Q 0.97 1.19 1.19∗ 1.24 1.48∗ 1.21 1.09 1.00 1.13∗

8Q 1.12 1.26 1.30∗∗ 1.26 1.35∗∗ 1.16 1.21 0.99 1.13
12Q 1.12 1.33∗∗ 1.40∗∗∗ 1.32 1.42∗∗∗ 1.17∗∗∗ 1.18 1.02 1.08

S.T. Int. 1Q 0.29 1.01 1.25 0.40 0.87◦ 0.97 0.17 0.60◦◦◦ 0.70◦◦

Rate 4Q 0.92 1.17 1.28 1.36 0.94 0.94 0.37 0.70◦◦◦ 0.64◦◦◦

8Q 1.49 1.34∗ 1.29∗ 2.22 1.08 0.93 0.58 0.85 0.64◦◦

12Q 1.79 1.42∗∗ 1.32∗∗ 2.47 1.24∗ 0.98 0.75 0.87 0.59◦◦

LPS SLM TVP LM SLM TVP LM SLM TVP LM

GDP 1Q 2.11 −0.07 −0.03 2.33 0.02 0.05 2.92 0.01 0.01
Growth 4Q 2.56 0.85∗ −0.31 2.10 0.04 0.22 2.60 0.28 −0.05

8Q 2.80 1.96∗ −0.21 2.22 0.10 0.53 2.64 0.47 −0.04
12Q 2.75 1.51∗ −0.15 2.28 0.07 0.68∗ 2.56 0.51∗ 0.03

Inflation 1Q 1.69 0.14∗∗ 0.07 2.32 0.15∗∗ 0.09 1.88 0.11∗ 0.05∗

4Q 1.40 0.15∗∗ 0.21∗∗ 1.68 0.23∗ 0.16 1.52 0.07 0.11∗

8Q 1.56 0.30∗∗∗ 0.45∗∗∗ 1.74 0.41∗ 0.14 1.64 0.09 0.11∗∗

12Q 1.60 0.44∗∗∗ 0.62∗∗∗ 1.80 0.51∗∗ 0.20 1.62 0.12∗∗ 0.16∗∗∗

S.T. Int. 1Q 0.80 −0.83◦◦◦ −0.15◦◦◦ 0.66 −0.50◦◦◦ 0.26∗∗∗ 0.14 −0.98◦◦◦ −0.05◦◦◦

Rate 4Q 1.60 −0.16 0.03 1.71 −0.07 0.07 0.83 −0.48◦◦◦ −0.13◦◦◦

8Q 1.94 0.38 0.16 2.30 0.11 −0.11 1.23 −0.22◦◦ −0.17◦◦◦

12Q 2.08 0.48∗∗ 0.21∗∗ 2.41 0.31∗∗ −0.04 1.46 −0.11 −0.20◦◦◦

Notes: Forecast evaluation results for the SLM, TVP and LM models for three-variable systems. The RMSE and LPS
are reported in absolute values for the SLM model and relative to the SLM model for the remaining two models. The
superscripts ∗ denote significantly better performance of the SLM model, while the superscripts ◦ denote that the TVP
or the LM model is doing significantly better. See notes Table 4.1 for further information.

Table 4.3 reports the relative forecasting performance of the TVP and LM models compared

to the SLM model for the three-variable system. Here the SLM model is taken as the base

case - in the columns corresponding to the TVP and LM models, values of the RMSE

greater than one and positive LPS values indicate better relative performance of the SLM

model. The SLM model is outperforming the benchmarks for the euro area and the United
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States in most cases, both for point and density forecasts. For Japan the SLM model is

also performing well with respect to the benchmarks for GDP growth and inflation. For

forecasting the Japanese short-term interest rate the TVP and LM models are performing

better. Interestingly, the SLM model is often strongly outperforming the more flexible TVP

model, which suggests that the time-varying mean might capture the relevant dimension

of time variation and/or that the latter model might suffer from over-fitting. The better

forecasting performance of the SLM model compared to the LM model, in particular for

longer forecast horizons of 8 and 12 quarters, shows the advantage of anchoring the local

mean to long-term survey forecasts.

Finally it should be noted that the TVP and LM models are not well able to handle larger

cross-sections. Apart from the computational considerations relevant for the TVP model as

mentioned earlier, also shrinkage of the coefficients is important to control for overfitting in

higher dimensional VARs. For the LM model the anchoring of the local mean by off-model

information, as in the SLM model, becomes even more crucial for higher dimensional VARs.

Table 4.4: Forecast evaluation results for the SLM and the UCSV models

euro area United States Japan
RMSE SLM UCSV SLM UCSV SLM UCSV

Inflation 1Q 1.25 1.03 2.23 1.08 1.54 1.05
4Q 0.97 0.98 1.24 1.26 1.09 1.12
8Q 1.12 0.99 1.26 1.17 1.21 1.12

12Q 1.12 1.06 1.32 1.18∗∗∗ 1.18 1.09∗

LPS SLM UCSV SLM UCSV SLM UCSV

Inflation 1Q 1.69 0.02 2.32 0.01 1.88 0.03
4Q 1.40 −0.01 1.68 0.27∗∗ 1.52 0.11
8Q 1.56 0.13∗ 1.74 0.31 1.64 0.17∗

12Q 1.60 0.33∗∗∗ 1.80 0.57∗∗ 1.62 0.33∗∗∗

Notes: Forecast evaluations for the three-variable SLM model and the univariate UCSV model for inflation. The SLM
model is taken as the base case here. The superscripts ∗ denote significantly better performance of the SLM model, while
the superscripts ◦ indicate that the UCSV model is doing significantly better. See notes Table 4.1 for further information.

Table 4.4 shows the point and density forecasting accuracy of the SLM and UCSV models

for inflation. For the United States and Japan the SLM model provides better point
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and density forecasts. For the euro area instead there is not much difference in point

forecast accuracy, except for three years ahead, when the SLM model is doing better.

The improvement of the SLM model over the UCSV model for the euro area lies in the

long-term density forecasts. To shed more light on the sources of those differences, Figure

4.C.1 reports the 12-quarter-ahead density forecasts for the SLM model (left panel) and the

UCSV model (right panel) together with the data realisations. It turns out that forecasts

from the UCSV model are more volatile between the updates and have become much more

dispersed following the financial crisis.

4.5 More detailed analysis for the euro area

To highlight the relevant features of the SLM model (also relative to the other approaches)

this section provides more detailed illustrations focusing on the euro area. More precisely,

we look at the properties of the density forecasts of the SLM model, we investigate more

in detail the performance of the model relative to the CC model, we analyse the posterior

distributions of the end-of-sample unconditional and local means and of the impulse re-

sponse functions from different models and finally we construct conditional forecasts from

the SLM model based on different scenarios for the long-term inflation expectations.

4.5.1 Calibration of density forecasts

Figure 4.4 shows the density forecasts of the SLM model together with the data realisations.

For brevity we only focus on forecast horizons of 4 and 12 quarters. For GDP growth the

density forecasts typically include the realisation with the exception of the financial crisis

period when the outcomes were much lower than the forecasts. After the crisis the coverage

bands widened considerably, in particular for the longer forecast horizon. For inflation the

realisations are mostly within the coverage bands and the effect of the crisis on inflation
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Figure 4.4: Density forecasts for the SLM model

2000 2005 2010 2015

-5

0

5

G
D
P

G
r
o
w
t
h

h = 4Q

2000 2005 2010 2015

-5

0

5

h = 12Q

2000 2005 2010 2015
-4

0

4

I
n
fl
a
t
io
n

2000 2005 2010 2015
-4

0

4

2000 2005 2010 2015
-5

0

5

10

S
.T

.
I
n
t
.
R
a
t
e

2000 2005 2010 2015
-5

0

5

10

Notes: Predictive distributions for the SLM model with three variables for the euro area for forecast horizons of 4 (left
panel) and 12 quarters (right panel). The forecasts and realisations correspond to average rates over the first (for 4-
quarter ahead forecasts) and third (for 12-quarter ahead forecasts) year. The x-axes indicate the time of the realisations.
The density forecasts are summarised by the median (dashed line) and the 68% (light grey area) and 90% (dark grey
area) coverage bands. Realisations are indicated by white circles.

forecasts is less pronounced than for GDP growth. What is more striking is the systematic

over-prediction of inflation in the recent years. This is due to the persistently low inflation

rates combined with the relatively high survey forecasts for inflation in this period (which

push the SLM model forecasts up). Lastly, for the interest rate the predictive coverage

bands include the observations but are relatively wide.

To investigate the calibration of the predictive densities more formally we look at the prob-

ability integral transforms (PITs). The PITs are the values of the predictive cumulative

distribution function (CDF) evaluated at the out-of-sample realisations and for well cali-

brated density forecasts they should follow a uniform distribution on the interval [0 1].20

20From the set of simulated forecasts we obtain the PIT value as the proportion of simulated forecasts
falling below the realisation.
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Figure 4.5: Probability integral transforms for the SLM model
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Notes: The histograms show the PITs for the SLM model with three variables for the euro area. The columns correspond
to the forecast horizons and the rows to the variables.

Given that our out-of-sample period is relatively short we look at the histograms of the

PITs instead of doing formal tests. Figure 4.5 shows the histograms for the three variables

of interest and the four forecast horizons. For GDP growth and inflation the density fore-

casts seem to reflect the distribution of the outcomes reasonably well. For longer forecast

horizons perhaps too many realisations fall in the left tail of the predictive distribution,

suggesting some over-prediction. For the short-term interest rate the predictive distribu-

tions seem too wide, in particular for the shorter forecast horizons. For the longer horizons

there is again some evidence of over-prediction.

4.5.2 Comparison to the CC model

We first look at the forecast paths, commonly referred to as “tentacle” plots, for the target

variables at different points in the evaluation sample, see Figure 4.6. For GDP growth the

forecasts from the CC model initially converge to somewhat too high values, as the uncon-
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Figure 4.6: Forecast paths for the SLM and CC models
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Notes: Forecast paths (up to 12 quarters ahead) for the SLM (left panels) and CC (right panels) models with three
variables for the euro area. The first forecast path originates in 2000Q1; subsequently, for better readability, we show
forecast paths with origins six quarters apart.

ditional mean is estimated on the sample dominated by the early period of higher growth

rates. For the SLM model this is not the case, illustrating the advantage of including

off-model information in the presence of structural changes. For inflation the crisis obser-

vations influence the long-term forecasts of the CC model to an implausible extent. The

long-term forecasts of the SLM model are instead less distorted. This shows the advantage

of using survey forecasts to better guide the long-term forecasts. On the other hand, using

the information from long-term survey forecasts appears to exacerbate the inflation over-

prediction problem in the recent years (the CC forecasts are lower than the SLM forecasts).

For the short-term interest rate forecasts we can again observe the instability of the CC
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Figure 4.7: Relative forecast performance of the SLM model compared to the
CC model

2000 2005 2010 2015

-80

-40

0

G
D
P

G
r
o
w
t
h

∆ Cumulative SSE

h = 4Q

h = 12Q

2000 2005 2010 2015

-30

-15

0

∆ Cumulative LPS

2000 2005 2010 2015

-30

-15

0

In
fl
a
t
io
n

2000 2005 2010 2015

-8

-4

0

2000 2005 2010 2015

-80

-40

0

S
.T

.
In
t
.
R
a
t
e

2000 2005 2010 2015

-10

0

10

Notes: Differences of the cumulative sums over time of squared forecast errors (left panels) and of LPS values (right
panels) between the SLM and the CC models with three variables for the euro area. The cumulative sum for the CC
model is subtracted from that of the SLM model; therefore, declining values indicate a better performance of the SLM
model. Blue and black lines correspond to the forecast horizons of 4 and 12 quarters, respectively. The x-axes indicate
the time of the realisations.

model as a few additional observations can result in a fundamentally different long-term

forecast. These patterns can also be observed in the density forecasts, see Figure 4.C.2. In

particular, compared to the SLM model, the PIT histograms for the CC model (see Figure

4.C.3) exhibit more outcomes in the left tail of the predictive distribution for GDP growth

and less for inflation (consistent with the stronger over-prediction of GDP by the CC model

and of inflation by the SLM model).

To investigate how the relative performance of the SLM and CC models evolves over time

we look at the cumulative sums of the squared forecast errors for point forecasts and the log

predictive score values for the density forecasts, see Figure 4.7. We subtract the cumulative
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sum for the CC model from that of the SLM model. Hence, declining cumulative sums

indicate better performance of the SLM model in that period, and vice versa for upward

sloping lines. For brevity we only consider forecast horizons of 4 and 12 quarters. In line

with the results shown in Figure 4.6, we see that for GDP growth the SLM model performs

better than the CC model for the period until and including the financial crisis. Thereafter,

the accuracy of both models is comparable. For inflation, the better performance of the

SLM model persists till around 2013. Thereafter, the relative accuracy of the SLM model

deteriorates, reflecting the over-prediction issues mentioned above. For the short-term

interest rate the picture is a bit mixed across horizons and accuracy measures. The SLM

model mostly outperforms the CC model till the recent period where both models appear

to have comparable accuracy. The exception is the density forecasts 4 quarters ahead where

the CC model does better.

Overall, the long-term survey forecasts appear to carry useful (forward-looking) off-model

information, with the exception of inflation in the most recent period, and help to make

the forecast revisions less volatile.

4.5.3 Posterior distribution of the local mean

The posterior distribution of the end-of-sample local or unconditional mean is highly rele-

vant for forecasting as it determines the end point of the forecast path.21 In this section we

analyse the evolution of the posterior distribution of the end-of-sample local or uncondi-

tional mean for the SLM, DP, TVP and CC models. More precisely, for each point s in the

forecast evaluation sample we report the posterior distribution of the local or unconditional

mean at time s− 1, with the parameters estimated over t = 1, . . . , s− 1. For the SLM and

DP models the local and unconditional means, respectively, are sampled directly. For the

21For time invariant B1, . . . , Bp satisfying the stability condition, the point forecast will converge towards
the local or unconditional mean, see also Equation (4.3).



114 Forecasting with Bayesian Vector Autoregressions with Time Variation in the Mean

Figure 4.8: Posterior distributions for the end-of-sample local and
unconditional means
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Notes: Posterior distributions of the end-of-sample local and unconditional means for the SLM, DP, TVP and CC models
with three variables for the euro area. These posterior distributions are obtained recursively in the out-of-sample forecast
evaluations. The x-axes indicate the end of the estimation sample (the forecast origin). The posterior distributions are
summarised by the median (dashed line) and the 68% (light grey area) and 90% (dark grey area) coverage bands. The
blue lines in the first column correspond to the data.

CC model we obtain the draws of the unconditional mean µ(i) from

µ(i) = (I −B(i)
1 − . . .−B(i)

p )−1c(i), (4.23)

for each of the Gibbs draws, i, of B and c. We proceed analogously for the TVP model,

where we take the end-of-sample values Bc
s−1.
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Figure 4.8 shows the end-of-sample posterior distributions over 1999Q4-2016Q2. For the

SLM model the posterior distribution is tightly concentrated around the median for GDP

growth and inflation and changes little over time. For the short-term interest rate the pos-

terior distribution is somewhat more disperse, as there is no anchoring through the survey

forecasts. These findings are in line with the results on the in-sample posterior distribution

of the local mean shown in Figure 4.2. For the DP model the posterior distributions are

somewhat wider but we still see a strong anchoring for GDP growth and inflation. By

contrast, the distributions for the TVP and CC models show much more dispersion and

variation over time, especially for inflation and the short-term interest rate. This provides

a motivation to anchor the unconditional mean, since for a long-term forecasting model

volatile consecutive forecast updates are typically undesirable.

4.5.4 Impulse response functions

A common comparison between different VAR models is to look at the impulse response

functions (IRFs) to an identified monetary policy shock. In this section we consider IRFs

to a 100 basis points shock to the short-term interest rate, identified via a Cholesky scheme

with the interest rate ordered as last in the VAR.

Figure 4.9 displays the IRFs for the SLM, DP, TVP and CC models based on the parameters

estimated over the full sample for the three-variable VAR for the euro area.22 For the TVP

model the IRFs are based on the end-of-sample parameters, i.e. they are representative for

2016Q3. For the SLM model the IRFs go to 0 after around 3 to 4 years. By contrast, in

case of the CC and DP models, the IRFs for inflation and the interest rate are significantly

different from 0 even after 6 years. This is contrary to what would be expected for a

temporary shock and highlights the problematic assumption of a constant unconditional

mean in those models, which translates into high persistence in the coefficients B. For the

TVP model, the median responses are also relatively persistent, but the coverage bands are

22We also considered the same setting for the five variable dataset and found no significant differences.
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Figure 4.9: Impulse response functions
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Notes: Impulse response functions to a 100 basis points increase in the euro area short-term interest rate for VARs with
three variables estimated over the full sample. For the TVP model the IRFs are based on the end-of-sample parameters.
The posterior distribution is summarised by the median (dashed line) and the 68% (light grey area) and 90% (dark grey
area) coverage bands.

much wider and as a result the responses are not significantly different from 0 for inflation.

As for GDP growth, whereas the IRFs from the SLM model are negative and significant,

those from the DP, TVP and CC models are essentially equal to 0. Finally, all the models

suffer from the so called price puzzle, i.e. inflation rises in response to monetary policy

tightening. This is a common problem in small VARs and can be solved by enlarging the

dataset, see e.g. Bańbura et al. (2010).
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4.5.5 Scenarios for long-term expectations

The forecasting exercises considered so far did not incorporate any information on the

possible future evolution of survey forecasts. In this subsection we extend this setting by

constructing forecasts conditional on scenarios for the long-term expectations of inflation.

We obtain such conditional forecasts following the ideas of data augmentation, i.e. by

treating the out-of-sample forecasts as latent variables and sampling them alongside the

model parameters in an (additional) Gibbs sampling step. Let z∗T+1, . . . , z
∗
T+h denote an h

step-ahead scenario and let Z∗ contain the in-sample survey forecasts as well as the scenario.

Similarly, let Y ∗ contain the in-sample observations (i.e. y1, . . . , yT ) as well as the part we

want to forecast (i.e. y∗T+1, . . . , y
∗
T+h). Given (some initial) values of the parameters we can

sample y∗T+1, . . . , y
∗
T+h from

p
(
y∗T+1, . . . , y

∗
T+h | {ΛT , V T , GT}, {φH , φV , φG}, A,B, ψT , {Y, Z∗}

)
, (4.24)

by iteratively sampling h times from the VAR equation in (4.1).23 Then conditional on

values for {Y ∗, Z∗} we can use the usual Gibbs sampling steps to sample the parameters.24

As an illustration we look at inflation forecasts conditional on three scenarios for the long-

term inflation expectations for the three-variable VAR for the euro area. Specifically, we

take the full data sample (till 2016Q3) and we forecast 12 quarters ahead conditional on the

following assumptions for the long-term survey forecasts of inflation (over 2016Q4-2019Q3):

23These values are sampled at step 6 of the algorithm explained in Appendix 4.A (the previous step 6
becomes step 7).

24With the difference that the time series is now of length T + h instead of T . For reasonable scenarios
the approach does not lead to a distortion of the posterior distribution of the parameters. For example,
Figure 4.C.4 shows that forecasts conditional on the long-term survey forecasts remaining constant are
very similar to the pure out-of-sample forecasts and we also find only small differences in the posterior
distribution of the parameters.
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Figure 4.10: (Conditional) forecasts for inflation
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Notes: 12-quarter-ahead forecasts for euro area inflation for the SLM, DP, TVP and CC models with three variables.
The in-sample period ends at 2016Q3 and the forecast period is 2016Q4 to 2019Q3. The forecasts for the SLM model
are conditional on different scenarios for future developments in the long-term survey forecasts: 1 - kept at the value
of 2016Q3; 2 - linearly declining to 1.5% in 2019Q3; 3 - linearly declining to 1% in 2019Q3. For the DP, TVP and CC
models the forecasts are unconditional. The forecast distribution is summarised by the median (dashed line) and the 68%
(light grey area) and 90% (dark grey area) coverage bands. For the SLM model, the distribution is shown for scenario
1, for the remaining scenarios only the median is reported.

Scenario 1 The forecasts are held constant at the value of 2016Q3;

Scenario 2 The forecasts decline linearly over 12 quarters, reaching 1.5% in 2019Q3;

Scenario 3 The forecasts decline linearly over 12 quarters, reaching 1.0% in 2019Q3.

For GDP growth, the long-term survey forecasts are held constant at the value of 2016Q3

in all the scenarios.

The resulting forecasts for inflation are shown in the upper left panel of Figure 4.10. For

scenario 1 we display the median together with the 68% and 90% coverage bands, whereas

only the median is reported for scenarios 2 and 3 for better readability. The forecasts

for scenarios with declining expectations are clearly lower, showing the relevance of the
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survey forecasts for the SLM model forecasts. For comparison, the figure also shows the

unconditional forecasts from the DP, TVP and CC models. The forecasts from the TVP

and CC models are relatively low, close to those from the SLM model with scenario 3, as

it appears that the local and unconditional means in these models are affected by the low

inflation outcomes in recent years.25

4.6 Sensitivity analysis

This section reports a range of robustness checks for the forecast evaluations, whereby we

vary a number of implementation choices. We take as benchmarks the constant coefficient

three-variable VARs considered in Section 4.4.2. The tables we refer to below can be found

in Appendix 4.C.

Rolling window estimation

In the main forecasting exercises an expanding estimation window was used. However, in

the presence of time variation in the data generating process, rolling estimation windows

might result in better forecasting performance, especially for constant parameter models,

because the early part of the estimation sample might distort the parameter estimates.

Table 4.C.2 reports the results of forecast evaluations for the CC, DP and SLM models for

a rolling estimation window of 80 quarters. We find also with this implementation that the

SLM model performs well, in particular for the euro area.26

Constant parameters out-of-sample

25As the local mean (trend) in the UCSV model tends to follow actual inflation quite closely, the uncon-
ditional forecasts from this model starting in 2016Q3 are the lowest among the models considered. They
are also characterised by the widest coverage bands, see Figure 4.C.5.

26Qualitatively similar results are obtained for rolling estimation windows of 40 and 60 quarters. In-
terestingly, the SLM model performs best for the expanding estimation window. It appears that once we
account for time variation in the mean, the early part of the sample provides useful information. The
results are available upon request.
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To generate forecasts in the main setup we simulated the out-of-sample paths of the time-

varying parameters. For the CC and DP models this amounts to simulating the stochastic

volatility processes for the VAR innovations for t = T + 1, . . . , T + h. For the SLM model

also the stochastic volatility process in the random walk for the local mean and the local

mean process are simulated. Table 4.C.3 compares the forecasting accuracy of the three

models for the case when the values of the time-varying parameters at t = T + 1, . . . , T +h

are kept at the sampled values at t = T . This setup does not change the conclusion that

the SLM model provides accurate forecasts.

Constant variance

Table 4.C.4 compares the forecasting accuracy under the assumption of no time variation

in the variances of the innovations.27 Also in this case the SLM model performs well.28

Robust evaluation criteria

The forecast evaluation criteria we considered, the RMSE and the LPS based on a fitted

Gaussian distribution, might be disproportionately affected by a few large forecast errors.

Table 4.C.5 reports the more robust mean absolute errors (MAE) for the point forecasts,

but also LPS values based on a fitted standardised t-distribution and the continuous ranked

probability score (CRPS) (Gneiting and Raftery, 2007), for the density forecasts. These

robust evaluation criteria lead to the same conclusion that the SLM model performs well.

Comparison to pure survey forecasts

Previous studies such as Faust and Wright (2009), Faust and Wright (2013) and Aiolfi

et al. (2011) show that survey forecasts by themselves provide excellent point forecasts

compared to model-based forecasts. Table 4.C.6 confirms these findings for our evaluation

27We implement this by putting a very tight prior on φJ,i, ∀ {J, i} in (4.14)-(4.16), this results in constant
σ2
J,i,t over time.
28In fact the differences in forecasting accuracy between the model versions with stochastic volatility and

with constant variance are very small, suggesting that this element might not be crucial for the evaluation
sample considered in this chapter.
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sample. Compared to the long-term Consensus forecasts, the SLM model forecasts result

in some modest improvements for short horizons for the euro area and the United States

and more sizable improvements for Japan (where as mentioned above, survey forecasts

do not track so well the long-term developments in the variables of interest). For longer

horizons survey forecasts are overall comparable in terms of accuracy to those from the

SLM model for the euro area and the United States. This is not so surprising, given that

survey forecasts provide an “anchor” for the model-based forecasts. However, even when

model-based forecasts do not (significantly) improve upon survey forecasts, they offer many

features not offered by surveys, such as predictive distributions for a variety of forecast

horizons, scenarios and also flexibility in terms of target variables.

4.7 Conclusion

The focus of this chapter is on how best to model time variation in VAR models in a

forecasting context. More precisely, we propose a local mean VAR model which allows for

time variation in the unconditional mean, but keeps the VAR coefficients constant over

time. Furthermore, we anchor the local mean to long-term Consensus forecasts (off-model

information). From a computational point of view, the model can be used for relatively

large cross-sections.

Through out-of-sample forecasting exercises we show that the local mean VAR model has

good forecasting performance compared to constant coefficient VARs and general time-

varying parameter VARs. The off-model information can provide a useful signal on the

“endpoints” and, in particular, reduces the uncertainty around them. The proposed frame-

work not only results in better forecasting performance but also in more reasonable impulse

response functions. It can also be used for scenario analysis, considering e.g. different future

paths for long-term expectations.
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The forecasting performance of the model studied here is strongly linked to how well the

off-model information can capture the low frequency movements in the target variables.

Long-term survey forecasts provided by Consensus Economics seem to offer a good “anchor”

for the main macroeconomic variables for the euro area and the United States. For Japan

and more recently for inflation in the euro area they appear to provide a less useful signal.

Other types of off-model information, e.g. potential output growth estimates or short-term

inflation expectations, could also be considered. A systematic evaluation of such anchors

is left for future research.
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Appendix 4.A Details on the Gibbs sampler

We obtain draws from the posterior distribution of {{ΛT , V T , GT}, {φH , φV , φG}, A,B, ψT}

via a Gibbs sampling scheme.

Let {Y, Z} denote the full set of observations on the variables (Y ) and the survey forecasts

(Z). Further, let ST = {sTH , sTV , sTG} denote the mixture states in the algorithm of Kim et al.

(1998) (from now on referred to as the KSC algorithm). We incorporate the corrigendum

of Del Negro and Primiceri (2015) and sample the mixture states ST in the last step of the

Gibbs sampling scheme.

Given a set of starting values for the parameters, the Gibbs sampler proceeds by drawing

recursively from the following conditional distributions:

1. p
(
{ΛT , V T , GT} | {φH , φV , φG}, A,B, ψT , ST , {Y, Z}

)
2. p

(
{φH , φV , φG} | {ΛT , V T , GT}, A,B, ψT , ST , {Y, Z}

)
3. p

(
A | {ΛT , V T , GT}, {φH , φV , φG}, B, ψT , ST , {Y, Z}

)
4. p

(
B | {ΛT , V T , GT}, {φH , φV , φG}, A, ψT , ST , {Y, Z}

)
5. p

(
ψT | {ΛT , V T , GT}, {φH , φV , φG}, A,B, ST , {Y, Z}

)
6. p

(
ST | {ΛT , V T , GT}, {φH , φV , φG}, A,B, ψT , {Y, Z}

)

We next explain these steps in detail.
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1. Sampling from p
(
{ΛT , V T , GT} | {φH , φV , φG}, A,B, ψT , ST , {Y, Z}

)
Part a: ΛT

Consider the innovations εt from the VAR equation at time t

εt = (yt − ψt)−
p∑
i=1

Bi (yt−i − ψt−i) , t = p+ 1, . . . , T. (4.A.1)

Conditional on B and ψT the series of εt is observable. Recall that εt ∼ N
(
0, A−1Λt (A−1)

′)
where Λt = diag

(
σ2
H,1,t, . . . , σ

2
H,M,t

)
. Hence, the standardised innovations ε̃t = Aεt have a

theoretical variance of Λt. We next show how we use the KSC algorithm to sample from the

posterior distributions of the diagonal elements of Λt for t = p+ 1, . . . , T . For i = 1, . . . ,M

we square the series of ε̃i,p+1, . . . , ε̃i,T , take logarithms and obtain the following linear state

space model:

ln
(
ε̃2
i,t + 0.001

)
= ln

(
σ2
H,i,t

)
+ ln

(
γ2
H,i,t

)
, (4.A.2)

lnσ2
H,i,t+1 = lnσ2

H,i,t + uH,i,t+1, (4.A.3)

where ln
(
γ2
H,i,t

)
follows a log χ2 (1) distribution. As in the KSC algorithm we obtain an

approximating linear Gaussian state space model by replacing ln
(
γ2
H,i,t

)
with a seven state

Gaussian mixture approximation, with the state-dependent means and variances given by

(mj − 1.2704) and v2
j respectively (for further details we refer to Kim et al., 1998). Let

sH,i,t ∈ {1, . . . , 7} denote the state, then conditional on all the states sTH we have a linear

Gaussian state space model. Taking the initial conditions lnσ2
H,i,p+1 ∼ N (0, 10) we obtain

a draw from the conditional distribution by using the Carter and Kohn (1994) simulation

smoother.
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Part b: V T

The elements of the matrices Vt = diag
(
σ2
V,1,t, . . . , σ

2
V,M,t

)
, t = p + 2, . . . , T are sampled in

a similar manner as in part a. Conditional on the local mean process ψT we observe the

innovations ηt for t = p+ 2, . . . , T , since

ηt = ψt − ψt−1. (4.A.4)

Given the initial conditions ln σ2
V,i,p+2 ∼ N (0, 10), we use the KSC algorithm to obtain the

draws.

Part c: GT

Let tz,i denote the index of the first available data point for the survey forecasts for variable

i. Similarly as in parts a and b, conditional on ψT the innovations gi,t, t = tz,i, . . . , T are

observable since

gt = zt − Pψψt. (4.A.5)

As above, we use the KSC algorithm to obtain the draws (with initial conditions lnσ2
G,i,tz,i

∼

N (0, 10)).

2. Sampling from p
(
{φH , φV , φG} | {ΛT , V T , GT}, A,B, ψT , ST , {Y, Z}

)
A natural conjugate inverse Gamma prior is specified for the elements in the M -dimensional

vector φH , with hyperparameters dφH and φ
H

. Then conditional on ΛT we observe the

innovations uH,i,t, i = 1, . . . ,M , since

uH,i,t = lnσ2
H,i,t − lnσ2

H,i,t−1. (4.A.6)
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We can then sample the elements φH,i, i = 1, . . . ,M , from

φH,i ∼ IG

((
dφH × φH +

T∑
t=p+2

u2
H,i,t

)
, (dφH + T − p− 1)

)
. (4.A.7)

Similarly, given the IG prior for φV with parameters dφV and φ
V

, φV,i, i = 1, . . . ,M is

sampled from

φV,i ∼ IG

((
dφV × φV +

T∑
t=p+3

u2
V,i,t

)
, (dφV + T − p− 2)

)
, (4.A.8)

then for the Mz elements of φG we sample from

φG,i ∼ IG

dφG × φG +
T∑

t=tz,i+1

u2
G,i,t

 , (dφG + T − tz,i)

 . (4.A.9)

3. Sampling from p
(
A | {ΛT , V T , GT}, {φH , φV , φG}, B, ψT , ST , {Y, Z}

)
Recall that conditional on B and the local mean process ψT the VAR innovations εt are

observed and ε̃t = Aεt, where ε̃t ∼ N (0,Λt). Recall also that the priors for the rows ai,

i = 2, . . . ,M of A are Gaussian, i.e. ai ∼ N
(
µ
a,i
,Ωa,i

)
. As shown by Cogley and Sargent

(2005), the posterior distributions for the rows ai, i = 2, . . . ,M , of A are Gaussian:

ai ∼ N
(
µa,i,Ωa,i

)
. (4.A.10)

For a detailed description of the derivation and the implementation of these conditional

posterior distributions we refer to Cogley and Sargent (2005).



4.A Details on the Gibbs sampler 127

4. Sampling from p
(
B | {ΛT , V T , GT}, {φH , φV , φG}, A, ψT , ST , {Y, Z}

)
We use the recently proposed method of Carriero et al. (2016b) to sample the VAR coef-

ficients B. Consider the Cholesky decomposition εt = A−1Λ0.5εt, where εt is a vector of

orthogonal shocks, i.e. εt ∼ N(0, I). This decomposition can be written as:


ε1,t

ε2,t

...

εM,t

 =


1 0 . . . 0

a∗2,1 1
...

... 1 0

a∗M,1 . . . a∗M,M−1 1




σH,1,t 0 . . . 0

0 σH,2,t
...

... . . . 0

0 . . . 0 σH,M,t




ε1,t

ε2,t
...

εM,t

 ,

where a∗i,j denotes element (i, j) of A−1. Next, we denote by b(i,k) the vector of VAR

coefficients for equation i with lag k, i.e. the ith row of Bk. Let j index the specific

elements of the vector b(i,k). Then we can rewrite the VAR equations as:

y1,t − ψ1,t =

p∑
k=1

M∑
j=1

b
(1,k)
j (yj,t−k − ψj,t−k) + σH,1,tε1,t,

y2,t − ψ2,t =

p∑
k=1

M∑
j=1

b
(2,k)
j (yj,t−k − ψj,t−k) + a∗2,1σH,1,tε1,t + σH,2,tε2,t,

...

yM,t − ψM,t =

p∑
k=1

M∑
j=1

b
(M,k)
j (yj,t−k − ψj,t−k) + a∗M,1σH,1,tε1,t

+ . . .+ a∗M,M−1σH,M−1,tεM−1,t + σH,M,tεM,t,

or in general for variable i:

(yi,t − ψi,t)−
(
a∗i,1σH,1,tε1,t + . . .+ a∗i,i−1σH,i−1,tεi−1,t

)
=

p∑
k=1

M∑
j=1

b
(i,k)
j (yj,t−k − ψj,t−k) + σH,i,tεi,t.

(4.A.11)
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Given this representation the sampling from the conditional posterior distribution of B is

performed by sampling iteratively the vectors b(i,1:p) for i = 1, . . . ,M . Note that Equation

(4.A.11) is equivalent to a linear gaussian regression equation.29 Then given the prior

mean µ
B,i

and variance ΩB,i we use standard results for the posterior distributions in linear

regression models to find the posterior mean µB,i and the posterior variance ΩB,i. After B

is sampled we verify whether it satisfies the stability condition (by checking the eigenvalues

of the companion form). If not step 4 is repeated.

We refer to Carriero et al. (2016b) for further derivations, which show that the resulting

draw of B comes from the appropriate conditional posterior distribution.

5. Sampling from p
(
ψT | {ΛT , V T , GT}, {φH , φV , φG}, A,B, ST , {Y, Z}

)
We first show that we can cast the SLM model into a linear state space representation. We

derive the representation for p = 4 (the lag length used in this chapter), an adjustment for

different values of p is straightforward. The measurement equation is given by:

 zt

yt

 =

 Pψ 0 0 0 0

I I 0 0 0




ψt

yt − ψt
yt−1 − ψt−1

yt−2 − ψt−2

yt−3 − ψt−3


+

 I

0

[ gt ] ,

29We condition on the first p time series observations y1, . . . , yp. Furthermore in line with the conditioning
on the initial observations we set the vectors ψ1, . . . , ψp equal to the average over y1, . . . , yp.
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and the transition equation by:

ψt

yt − ψt
yt−1 − ψt−1

yt−2 − ψt−2

yt−3 − ψt−3


=



I 0 0 0 0

0 B1 B2 B3 B4

0 I 0 0 0

0 0 I 0 0

0 0 0 I 0





ψt−1

yt−1 − ψt−1

yt−2 − ψt−2

yt−3 − ψt−3

yt−4 − ψt−4


+



I 0

0 I

0 0

0 0

0 0


 ηt

εt

 ,

where gt ∼ N (0, Gt), ηt ∼ N (0, Vt), and εt ∼ N (0, Ht). Further gt, ηt and εt are uncorre-

lated and we take a diffuse distribution for ψp+1. Conditional on the other parameters we

have a linear Gaussian state space representation and we can take a draw from the condi-

tional posterior distribution of ψT using a version of the simulation smoother of Carter and

Kohn (1994). As the covariance matrix of the shocks in the transition equation is singular

we adapt the simulation smoother following Kim and Nelson (1999, chap. 8.2).

We further deal with missing zt values by setting the Kalman gain equal to zero when

these are not available, for further implementation details we refer to Durbin and Koopman

(2012).

6. Sampling from p
(
ST | {ΛT , V T , GT}, {φH , φV , φG}, A,B, ψT , {Y, Z}

)
Conditional on the values of the other parameters ε̃2

i,t, η
2
i,t and g2

i,t are observable and we can

sample the states, i.e. the elements of ST = {sTH , sTV , sTG}, independently from the following

discrete distributions:

p(sH,i,t = j | ε̃2
i,t, σ

2
H,i,t) ∝ fN(ln(ε̃2

i,t + 0.001) | lnσ2
H,i,t +mj − 1.2704 , v2

j ), (4.A.12)

p(sV,i,t = j | η2
i,t, σ

2
V,i,t) ∝ fN(ln(η2

i,t + 0.001) | lnσ2
V,i,t +mj − 1.2704 , v2

j ), (4.A.13)

p(sG,i,t = j | g2
i,t, σ

2
G,i,t) ∝ fN(ln(g2

i,t + 0.001) | lnσ2
G,i,t +mj − 1.2704 , v2

j ), (4.A.14)
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where j ∈ {1, . . . , 7} indexes the states and fN(x | µ, σ2) denotes the normal probability

density function with mean µ and variance σ2 evaluated at the point x. For further details

we refer to Kim et al. (1998), who also provide the values for the state-dependent means,

mj, and variances, v2
j .
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Appendix 4.B Data

Table 4.B.1: Description of the data

Variable Transformation Survey forecast Small VAR Source

euro area

GDP (real) 400×∆ ln 1990Q1 + Eurostat1

Consumption (private, real) 400×∆ ln 1990Q1 - Eurostat1

Investment (total, real) 400×∆ ln 1998Q3 - Eurostat1

Inflation (HICP) 400×∆ ln 1990Q1 + ECB
Short-term interest rate - - + ECB1

United States

GDP (real) 400×∆ ln 1990Q1 + BEA
Consumption (personal, real) 400×∆ ln 1990Q1 - BEA
Investment (business, real) 400×∆ ln 1998Q3 - BEA
Inflation (CPI) 400×∆ ln 1990Q1 + BLS
Short-term interest rate - - + FRB

Japan

GDP (real) 400×∆ ln 1990Q1 + CAO2

Consumption (private, real) 400×∆ ln 1990Q1 - CAO2

Investment (business, real) 400×∆ ln 1998Q3 - OECD
Inflation (CPI) 400×∆ ln 1990Q1 + MIC2

Short-term interest rate - - + OECD

Notes: Description of the data used in the forecast evaluations. The third column indicates the first quarter for which the
long-term survey forecast is available. The fourth column indicates whether the variable is included in the three-variable
VAR.
1: Official data backdated using the Area Wide Model database (Fagan et al., 2001); 2: Official data backdated using
the OECD database.
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Appendix 4.C Additional results

Table 4.C.1: Forecast evaluation results for five-variable VARs

euro area United States Japan
RMSE CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.23 0.97∗∗∗ 0.95∗∗ 2.32 0.97∗∗∗ 0.99 4.33 1.00 1.02◦◦

Growth 4Q 2.14 0.94∗∗ 0.88∗ 1.90 0.89∗∗ 0.95∗ 2.62 0.99 1.00
8Q 2.48 0.91∗∗ 0.87∗∗ 2.19 0.90∗∗ 0.92∗∗ 2.56 1.00 1.00

12Q 2.51 0.91∗∗∗ 0.92∗∗ 2.21 0.93∗ 0.95∗∗∗ 2.50 0.98 1.00

Inflation 1Q 1.29 0.99∗ 0.99 2.27 0.99∗∗ 1.00 1.50 0.98 0.97
4Q 1.03 0.97 0.96 1.27 0.97 1.00 1.05 1.03 1.02
8Q 1.27 0.95 0.91 1.37 0.97 0.93 1.15 1.04 1.05

12Q 1.29 0.94 0.88 1.41 0.98 0.93 1.15 1.00 1.03

S.T. Int. 1Q 0.30 1.00 0.94 0.42 0.96∗∗ 0.98 0.13 0.97 1.28◦◦◦

Rate 4Q 1.08 0.97 0.82 1.33 0.91∗ 1.01 0.34 1.01 1.12
8Q 1.87 0.96 0.78 2.26 0.87∗ 0.97 0.48 1.13◦◦◦ 1.26◦◦◦

12Q 2.24 0.93∗∗ 0.79∗ 2.71 0.82∗∗ 0.89 0.54 1.29◦◦◦ 1.46◦◦◦

LPS CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.17 −0.04∗∗∗ −0.05∗∗∗ 2.24 −0.03∗∗∗ −0.01 2.88 0.00 0.02◦◦

Growth 4Q 2.85 −0.16∗∗ −0.23∗∗ 2.12 −0.15∗∗∗ −0.07 2.57 −0.05 0.03
8Q 3.39 −0.34∗∗ −0.57∗ 2.40 −0.18∗∗ −0.16∗∗ 2.58 −0.01 0.04

12Q 3.23 −0.27∗∗∗ −0.47∗∗ 2.40 −0.11∗∗∗ −0.11∗∗ 2.51 −0.03∗∗∗ 0.03

Inflation 1Q 1.73 −0.01 −0.04 2.35 −0.01∗∗ 0.00 1.84 −0.03 −0.03
4Q 1.46 −0.03 −0.05 1.68 −0.02∗ 0.04 1.53 −0.02 −0.02
8Q 1.62 −0.05 −0.05 1.83 −0.04 −0.08 1.62 0.00 0.02

12Q 1.66 −0.06 −0.05 1.88 −0.04∗∗ −0.11 1.59 −0.04 0.04

S.T. Int. 1Q 0.33 −0.01∗ 0.39◦◦◦ 0.59 −0.03∗∗∗ 0.10◦◦◦ −0.09 −0.01∗∗ 0.27◦◦◦

Rate 4Q 1.47 −0.03∗∗∗ 0.08 1.75 −0.12∗ −0.03 0.78 0.00 0.09◦◦◦

8Q 2.04 −0.05∗∗∗ −0.13 2.48 −0.30∗ −0.23 1.22 0.00 0.05◦◦◦

12Q 2.26 −0.08∗∗∗ −0.20∗∗ 2.77 −0.44∗∗ −0.42∗∗ 1.44 0.00 0.05◦◦◦

Notes: The VAR includes GDP growth, consumption growth, investment growth, inflation and the short-term interest
rate. See notes to Table 4.1 for further information.
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Figure 4.C.1: 12-quarter-ahead density forecasts for inflation
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Notes: Predictive distributions for euro area inflation 12 quarters ahead for the SLM model with three variables (left
panel) and the (univariate) UCSV model (right panel). Average rates over the third year are shown (both for the forecasts
and the realisations). The x-axes indicate the time of the realisations. The predictive distributions are summarised by
the median (dashed line) and the 68% (light grey area) and 90% (dark grey area) coverage bands. Realisations are
indicated by white circles.



Figure 4.C.2: 12-quarter-ahead density forecasts
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Notes: Predictive distributions for the SLM (left panel) and CC (right panel) models with three variables for the euro
area for a forecast horizon of 12 quarters. Average rates over the third year are shown (both for the forecasts and the
realisations). The x-axes indicate the time of the realisations. The predictive distributions are summarised by the median
(dashed line) and the 68% (light grey area) and 90% (dark grey area) coverage bands. Realisations are indicated by
white circles.



Figure 4.C.3: Probability integral transforms for the CC model
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Notes: The histograms show the PITs for the CC model with three variables for the euro area. The columns correspond
to the forecast horizons and the rows to the variables.

Figure 4.C.4: Conditional and unconditional forecasts from the SLM model
for inflation
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Notes: 12-quarter-ahead forecasts for euro area inflation for the SLM model with three variables. The in-sample period
ends at 2016Q3 and the forecast period is 2016Q4 to 2019Q3. The left panel shows the forecasts conditional on the scenario
that keeps the long-term expectations constant out-of-sample. The right panel shows the unconditional forecasts. The
forecast distribution is summarised by the median (dashed line) and the 68% (light grey area) and 90% (dark grey area)
coverage bands.



Figure 4.C.5: (Conditional) forecasts for inflation
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Notes: 12-quarter-ahead forecasts for euro area inflation for the SLM model with three variables and the UCSV model.
The in-sample period ends at 2016Q3 and the forecast period is 2016Q4 to 2019Q3. The forecasts for the SLM model
are conditional on different scenarios for future developments in the long-term survey forecasts: 1 - kept at the value
of 2016Q3; 2 - linearly declining to 1.5% in 2019Q3; 3 - linearly declining to 1% in 2019Q3. For the UCSV model the
forecasts are unconditional. The forecast distribution is summarised by the median (dashed line) and the 68% (light
grey area) and 90% (dark grey area) coverage bands. For the SLM model, the distribution is shown for scenario 1, for
the remaining scenarios only the median is reported.



Table 4.C.2: Forecast evaluation results for three-variable VARs, rolling
window estimation

euro area United States Japan
RMSE CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.17 0.97∗∗∗ 0.95∗∗ 2.66 0.96∗∗ 0.96∗∗ 4.46 1.00 1.01
Growth 4Q 2.12 0.95∗∗∗ 0.90 2.01 0.91∗∗ 0.89∗ 2.53 1.00 1.01

8Q 2.46 0.93∗∗∗ 0.90 2.13 0.94∗∗ 0.91∗∗ 2.50 1.01◦◦◦ 1.02
12Q 2.53 0.93∗∗∗ 0.93∗∗ 2.16 0.97∗∗ 0.94∗ 2.48 0.99∗∗ 1.00

Inflation 1Q 1.30 1.00 0.98 2.29 0.99 1.00 1.57 0.99 1.02
4Q 1.05 0.99 0.94∗∗ 1.29 0.99 1.01 1.04 1.01 1.11
8Q 1.23 0.97∗ 0.93 1.38 0.98 0.91∗ 1.15 1.04 1.06

12Q 1.23 0.97∗∗ 0.92 1.45 0.99 0.91∗∗∗ 1.16 0.96 0.95

S.T. Int. 1Q 0.31 0.99 1.10◦◦ 0.37 0.98∗ 1.08◦ 0.12 1.03 1.78◦

Rate 4Q 1.12 0.98 0.99 1.30 0.93∗ 1.02 0.29 1.14 1.25◦◦

8Q 1.85 0.97∗ 0.93 2.32 0.90∗ 0.94 0.40 1.37◦◦◦ 1.42◦◦

12Q 2.21 0.96∗∗ 0.89∗∗ 2.86 0.87∗∗ 0.87∗∗ 0.43 1.64◦◦◦ 1.65◦◦

LPS CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.14 −0.03∗∗∗ −0.06∗∗ 2.36 −0.04∗∗∗ −0.06∗∗ 2.94 0.01 0.02◦

Growth 4Q 2.84 −0.14∗∗∗ −0.37 2.27 −0.15∗∗ −0.21∗ 2.66 0.03 −0.01
8Q 3.33 −0.25∗∗∗ −0.46∗ 2.60 −0.14∗∗∗ −0.29∗ 2.67 0.04 0.02

12Q 3.15 −0.19∗∗∗ −0.33∗∗∗ 2.65 −0.07∗∗∗ −0.26 2.49 0.00 0.05

Inflation 1Q 1.75 0.00 −0.04 2.43 0.00 0.01 1.93 −0.04 −0.02
4Q 1.67 −0.01 −0.09 1.77 −0.01 0.05 1.57 −0.07 −0.01
8Q 1.96 −0.01 −0.05 1.90 −0.06 −0.09∗ 1.71 −0.04 −0.07

12Q 1.89 0.01 −0.02 2.00 −0.07 −0.10∗ 1.67 −0.13 −0.09

S.T. Int. 1Q 0.21 −0.01∗ 0.20◦◦◦ 0.37 −0.02∗∗ 0.13◦◦◦ −0.42 0.01◦ 0.32◦◦◦

Rate 4Q 1.49 −0.02∗ −0.01 1.77 −0.12∗ −0.04 0.39 0.09◦◦ 0.22◦◦◦

8Q 2.07 −0.02∗∗ −0.06 2.64 −0.29∗ −0.26 0.79 0.17◦◦ 0.27◦◦

12Q 2.25 −0.04∗∗ −0.12∗∗∗ 3.00 −0.43∗∗ −0.51∗∗∗ 1.01 0.18 0.33◦◦

Notes: Forecast evaluation results for the implementation where parameters are estimated over a rolling window of 80
quarters. See notes to Table 4.1 for further information.



Table 4.C.3: Forecast evaluation results for three-variable VARs, constant
parameters out-of-sample

euro area United States Japan
RMSE CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.26 0.97∗∗∗ 0.94∗∗∗ 2.62 0.96∗∗ 0.98 4.43 1.00 1.01
Growth 4Q 2.16 0.94∗∗ 0.86∗∗ 2.03 0.89∗∗ 0.92∗∗ 2.57 0.99 1.00

8Q 2.47 0.92∗∗∗ 0.87∗∗ 2.21 0.91∗∗ 0.89∗ 2.52 1.00 1.01
12Q 2.51 0.92∗∗∗ 0.90∗∗∗ 2.24 0.94∗∗ 0.93∗∗ 2.48 0.99 1.01◦

Inflation 1Q 1.27 0.99 0.99 2.25 0.99 0.99 1.56 1.01 0.99
4Q 1.01 0.98 0.95 1.26 0.99 0.98 1.06 1.04 1.03
8Q 1.21 0.97 0.92 1.37 0.97 0.93 1.15 1.03 1.05

12Q 1.22 0.97 0.92 1.41 0.97∗ 0.93 1.16 1.00 1.02

S.T. Int. 1Q 0.28 1.00 1.00 0.41 0.95∗∗∗ 0.97 0.12 1.00 1.32◦◦◦

Rate 4Q 1.05 0.98 0.88 1.36 0.90∗∗ 1.00 0.31 1.08 1.18◦◦

8Q 1.80 0.97 0.83 2.34 0.86∗∗ 0.95 0.43 1.31◦◦ 1.34◦◦◦

12Q 2.17 0.96∗ 0.83∗∗ 2.81 0.83∗∗ 0.88∗ 0.49 1.51◦◦ 1.53◦◦◦

LPS CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.18 −0.04∗∗∗ −0.07∗∗∗ 2.36 −0.04∗∗∗ −0.03 2.90 −0.01 0.02
Growth 4Q 2.90 −0.18∗∗ −0.32∗∗ 2.21 −0.17∗∗∗ −0.10 2.54 −0.03 0.07

8Q 3.44 −0.32∗∗ −0.58∗∗ 2.43 −0.16∗∗∗ −0.20∗∗∗ 2.58 0.00 0.11
12Q 3.30 −0.23∗∗∗ −0.45∗∗ 2.44 −0.10∗∗∗ −0.15∗∗∗ 2.52 −0.01∗∗∗ 0.11

Inflation 1Q 1.73 0.00 −0.03 2.35 −0.01 −0.02 1.90 −0.02 −0.01
4Q 1.45 −0.01 −0.06 1.68 −0.01 0.01 1.55 −0.01 −0.01
8Q 1.59 −0.03 −0.04 1.83 −0.05 −0.06 1.64 −0.01 0.02

12Q 1.61 −0.04 −0.03 1.90 −0.06 −0.06 1.61 −0.04 0.01

S.T. Int. 1Q 0.30 −0.01∗∗ 0.39◦◦◦ 0.58 −0.03∗∗∗ −0.01 −0.15 0.00 0.17◦◦◦

Rate 4Q 1.46 −0.02∗∗∗ 0.05 1.79 −0.14∗∗ −0.04 0.72 0.01 −0.02
8Q 2.04 −0.04∗∗∗ −0.17 2.60 −0.32∗∗ −0.07 1.15 0.03 −0.04∗

12Q 2.25 −0.05∗∗∗ −0.23∗∗∗ 2.92 −0.46∗∗ −0.20 1.37 0.03 −0.02

Notes: Forecast evaluation results for the implementation in which the time-varying parameters are kept constant out-
of-sample (at the values from the last point of the estimation sample). See notes to Table 4.1 for further information.



Table 4.C.4: Forecast evaluation results for three-variable VARs, constant
variance

euro area United States Japan
RMSE CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.30 0.96∗∗∗ 0.94∗∗∗ 2.63 0.96∗∗∗ 0.98 4.46 1.00 1.00
Growth 4Q 2.19 0.94∗∗ 0.85∗∗ 2.02 0.89∗∗ 0.93∗ 2.60 0.99 1.00

8Q 2.47 0.92∗∗∗ 0.86∗∗ 2.20 0.92∗∗ 0.90∗ 2.52 1.00 1.01
12Q 2.50 0.92∗∗∗ 0.90∗∗∗ 2.22 0.94∗∗ 0.93∗∗ 2.49 0.99 1.00

Inflation 1Q 1.27 0.99 0.99 2.25 0.99 0.99 1.56 1.01 0.99
4Q 1.02 0.99 0.96 1.26 0.98 0.98 1.06 1.05 1.04
8Q 1.21 0.98 0.93 1.38 0.97 0.92 1.15 1.03 1.05

12Q 1.21 0.98 0.93 1.41 0.97 0.93 1.16 1.01 1.03

S.T. Int. 1Q 0.28 1.00 1.02 0.44 0.94∗∗∗ 0.94 0.13 0.99 1.35◦◦◦

Rate 4Q 1.05 0.98 0.88 1.39 0.89∗∗ 0.99 0.33 1.08 1.17◦

8Q 1.82 0.96 0.81 2.35 0.86∗ 0.95 0.46 1.30◦◦◦ 1.33◦◦◦

12Q 2.21 0.95∗ 0.80∗ 2.80 0.83∗∗ 0.87∗ 0.52 1.51◦◦◦ 1.53◦◦◦

LPS CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.23 −0.04∗∗∗ −0.08∗∗∗ 2.37 −0.04∗∗∗ −0.03 2.93 −0.01 0.02
Growth 4Q 2.83 −0.19∗∗ −0.33∗∗ 2.22 −0.17∗∗∗ −0.10 2.50 −0.03 0.05

8Q 3.26 −0.30∗∗ −0.55∗∗ 2.40 −0.16∗∗∗ −0.21∗∗ 2.50 0.00 0.07
12Q 3.17 −0.23∗∗∗ −0.47∗∗ 2.38 −0.09∗∗∗ −0.15∗∗ 2.44 −0.02∗∗ 0.04

Inflation 1Q 1.74 0.00 −0.04 2.41 0.00 −0.01 1.89 −0.01 −0.01
4Q 1.47 −0.01 −0.06 1.70 −0.01 0.00 1.53 0.01 0.00
8Q 1.60 −0.03 −0.02 1.84 −0.06 −0.10 1.62 0.00 0.01

12Q 1.60 −0.03 0.01 1.88 −0.06∗ −0.09 1.60 −0.03 0.02

S.T. Int. 1Q 0.35 −0.01∗∗ 0.52◦◦◦ 0.68 −0.03∗∗∗ 0.08◦◦◦ −0.02 0.00 0.26◦◦◦

Rate 4Q 1.49 −0.03∗∗∗ 0.16 1.79 −0.14∗∗ −0.07 0.84 0.01 0.07◦◦◦

8Q 2.04 −0.05∗∗∗ −0.09 2.53 −0.30∗∗ −0.28 1.26 0.02 0.03◦◦

12Q 2.25 −0.06∗∗∗ −0.16∗ 2.82 −0.43∗∗ −0.47∗∗ 1.46 0.02 0.04◦◦

Notes: Forecast evaluation results for model versions with constant variance. See notes to Table 4.1 for further information.



Table 4.C.5: Forecast evaluation results for three-variable VARs, robust
evaluation criteria

euro area United States Japan
MAE CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 1.43 0.95∗∗∗ 0.95∗ 1.98 0.97∗∗ 0.99 3.04 1.01 1.02◦

Growth 4Q 1.46 0.92∗∗ 0.84∗∗ 1.55 0.88∗∗∗ 0.89∗∗ 1.72 1.01 1.01
8Q 1.67 0.90∗∗ 0.85∗∗ 1.47 0.86∗∗∗ 0.84∗∗ 1.62 1.01 1.03

12Q 1.67 0.92∗∗∗ 0.89∗∗ 1.48 0.87∗∗∗ 0.85∗∗∗ 1.56 1.00 1.02

Inflation 1Q 0.96 1.00 0.99 1.45 1.00 1.01 1.06 1.05 1.04
4Q 0.76 0.99 0.97 0.95 1.00 1.01 0.72 1.21◦◦ 1.20◦◦

8Q 1.02 0.97 0.90 1.05 0.96 0.95 0.78 1.13 1.11
12Q 0.99 0.97 0.88 1.11 0.96 0.93 0.80 1.12 1.14◦

S.T. Int. 1Q 0.20 1.00 1.11◦ 0.29 0.95∗∗ 1.01 0.08 1.07 1.52◦◦◦

Rate 4Q 0.73 0.99 0.99 1.09 0.87∗∗ 1.01 0.23 1.15 1.31◦◦

8Q 1.42 0.99 0.87 2.01 0.84∗∗ 0.94 0.35 1.35◦ 1.47◦◦

12Q 1.87 0.97∗ 0.83∗∗∗ 2.52 0.82∗∗ 0.85∗ 0.40 1.59◦◦ 1.69◦◦◦

LPS (t) CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 2.11 −0.04∗∗∗ −0.06∗∗∗ 2.35 −0.04∗∗∗ −0.03 2.84 0.00 0.01
Growth 4Q 2.45 −0.14∗∗ −0.23∗∗ 2.19 −0.16∗∗∗ −0.12∗ 2.38 −0.01 0.04

8Q 2.74 −0.21∗∗∗ −0.35∗∗ 2.28 −0.16∗∗∗ −0.18∗∗∗ 2.39 0.00 0.06
12Q 2.62 −0.18∗∗∗ −0.25∗∗∗ 2.28 −0.11∗∗∗ −0.13∗∗∗ 2.35 −0.03∗∗∗ 0.01

Inflation 1Q 1.68 −0.01 −0.02 2.13 −0.02 0.00 1.83 0.01 0.01
4Q 1.42 −0.02 −0.05 1.64 0.00 0.01 1.51 0.03 0.01
8Q 1.60 −0.03 −0.04 1.77 −0.03 −0.06 1.59 0.02 0.04

12Q 1.61 −0.03 −0.03 1.83 −0.04 −0.08 1.56 0.00 0.05

S.T. Int. 1Q 0.27 −0.01∗ 0.46◦◦◦ 0.55 −0.03∗∗∗ 0.08◦◦◦ −0.21 0.00 0.32◦◦◦

Rate 4Q 1.45 −0.02∗∗∗ 0.11 1.77 −0.14∗∗ −0.05 0.67 0.02 0.14◦◦◦

8Q 2.04 −0.04∗∗∗ −0.12 2.56 −0.29∗∗ −0.25 1.10 0.04◦ 0.10◦◦◦

12Q 2.26 −0.05∗∗∗ −0.18∗∗ 2.87 −0.41∗∗ −0.44∗∗ 1.31 0.05 0.11◦◦◦

CRPS CC DP SLM CC DP SLM CC DP SLM

GDP 1Q 1.10 −0.05∗∗∗ −0.07∗∗ 1.42 −0.05∗∗∗ −0.04 2.26 0.00 0.02
Growth 4Q 1.13 −0.09∗∗ −0.17∗∗ 1.13 −0.14∗∗∗ −0.12∗∗ 1.30 0.00 0.01

8Q 1.33 −0.14∗∗∗ −0.22∗∗ 1.16 −0.14∗∗∗ −0.16∗∗ 1.28 0.01 0.03
12Q 1.31 −0.13∗∗∗ −0.15∗∗∗ 1.16 −0.10∗∗∗ −0.12∗∗∗ 1.25 −0.02∗ 0.00

Inflation 1Q 0.70 0.00 −0.01 1.08 0.00 0.01 0.80 0.02 0.02
4Q 0.55 −0.01 −0.02 0.69 0.00 0.00 0.57 0.05 0.04
8Q 0.68 −0.02 −0.04 0.76 −0.02 −0.05 0.62 0.03 0.04

12Q 0.68 −0.02 −0.04 0.79 −0.02 −0.05 0.62 0.02 0.04

S.T. Int. 1Q 0.16 0.00 0.06◦◦◦ 0.22 −0.01∗∗∗ 0.01◦ 0.09 0.00 0.03◦◦◦

Rate 4Q 0.55 −0.01∗ 0.02 0.76 −0.08∗∗ 0.00 0.21 0.01 0.04◦◦◦

8Q 1.02 −0.03∗ −0.14 1.43 −0.23∗∗ −0.12 0.32 0.04◦◦ 0.06◦◦◦

12Q 1.28 −0.06∗∗ −0.23∗∗ 1.79 −0.35∗∗ −0.31∗ 0.40 0.07◦◦ 0.09◦◦◦

Notes: Forecast evaluation results based on robust criteria. The top panel displays the mean absolute error (MAE), the
middle panel the LPS based on a t-distribution and the bottom panel the continuous ranked probability score (CRPS).
As in Table 4.1 the accuracy measures are reported in absolute terms for the CC model and relative to the CC model for
the remaining two models (for the CRPS we subtract the CRPS value of the CC model from those of the DP and SLM
models). See notes to Table 4.1 for further information.



Table 4.C.6: Forecast evaluation results for the SLM model with three and
15-variables, comparison to survey forecasts

euro area United States Japan
RMSE Survey SLM 3 SLM 15 Survey SLM 3 SLM 15 Survey SLM 3 SLM 15

GDP 1Q 2.55 0.83∗ 0.85∗∗ 2.62 0.98 0.86∗ 4.31 1.03◦ 1.01
Growth 4Q 2.09 0.89∗ 0.90∗ 1.93 0.97 0.94 2.52 1.02 1.05◦

8Q 2.15 0.99 0.99 2.00 0.98 1.00 2.61 0.98 1.00
12Q 2.22 1.02 1.01 2.08 0.99∗∗∗ 1.01 2.55 0.98 0.99∗

Inflation 1Q 1.39 0.90∗ 0.92 2.25 0.99 0.95 1.94 0.80∗∗∗ 0.86∗∗∗

4Q 1.01 0.95 0.96 1.27 0.98 0.97 1.54 0.71∗∗ 0.89∗

8Q 1.06 1.06 1.05 1.27 0.99 1.00 1.54 0.79∗ 0.96
12Q 1.09 1.03 1.02 1.32 1.00 1.00 1.47 0.80 0.97∗∗∗

Notes: Point forecast evaluation results for long-term survey forecasts and the SLM models with three and 15 variables.
The RMSEs are reported in absolute terms for the survey forecasts and relative to the survey forecasts for the SLM
models. See notes to Table 4.1 for further information.





Chapter 5

Estimation Risk and Shrinkage in

Vast-Dimensional Fundamental

Factor Models

5.1 Introduction

Since the introduction of mean-variance portfolio optimization (Markowitz, 1952), esti-

mating the covariance matrix of asset returns is one of the main challenges in portfolio

management. The task can be daunting, as the dimension of this covariance matrix is

typically large in empirically relevant applications. For instance, the number of stocks

considered in the MSCI World Index varied between 1, 500 and 2, 000 in the recent past.

Such large numbers of assets introduce an estimation problem: the number of correlations

needed for the covariance matrix increases quadratically with the number of assets. The

estimation risk may become so overwhelming that simple diversification techniques that

avoid estimation altogether can perform better ex-post than ex-ante optimal investment

This chapter is based on van Vlodrop and Lucas (2018).
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strategies based on estimated parameters; see for instance the “naive 1/N” strategy of

DeMiguel et al. (2007).

One approach to overcoming the estimation risk problem of the covariance matrix in high

dimensions is the use of factor models for asset returns. By imposing a factor model

structure, the number of parameters is of the order of the number of assets times the

number of factors. For a limited number of factors compared to the number of assets, this

results in sizable reductions of the parameter space. Factor models come in three different

blends: (1) models where factors are observed but factor loadings are not, such as seminal

papers by Fama and MacBeth (1973), Ross (1976), and many more; (2) models where

neither factors nor factor loadings are oberved, such as seminal papers by for instance

Connor and Korajczyk (1986), Brown (1989); and (3) models where factor loadings are

observed, but factors are not, such as Menchero et al. (2008). Models of type (1) and

(2) have been elaborately discussed in the finance and statistics literature. Surprisingly,

however, models of type (3) have received much less attention in the academic literature.

These models are also known as Fundamental Factor Models (FFMs). The lack of attention

to FFMs is the more surprising given that these models are the typical benchmark used in

the portfolio management industry for asset allocation, risk attribution, etc.

In this chapter, we fill this gap by studying the effect of estimation risk on FFMs in

more detail. In particular, we are interested in whether the FFM’s structure itself already

suffices for overcoming estimation risk problems in high-dimensional covariance matrices, or

whether additional tools are required, such as statistical shrinkage techniques. Statistical

shrinkage relates to a set of techniques that tilt a standard estimator for the covariance

matrix to a target based on outside or prior information. In the presence of estimation

risk, such tilting typically improves upon the standard estimator.

Two popular methods advocated in the literature are linear and non-linear shrinkage. Lin-

ear shrinkage methods are applied most often and have a clear intuitive appeal. A linear

shrinkage estimator for the covariance matrix is a convex combination of a standard co-
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variance matrix estimator that is subject to estimation risk, and a well-behaved shrinkage

target. The shrinkage target may take different forms, such as a covariance matrix with

correlations equal to zero, correlations equal to a single value (equi-correlation), identical

variances, etc. The weight assigned to the standard estimator and the shrinkage target

is controlled by the shrinkage coefficient. Methods for optimally choosing the shrinkage

coefficient in high dimensions have recently been developed by for instance Ledoit and

Wolf (2003, 2004b). The practical usefulness of these methods is that the optimal value

of the shrinkage coefficient can be estimated based on the sample of asset returns. In an

application of the method, Ledoit and Wolf (2004a) use an equicorrelation target and find

clear improvements over the sample covariance matrix in a portfolio optimization context.

More recently, non-linear shrinkage methods have gained popularity, see Engle et al. (2017);

Lam et al. (2016); Ledoit and Wolf (2015, 2017a,b, 2018). These methods succeed in

inverting the asymptotic bias in the eigenvalue-spectrum in large dimensions and long

samples, i.e., so-called large (N, T )-asymptotics. Non-linear shrinkage is computationally

more demanding than linear shrinkage, but comes with the advantage that one does not

have to set an explicit shrinkage target. To make non-linear shrinkage more accessible

for practitioners, Ledoit and Wolf (2017a) propose a computationally efficient method to

implement non-linear shrinkage.

It is as yet unknown how FFMs can benefit from recent statistical shrinkage methods, if at

all. Given the benchmark status of FFMs in the industry, the relevance of obtaining more

insight into this questions is evident. In this chapter we therefore evaluate the usefulness

of shrinkage methods after imposing a factor structure on the covariance matrix. While

the FFM provides a dimension reduction with respect to the sample covariance matrix in

terms of the number of free parameters, the number of factors can still be relatively large

compared to the length of the time series. To illustrate this, we use the set-up of the Barra

GEM2 model, described in Menchero et al. (2008).1 When including country, industry, and

1We use a simplified version of this methodology, such that our results cannot be interpreted as a state-
ment on the performance of the Barra GEM2 model. Instead, we only use GEM2 as a typical example of a
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style factors, the total number of factors can amount to up to 60. Combined with a typical

estimation window of five years of monthly data (60 observations), the challenge in terms

of estimation risk is evident.

To evaluate the accuracy of different covariance matrix estimators and shrinkage techniques,

we perform an out-of-sample analysis. Each month, we use a rolling estimation period of

five years to estimate the asset return covariance matrix for each of the methods. We

then compute the implied minimum volatility portfolio and evaluate the one-month out-

of-sample performance of this portfolio for each of the methods considered. Our set-up

mimics the situation of institutional investors considering optimal portfolios in a stock

universe comparable in size to the MSCI World Index.

We find that the standard FFM without any shrinkage already shows a good performance.

The factor structure imposed already takes care of many of the estimation risk challenges

that are solved by shrinkage of the sample covariance matrix elsewhere in the literature.

Linear and non-linear shrinkage techniques applied to the covariance matrix of the funda-

mental factor returns even result in a worse performance during most periods in the sample:

the bias in the fundamental factor returns’ covariance matrix induced by shrinkage offsets

any potential gains in reduced estimation risk. We find that the worse performance is caused

by standard plug-in values for the shrinkage coefficient. The analysis further indicates that

the potential empirical gains from shrinking the factor returns covariance matrix are quite

limited, even if the optimal bandwidth parameter could be found. A more promising route

for shrinkage in the FFM is to shrink the idiosyncrated covariance matrix to a shrinkage

target based on equal idiosyncratic variances. Also for this approach, however, the gains

are limited and not statistically significant. Allowing for time variation in the underlying

factor return covariance matrix or the idiosyncratic covariance matrix does not alter our

results. We conclude that FFMs provide a good benchmark for overcoming estimation risk

by imposing structure on asset returns. Recently proposed shrinkage estimators appear to

fundamental factor model to assess the performance of these models in combination with or in comparison
to shrinkage methods.



5.2 Estimating the covariance matrix 147

provide a good competitive alternative approach, but as yet do not outperform the typical

industry benchmark.

In a recent independent study Brito et al. (2018) also investigate shrinkage in FFMs. Our

set-up differs from their set-up in several important aspects. In particular, we consider a

vast dimension of 1,500 stocks or more, whereas Brito et al. include a much smaller number

of stocks of only 430. Our numbers of substantially over 1,000 assets are much more in

line with what is needed empirically. Second, we follow the industry practice and base the

factor loadings on observed company characteristics. It is precisely in this context that the

question on the effectiveness of shrinkage techniques in vast-dimensional FFM covariance

matrices is most relevant.

The rest of this chapter is organized as follows. Section 5.2 discusses in detail the FFM and

the ways to reduce estimation risk. In Section 5.3 we discuss the data and the evaluation

set-up. Section 5.4 presents the results, and Section 5.5 concludes.

5.2 Estimating the covariance matrix

5.2.1 The fundamental factor risk model

Our objective is to model the N × N covariance matrix of excess stock returns for N >

1, 500. Let Rt denote the N -dimensional vector of returns (in Euros), and let rft denote

a proxy for the euro area risk-free interest rate over the same period. The fundamental

factor model (FFM) for the excess returns Rt − rft is specified as

Rt − rft = Xtft +XC
t f

C
t + ut, (5.1)
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where the K-dimensional vector ft contains the (unobserved) factor returns over period

t, and Xt represents the N × K matrix of factor loadings as observed at the start of the

period. The N × KC matrix XC
t and the KC × 1 vector fCt contain (dummy indicator)

currency exposures and corresponding observed currency returns, respectively. Finally, the

K × 1 vector ut represents the unobserved idiosyncratic part of the stock returns.

We consider the risk factors of the Barra GEM2 model of Menchero et al. (2008), i.e.

f ′t = [f 1
t
′ f 2

t
′ f 3

t
′], where f 1

t , f 2
t , and f 3

t represent the industry, country, and style factor

returns, respectively (see Menchero et al., 2008, for more details). Note that unlike the

standard factor model with observed ft and unobserved Xt, or the statistical factor model

with both ft and Xt unobserved, the FFM has Xt as observed and ft as unobserved,

comparable to a second-pass regression of the Fama-MacBeth type (see Fama and MacBeth,

1973).

We obtain estimates of the factor returns f̂t from weighted least squares estimation of

rt − rft = Xtft + ut, (5.2)

where rt represents the local stock returns, i.e. rt excludes the currency returns, such that

Rt = rt + XC
t f

C
t in (5.1).2 We estimate the common risk factors f̂t for each time period

t = 1, . . . , T , using cross-sectional regressions.34 This provides us a time series of estimated

factor returns f̂1, . . . , f̂T , and corresponding idiosyncratic returns û1, . . . , ûT .

2We use weighted least squares estimation since the idiosyncratic stock returns are heteroskedastic. We
follow Menchero et al. (2008) and use marketcap1/4 for the weights. This puts more weight on stocks with
a larger market capitalization, which typically are the stocks with a lower idiosyncratic volatility.

3For robustness purposes we truncate the local returns when performing weighted least squares esti-
mation in (5.2), similar to the methodology of Menchero et al. (2008). More precisely, we calculate their
standard deviation and then truncate these local returns at three standard deviations from their mean
return.

4Since the factor loadings for the industry and country factors are dummies and sum up to one for each
stock there is collinearity in Xt. To solve this issue, we follow Menchero et al. (2008) and first calculate
for each industry and country the total marketcap of stocks belonging to it. Afterwards, we impose the
restriction that the marketcap weighted sum of industry as well as country factor returns equals zero.
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We assume that the idiosyncratic returns ut are zero mean and independent of the factor

returns, both cross-sectionally and over time. The expression for the covariance matrix Σt

of the excess Euro returns then follows as

Σt ≡ cov(Rt − rft ) = [Xt X
C
t ] F [Xt X

C
t ]′ + U, (5.3)

where F represents the covariance matrix of the factor and currency returns, i.e., of the

vector [ft
′ fCt

′]′, and the diagonal matrix U collects the idiosyncratic variances. Using

the time series of estimated f̂1, . . . , f̂T and û1, . . . , ûT together with the currency returns

fC1 , . . . , f
C
T , we obtain the estimates F̂ and Û .5 The covariance matrices F and U may

be estimated by a sample covariance matrix, an exponentially weighted moving average

(EWMA) scheme, or by any other method. The estimated covariance matrix Σ̂t of excess

returns then follows by plugging F̂ and Û into (5.3).

5.2.2 Estimation risk in the covariance matrix

The estimated covariance matrix Σ̂t based on (5.3) is subject to estimation risk when F̂

and Û are estimated in finite samples. In particular, it might be difficult to precisely pin

down the individual correlation terms in F̂ based on a short sample. In total there are

K∗ = K+KC factors including the currency returns. This yields K∗(K∗−1)/2 correlations.

For example, if we take a typical industry standard of K∗ = 75 factors, the corresponding

number of correlations to be estimated is 2, 775. Furthermore, the diagonal matrix Û

typically contains around N = 1, 500 individual variances that also need to be estimated.

Given these numbers, it is clear that in finite samples the F̂ and Û matrices are potentially

subject to a considerable degree of estimation risk. This estimation risk may subsequently

5Note that F̂ estimates F using the estimated f̂1, . . . , f̂T rather than the (unobserved) true f1, . . . , fT .
Since our cross-sectional dimension is large, we appeal to a consistency argument and argue that F̂ and Û
are still consistent estimates of F and U , respectively. Note that estimation error in f̂t and ût may have
non-trivial effects on the inference.
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spill over to Σ̂t. To overcome estimation risk, we can use different shrinkage techniques,

which we discuss next.

Linear shrinkage

A common method to deal with estimation risk is to use a linear shrinkage estimator.

The concept of linear shrinkage is intuitive. Consider the sample covariance matrix F̂ of

the factor returns and a well-behaved shrinkage target F̂ 0. The target F̂ 0 is misspecified,

but subject to a lower degree of estimation risk. For instance, F̂ 0 may put a number of

elements equal to each other (such as the correlations), or restrict elements to particular

values (such as setting the correlations to zero). The linear shrinkage estimator F̂ S is

obtained as a convex combination of the sample covariance matrix and the target,

F̂ S = (1− δ)F̂ + δF̂ 0, (5.4)

where δ ∈ [0, 1] represents the weight of the shrinkage target. It is quite common for the

“optimal” shrinkage estimator that 0 < δ < 1, i.e., we can improve on F̂ by putting it

closer to F̂ 0, see e.g. Ledoit and Wolf (2004a).6

We propose several candidates for the shrinkage target F̂ 0. In our first target choice, we

specify a version with a parsimonious correlation structure building on the Barra GEM2

FFM specification. In particular, we use a target that sets the correlation between classes

of risk factors to zero, and uses an equicorrelation structure within a given risk factor class.

We have

F̂ 0 =


F̂ 0

1 0 0 0

0 F̂ 0
2 0 0

0 0 F̂ 0
3 0

0 0 0 F̂ 0
C

 , (5.5)

6We consider the Frobenius norm with the true covariance matrix F as our criterion function for F̂S .
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where F̂ 0
1 , F̂ 0

2 , F̂ 0
3 , and F̂ 0

C represent the shrinkage targets for the covariance matrices of the

industry, country, style, and currency factor returns, respectively. Each of these matrices is

based on an equicorrelation structure that we obtain from the sample covariance matrices

in a straightforward way. For instance, if F̂1 is the sample covariance matrix of the industry

factors, we have

F̂ 0
1 = ∆̂

1/2
1

(
(1− ρ̂1)I + ρ̂1 ι ι

′
)

∆̂
1/2
1 ,

ρ̂1 =
(
ι′∆̂
−1/2
1 F̂1 ∆̂

−1/2
1 ι−K1

)
/
(
K1(K1 − 1)

)
,

where ∆̂1 is a diagonal matrix containing the diagonal of F̂1, K1 is the dimension of F1, I

is an identity matrix, and ι is a vector of ones. This sets the equicorrelation in F̂ 0
1 equal to

the average correlation in F̂1.

As our second shrinkage target, we use an equicorrelation of zero, i.e., we set ρ̂i = 0 for

i = 1, . . . , 4. Together, these two shrinkage targets reduce estimation risk by shrinking

the correlations within groups of factor returns towards equal values (and to zero for the

second version). The correlations between factor returns from different groups are shrunk

towards zero. Combined, this reduces the effect of spurious correlation values observed in

the sample covariance matrix.

We also experiment with a shrinkage target for the diagonal matrix Û . In particular, we

specify the shrinkage target Û0 as a version with equal idiosyncratic variances, i.e.,

Û0 = σ̄2IN (5.6)

where σ̄2 equals the average idiosyncratic sample variance over the N stocks.
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Setting the linear shrinkage parameter

The shrinkage intensity δ plays an important role in the analysis. If δ = 0 there is no

shrinkage and also no potential gains. If δ = 1 the shrinkage is dogmatic, however, the

bias in the shrinkage target may be too large. In principle, δ needs to shrink to zero as the

sample size diverges to infinity. This, however, provides little guidance in finite samples. To

set δ, we follow the asymptotic arguments derived in Ledoit and Wolf (2003, 2004b), who

minimize the expected Frobenius norm of the difference between the shrinkage estimator

and the true covariance matrix F . This optimal value of δ, denoted as δ∗, is given by

δ∗ = argminδ∈[0,1]E
[
||(1− δ)F̂ + δF̂ 0 − F ||2

]
, (5.7)

where we assume that F is time-invariant. Similarly, for the idiosyncratic variances we

have

δ∗ = argminδ∈[0,1]E
[
||(1− δ)Û + δÛ0 − U ||2

]
. (5.8)

Ledoit and Wolf (2003, 2004b) show that we can consistently estimate the optimal δ∗ for

fixed N when T →∞, implementation details can be found in in Appendix 5.A.7 Since we

only require in-sample information for the estimate δ̂∗, this is a valid method in our out-of-

sample evaluation of the different shrinkage methods. Note, however, that our estimation

samples are as small as T = 60, whereas the number of stocks N is typically larger than

1,500. This casts doubt on the applicability of arguments for the determination of δ based

on large T asymptotics. Therefore, the determination of δ is also part of our analysis later

on.

7For our specific shrinkage target F̂ 0 in (5.5) estimators for δ∗ are currently not available. Therefore,
we instead estimate δ∗ using the estimator derived by Ledoit and Wolf (2004a) for a pure equicorrelation
shrinkage target.



5.2 Estimating the covariance matrix 153

Non-linear shrinkage

Recently important steps have been made in the literature that considers non-linear shrink-

age estimators. These estimators operate directly on the eigenvalues of large covariance

matrices, the so-called eigenvalue spectrum. The underlying mathematics for non-linear

shrinkage estimators originates from the field of Random Matrix Theory; see the review

in Ledoit and Wolf (2017a). For large N and T , with N/T tending to a constant, the

eigenvalue spectrum converges to a highly specific curve, which causes a bias in correlation

matrix estimates in vast dimensions. Ledoit and Wolf (2017a) provides a numerical solu-

tion to the inversion of this bias problem, which gives a way to obtain consistent estimates

in large dimensions. These were successfully applied even in time-varying parameter cases

such as the DCC model, see Engle et al. (2017).

Numerically, the recent non-linear shrinkage estimators are as fast as the linear shrinkage

estimators. We therefore include these new techniques in our comparison. We apply the

non-linear shrinkage estimator of Ledoit and Wolf (2017a) to the F̂ matrix in two ways.

First, we use the non-linear shrinkage estimator on the full F̂ matrix. Second, we apply it

to the components F̂1, F̂2, F̂3, and F̂C individually and then form a block diagonal matrix

out of the non-linearly shrunken components.

Robust time variation

As stock returns typically exhibit volatility clustering, we also consider a robustness anal-

ysis where we allow for time variation in the covariance matrices. We note that for

monthly data volatility clustering is much less pronounced than for daily data. To track

time-varying (co)variances, we consider a simple exponentially weighted moving average

(EWMA) scheme. Let f̄ represent the sample average of the (estimated) factor returns
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over the estimation window, then the EWMA recursion for F̂t becomes

F̂t+1 = λF̂t + (1− λ)(f̂t − f̄)(f̂t − f̄)′, (5.9)

for t = 1, . . . , T , where f̂t − f̄ denotes the vector of estimated (de-meaned) factor returns

(including currency returns), and where 0 < λ < 1 denotes the decay factor. Similarly, for

the variances of the idiosyncratic returns σ̂2
i,t, we follow a standard EWMA recursion as

given by

σ̂2
i,t+1 = λσ̂2

i,t + (1− λ)û2
t , (5.10)

for i = 1, . . . , N and t = 1, . . . , T .8 Throughout this chapter we treat λ as a tuning

parameter and set it to 0.97, which is the value typically used for a monthly frequency of

observations.

Although an EWMA scheme can capture the time variation in the covariances, it is also

subject to more estimation risk. As λ decreases, the end-of-sample covariance estimate puts

more weight on a relatively small proportion of recent observations. The question of whether

the EWMA yields better estimates is ultimately an empirical question. Therefore, we

include a comparison of equally weighting and EWMA weighting in the empirical analysis

later on.

Given the potential presence of outliers in stock returns, we also consider robustified EWMA

schemes for the idiosyncratic variances σ̂2
i,t. The standard EWMA recursion in (5.10) is

prone to outliers. These potentially have a substantial and long lasting impact on the

estimated variance given the high value of λ. To robustify the methodology against such

effects, we consider versions that are less sensitive to outliers. Our first robust time-varying

approach uses the score-driven EWMA proposed in Lucas and Zhang (2016).9 Here, the

update is based on a scaled version of the score of the standardized Student’s t distribution,

8We initialize F̂1 and σ̂2
i,1 ∀i using their sample covariances over the estimation window, i.e., F̂ and σ̂2

i .
9This EWMA scheme is based on the score-driven volatility models proposed in Creal et al. (2011, 2013)

and Harvey (2013).
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i.e.,

σ̂2
i,t+1 = λσ̂2

i,t + (1− λ)
τ + 1

τ − 2 + û2
t/σ̂

2
i,t

û2
t . (5.11)

We treat the degrees of freedom parameter τ as a tuning parameter and fix it at τ = 5,

which is a typical empirical value for stock returns; see Lucas and Zhang (2016)). Lower

values of τ reduce the impact of outliers more strongly. Note that for τ →∞ the EWMA

scheme in (5.11) converges to the standard EWMA in (5.10).

Our final EWMA scheme is the robust EWMA recursion of Guermat and Harris (2002)

σ̂i,t+1 = λσ̂i,t + (1− λ)
√

2 |ût| , (5.12)

which is based on the robustified GARCH models of Taylor (1986) and Schwert (1990). It

considers the absolute values of the idiosyncratic returns, rather than the squares, which

makes it more robust to outliers. Unlike the score-driven EWMA specification in (5.11),

however, large values of ût can still have an unbounded impact on σ̂2
i,t+1.

5.3 Data and methodology

5.3.1 Data

We observe monthly stock returns from May 1999 until August 2017, covering 29 countries

and 3895 different stocks in total. All stocks have been included in the MSCI World Index

at least once during the sample period. The factor loadings Xt are taken from the Barra

GEM2 model, which is one of the standard industry FFMs. See Menchero et al. (2008) for

a detailed description regarding the construction of these factors. For each stock we have

the exposure with respect to industry, country, and style factors as measured at the start

of the month. We also observe the market capitalization for each stock and its inclusion

status in the MSCI World Index (at the beginning of each month).
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Given that our FFM also includes currency risk factors, we take the local returns for each

stock. The exchange rate returns fCt are taken against the Euro for the Australian Dollar,

the Canadian Dollar, the Swiss Franc, the Danish Krone, the British Pound, the Hong

Kong Dollar, the Japanese Yen, the Malaysian Ringgit, the Norwegian Krone, the New

Zealand Dollar, the Singapore Dollar, the Swedish Krona, and the US Dollar. Finally, our

proxy for the risk-free interest rate is the one-month Euro LIBOR rate.10

5.3.2 Methodology

To evaluate the effect of shrinkage and robust covariance matrix dynamics, we use a stan-

dard rolling estimation window of T = 60 months to estimate the parameters, apply shrink-

age, and forecast the covariance matrix out-of-sample for month T + 1. We do so for each

of the competing methods. For each method, we subsequently determine the global min-

imum volatility portfolio weights ωMV implied by the forecast of the covariance matrix.

The weights ωMV follow from

ωMV = arg min
ω

ω′Σ̂ω, subject to
N∑
i=1

ωi = 1, (5.13)

which yields the analytical solution

ωMV = Σ̂−1ι / ι′Σ̂−1ι, (5.14)

where ι denotes a vector of ones. Our minimum volatility portfolios allow for both long

and short positions. When imposing further short-sale and concentration constraints the

analytical solution for ωMV is not available anymore and numerical methods are required

to obtain ωMV . Given our vast dimension of Σ̂ the resulting computational burden is

very high. Therefore, we stick to the analytically tractable setting that allows for short

10The exchange rates, LIBOR rates, market capitalizations, and the stock returns are obtained from the
IDC database.
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positions. These additional constraints would typically only narrow the gap between the

different methods.

The first (rolling) estimation window covers the period May 1999 until April 2004. We then

compute the return of the minimum volatility portfolio over May 2004 for the competing

methods. Next, we shift the estimation window one month forward and repeat the whole

procedure until we reach August 2017, which is the last month in our evaluation sample.

The total evaluation period covers 160 out-of-sample months for which we have the returns

of the minimum volatility portfolios. We evaluate the competing methods by the realized

volatility σ̂MV of these returns. A lower value of σ̂MV indicates a better performance of the

underlying method. Next to σ̂MV , we also consider the mean return µ̂MV and the Sharpe

ratio

ŜMV = µ̂MV / σ̂MV . (5.15)

Although µ̂MV and ŜMV are unrelated to the minimum volatility objective function underly-

ing ωMV , these measures provide a useful complementary perspective on the out-of-sample

performance of the portfolio returns.

We also evaluate the properties of the minimum volatility portfolio weights ωMV in more

detail. First, we measure the effective number of stocks (ENS) in the minimum volatility

portfolio, defined as

ENS =

(
N∑
i=1

|ω̂i|

)2 / N∑
i=1

ω̂2
i . (5.16)

This is a standardized inverse Herfindahl-Hirschman index, where we standardize the port-

folio weights ω̂i by
∑N

i=1 |ω̂i| to account for possible short positions in a selection of the

stocks. In general, a higher ENS value implies a more diversified portfolio. As an alter-

nate measure of riskiness, we also consider the total short position (TSP ) for each portfolio,

measured as

TSP = −
N∑
i=1

ω̂i · I{ω̂i < 0}, (5.17)
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Figure 5.1: Stock inclusion
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Notes: The figure displays for each month in the evaluation sample the number of stocks included in
the MSCI World Index together with the number of stocks included in our estimation window.

where I{ω̂i < 0} is 1 if ω̂i < 0, and zero else. For both measures we report the averages

over the 160 months in the evaluation period.

To mimic the set of stocks in the MSCI World Index as closely as possible, for each esti-

mation window we include in our sample those stocks that are part of the MSCI World

Index at the end of the last month and for which we have 60 past return observations

and one future return observation. The latter results in a small look-ahead-bias. We do

not expect this to affect our conclusions in any material way. Furthermore, some stocks

drop out since they belong to industries or countries for which the factor returns are not

available. For a specific industry or country factor to be included, we require at least five

stocks in that category. Otherwise, there is not enough information to obtain a sufficiently

accurate estimate of the corresponding factor return and the corresponding stocks are left

out of the rolling estimation sample.

Figure 5.1 compares the number of stocks in the MSCI World Index with the number of

stocks included in our estimation windows for the 160 out-of-sample months. There is only

a relatively small gap between the set of stocks included in our estimation samples and
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Table 5.1: Included factors over the estimation windows

average minimum maximum

# country factors 21.73 20 23
# industry factors 33.86 32 34
# style factors 9.00 9 9
# exchange rates 11.80 11 12

# total 76.39 74 78

Notes: The table gives a summary of the number of included factors (per category) over the 160
estimation windows.

those included in the MSCI World Index, ranging from a reduction of 13% in the number

of firms at the start of the sample, to a low 6% towards the end of the sample. In any

case, there is no reason to expect sample selection issues that would put the competing

covariance estimation methods and shrinkage approaches on an unequal footing in the

empirical analysis in Section 5.4.

Table 5.1 summarizes the number of included factors over the 160 estimation windows.

The factors are split out over the four different categories, namely country factors, industry

factors, style factors, and exchange rates. Factors may drop out during a particular period

if there are not enough stocks in a particular country or industry to obtain a sufficiently

reliable estimate of the fundamental factor return. As illustrated by Table 5.1, there is only

a minor variation over time in the set of included factors, again underlining that sample

selection issues do not play a major role in our analysis.

Our sample of stocks is based on the MSCI World Index, which consists of stocks with

a large market capitalization. For this reason we do not find substantial outliers in the

data, unlike a situation where micro-caps are included in the sample. We find some large

returns, positive as well as negative. The minimum return over the entire sample was around

−87%, while the maximum was around 264%. In most months, however, the returns were

between −50% and 100%, suggesting there will be no problems with outliers or influential

observations in our analysis.
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5.3.3 Competing estimation and shrinkage methods

Our base case is the FFM with the factor return covariance matrix F and idiosyncratic

covariance matrix U estimated by their standard sample covariance matrices. To account

for the estimation uncertainty in these covariance matrices that make up the covariance

matrix of asset returns, we consider six alternatives where we shrink either the sample co-

variance matrix F̂ of the fundamental factor returns or the sample idiosyncratic covariance

matrix Û . The first two methods use linear shrinkage of F̂ . First, we consider the shrinkage

target F̂ 0 as in (5.5) with equicorrelation within each group of factor returns. The second

shrinkage method goes one step further and uses a target with zero correlations. Methods

three and four use the non-linear shrinkage of Ledoit and Wolf (2017a) rather than linear

shrinkage. Method three uses non-linear shrinkage on the full F̂ , whereas method four con-

siders non-linear shrinkage of the four components in (5.5) individually. Method five is set

up to check the relevance of the estimated correlations in the entire composite covariance

matrix Σ̂ of the FFM. It dogmatically shrinks Σ̂ to a diagonal target Σ̂0 that has the same

diagonal as Σ̂ by setting the off-diagonal elements to zero. Finally, method six does not

shrink the sample factor covariance matrix, but instead considers linear shrinkage on the

idiosyncratic variances to a target Û0 that has a common idiosyncratic variance equal to

the average idiosyncratic variance in the original Û .

Rather than shrinking the components F̂ and Û of the covariance matrix Σ̂, we can also

shrink the sample covariance matrix directly without imposing the FFM structure. We

do so in the next four methods. The first and second of these shrink the sample covari-

ance matrix of returns linearly towards an equicorrelation and a zero-correlation target,

respectively. Note that the sample covariance matrix itself cannot be used for determining

the minimum variance portfolio, as the number of observations in the estimation sample

(T = 60) is much smaller than the number of assets (N > 1, 500). This results in a

non-unique solution to the optimization problem. Such problems are avoided by the linear

shrinkage techniques. We compute the shrinkage constant for these two methods based on
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Ledoit and Wolf (2004a). The third approach within this group uses the non-linear shrink-

age method of Ledoit and Wolf (2017a) on the sample covariance matrix. This, actually,

would be the most appealing as it avoids imposing the fundamental factor structure, while

still eliminating the estimation bias of the full sample covariance matrix. Good results with

this approach were reported in Engle et al. (2017). Our fourth method is a much more

blunt benchmark, where we put all off-diagonal elements of the sample covariance matrix to

zero. It results in an equal risk weighted portfolio when determining the minimum variance

portfolio.

The final two benchmarks that we include in our analysis do not build on the estimated

covariance matrix in any way, but use pre-determined portfolio weights, namely market

cap based weights, and equal weights. Particularly the equal weigthing provides a naive,

but typically rather strong benchmark in the presence of estimation error; see DeMiguel

et al. (2007).

5.4 Results

In this section we present the empirical results. We first discuss the out-of-sample minimum

variance portfolio performance using the different shrinkage methods for the FFM. We then

discuss the choice of the shrinkage constant. Finally, we investigate the effect of allowing

for time variation in the FFM’s covariance matrix.

5.4.1 Shrinkage

Table 5.2 presents the results. We first focus on the FFM results. The standard FFM

without any shrinkage already provides a strong benchmark in that its minimum variance

portfolio returns have the second lowest out-of-sample standard deviation. Its average re-
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Table 5.2: Minimum volatility portfolio returns

Details Std. dev. Mean Sharpe ENS TSP

FFM- standard 8.00 8.83 1.10 692.88 1.57
FFM- shrinkage: equicorrelation 8.83 9.56 1.08 648.76 0.99
FFM- shrinkage: zerocorrelation 8.57 9.78 1.14 671.52 0.97

FFM- nonlin shrinkage: full F̂ 9.41 9.70 1.03 650.98 1.19

FFM- nonlin shrinkage: parts F̂ 8.93 9.04 1.01 711.14 1.13

FFM- diagonal Σ̂ 12.56 8.52 0.68 1160.83 0.00
FFM- shrinkage: idiosyncratic 7.67 8.79 1.15 841.88 1.43

Sample- shrinkage: equicorrelation 8.21 9.18 1.12 536.20 1.05
Sample- shrinkage: zerocorrelation 7.38 7.36 1.00 562.73 0.62

Sample- nonlin shrinkage: full Σ̂ 8.20 7.14 0.87 1005.33 0.56

Sample- diagonal Σ̂ 12.01 8.54 0.71 945.67 0.00

Benchmark- marketcap weighted 13.08 7.02 0.54 336.60 0.00
Benchmark- equally weighted 14.71 8.24 0.56 1564.96 0.00

Notes: The table displays the out-of-sample evaluations of the returns of the minimum volatility port-
folios obtained from the competing estimation methods. The evaluation period runs from May 2004
until August 2017 and consists of 160 months. Furthermore, Sharpe represents the estimated Sharpe
ratio, ENS the effective number of stocks, and TSP the total short position, see Section 5.3.2 for more
details on these evaluation measures.

turn is correspondingly lower, but its Sharpe ratio is still in the top three. All shrinkage

methods for the covariance matrix F̂ appear ineffective in lowering the out-of-sample min-

imum variance portfolio standard deviation. This holds both for the linear and non-linear

shrinkage techniques, as well as for shrinkage targets with equicorrelation, zero correlation,

or with a block structure. The bias effect caused by shrinkage therefore seems to off-set

any potential gains in estimation error reduction when considering the estimation of F̂ .

The only effective shrinkage method for the FFM appears to be the shrinkage of the id-

iosyncratic (diagonal) covariance matrix Û . Shrinkage of this matrix to a matrix with equal

idiosyncratic variances produces the lowest ex-post standard deviation of 7.67 per cent. We

note that given our relatively short out-of-sample period, the standard errors for the stan-

dard deviations, means, and Sharpe ratios in Table 5.2 are too high to make statements

about statistical significance of the differences between models. Still, it is interesting to see

that the estimation error in the idiosyncratic variances appears to be substantial, and that

shrinkage on these idiosyncratic variances improves both the standard deviation and the
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Sharpe ratio. Interestingly, shrinking Û results in a higher effective number of stocks (ENS)

and a somewhat smaller total short position (TSP) than the standard fundamental factor

model. The FFM with shrunken Û thus also appears to yield a slightly more balanced and

less leveraged minimum volatility portfolio.

The importance of the correlations between stock returns implied by the FFM structure

is also evident from the return performance of the FFM with diagonal Σ̂ shrinkage target.

Here, we use the variances of the FFM, but put all correlations in the shrinkage target

to zero. This method is the worst performer in the set of models considered. It even

performs worse than the diagonal counterpart of the sample covariance matrix (sample -

diagonal Σ̂). It thus appears important to include the estimated correlations in the portfolio

optimization, despite the estimation uncertainty caused by small samples (60 months) and

a large number of stocks (N > 1, 500).

If we abandon the FFM covariance structure and shrink the complete sample covariance

matrix Σ̂ directly, we see a number of interesting features. First, the non-linear shrink-

age techniques of Ledoit and Wolf (2015, 2017a) when applied to Σ̂ appear less effective

than a standard FFM, both in terms of the ex-post standard deviation and Sharpe ratio.

This holds despite the number of effective stocks (ENS) in this portfolio being considerably

higher than in the standard FFM, and the total short position (TSP) being lower. This

performance is somewhat disappointing given the promising character of non-linear shrink-

age in vast dimensions. The linear shrinkage techniques applied to the sample covariance

matrix result in a comparable performance of the minimum variance portfolio to the FFM

based portfolios. Linear shrinkage of the sample covariance matrix to a zero correlation

shrinkage target even appears to be the best performer in terms of ex-post minimum stan-

dard deviation amongst all estimators considered. The method performs somewhat less,

however, in terms of Sharpe ratio and effective number of stocks.

To conclude the discussion of Table 5.2, we note that both the market cap weighted port-

folio and the equally weighted portfolio have a substantially higher out-of-sample standard
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Figure 5.2: Shrinkage intensities
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deviation than any of the shrinkage estimation techniques. Also the Sharpe ratios are cor-

respondingly lower. It therefore pays off in portfolio optimization to measure the variance

of the stock returns and account for their dependence structure in vast dimensions.

5.4.2 Linear shrinkage intensity

The linear shrinkage coefficient δ was determined for each estimation window in the analysis

in Section 5.4.1 using the methods of Ledoit and Wolf (2003, 2004b). The precise values of

δ of course affects the relative performance of the different methods. To shed some light on

this sensitivity, we first compute the out-of-sample performance of the minimum variance

portfolio for a grid of δ, whereby we fix δ to be constant over the estimation windows.

We then evaluate the ex-post standard deviation σ̂MV as a function of δ, and plot the

result in the left-hand panel of Figure 5.2. We use two (linear) shrinkage targets, namely

a factor covariance matrix with an equicorrelation and a zero correlation assumption. We

also include the shrinkage estimator with equal idiosyncratic variances (Û = σ̄2I) into our

comparison.
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The left-hand panel in Figure 5.2 reveals that improvements over the standard FFM are

possible for low shrinkage intensities towards an equi- or zero correlation target. The gains

are modest and of the order of 3% or less. Moreover, the gains are quickly lost and turn

into losses for shrinkage intensities δ above 0.2. Linear shrinkage towards a Û with equal

variances, however, is much more robust. Though the gains are only slighly larger than

those of the equicorrelation and zero correlation shrinkage of F̂ , the gains appear much less

sensitive to the precise value of δ. Almost all gains are even still realized for full shrinkage,

i.e., an extreme value of δ = 1.

Given the sensitivity of the results to the coefficient δ, in particular for shrinkage of F̂ , it

is important to consider the plug-in values of the shrinkage coefficient δ in the empirical

results. The right-hand panel of Figure 5.2 plots the estimated values of δ resulting from

the estimation windows as a function of time. We see that for both shrinkage targets of F̂ ,

the parameter δ is estimated in the range 0.3− 0.5 using the approach of Ledoit and Wolf

(2003). This explains why the linear shrinkage estimators of F̂ perform poorly in Table 5.2.

The plug-in estimator of δ looses (or actually reverses) the possible shrinkage gains.11

Finally, the right-hand plot in Figure 5.2 also shows the plug-in value of δ for the shrinkage

target of Û with equal idiosyncratic variances. This value of δ varies much more strongly

over time. There is a clear peak directly after the financial crisis, resulting in more shrinkage

being imposed. As the gain in terms of the minimum volatility portfolio performance σMV ,

however, is much less sensitive to the precise value of δ, the strong time series variation in

δ in this case does not affect the fact that this shrinkage target realizes the gains compared

to the standard FFM as evidenced in Table 5.2.

11Note that this estimator is specified to minimize the Frobenius norm in (5.7). This criterion does not
necessarily imply optimality with respect to the implied minimum volatility portfolio weights.
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Table 5.3: Minimum volatility portfolio, time variation in F̂ and Û

time variation F̂t time variation Ût Std. dev. Mean Sharpe ENS TSP

none none 8.00 8.83 1.10 692.88 1.57

EWMA EWMA 8.04 8.88 1.10 694.20 1.58
EWMA student-t score 8.02 8.96 1.12 706.20 1.53
EWMA absolute returns 7.98 8.92 1.12 702.14 1.51

Notes: The table displays the out-of-sample evaluations of the returns of the minimum volatility port-
folios obtained from the competing EWMA schemes.

5.4.3 Time variation

We now turn to the possibility of time variation in the factor covariance matrix Ft and

the idiosyncratic covariance matrix Ut. As our benchmark, we take the standard FFM

with time-invariant F and U . We consider three settings. The settings differ in the way

the idiosyncratic covariance matrix Ut is made time-varying. We use the standard EWMA

and the two robust schemes of Section 5.2, respectively. All three settings use a standard

EWMA scheme to estimate Ft. Table 5.3 presents the results.

We conclude that allowing for time variation in our setting does not have a major impact.

There are only mild changes in the minimum volatility return performance for the three

methods considered compared to the standard FFM setting. Also the portfolio weight

measures ENS and TSP are hardly effected. The exponential decay of the weights for

the returns over the limited length of the estimation period of 60 months apparently does

not yield a more accurate covariance matrix estimate compared to the setting of using

equal weigths over the estimation sample, as is done for the standard FFM. Note that

this result is not at odds with the typical finding of volatility clustering in stock return

data. First, the return data are observed at a monthly rather than a daily frequency, which

already mitigates volatility clustering effects. Second, the FFM’s structure already implies

a time-varying covariance matrix through the time variation in the factor loadings Xt.

Finally, the short rolling estimation sample of 60 months also mimics part of the volatility

clustering effects present at a lower frequency and therefore further mitigates the potential
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Figure 5.3: Minimum variance portfolio performance over time
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gains of more complex methods such as EWMA, robust filters, or GARCH type models.

The additional gains of time-varying parameter models, therefore, appear less useful in the

current setting.

5.4.4 Time series pattern of the minimum volatility

The preceding results in Table 5.2 provided the realized volatility σ̂MV of the minimum

volatility portfolio returns over the entire out-of-sample period. In Figure 5.3, we show the

time series pattern of σ̂MV using a simple EWMA smoothing scheme using a smoothing

parameter λ = 0.9, which corresponds to a half-life of 6 or 7 months.

The figure reveals a number of interesting features. First, the time series pattern in Fig-

ure 5.3 shows that the averaged results in Table 5.2 are not limited to an isolated period,

but actually persist over longer episodes. For instance, the standard FFM has a stable low-

volatility performance, only improved by the shrinkage method with equal idiosyncratic
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variances. The difference between the latter two is generally very small, except during the

great financial crisis and early 2012. Second, the linear shrinkage methods often perform at

par with the standard FFM, except in the run-up of the great financial crisis. There, the

omission in the shrinkage of the correlation effects or their heterogeneity results in much

higher ex-post variances. This makes sense, as correlations typically increase over crisis

periods. We also find that introducing (robust) time variation only has a minor impact on

the minimum volatility portfolio variance, irrespective of the period. The EWMA results

are hardly distinguishable from the standard FFM. Finally, the non-linear shrinkage of the

standard sample covariance matrix does not appear to work well in the run-up towards

the crisis. The ex-post minimum volatility portfolio variances based on the non-linearly

shrunken sample covariance matrix can be more than twice the size of its counterpart based

on the standard FFM. Only in 2005-2006 and in 2012, the non-linear shrinkage method

results in a better performance than the FFM. As these appear to be rather low vari-

ance episodes, these gains do not seem to off-set the increased variance effects during the

turbulent crisis period.

5.5 Conclusion

In this chapter, we focused on estimation risk and statistical shrinkage methods in vast-

dimensional fundamental factor models (FFMs). The FFM provides a convenient frame-

work to estimate a covariance matrix of equity returns, even for a large number of stocks,

and is the standard in the asset management industry. In order to address the issues caused

by having to estimate a vast number of parameters based on a limited estimation sample,

we considered the potential gains from statistical shrinkage techniques in FFM covariance

matrices in an out-of-sample context. As our evaluation criterion we used the ex-post

volatility of the minimum volatility portfolio returns.
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Using a large sample of stocks that mimics the MSCI World Index, we found that the stan-

dard FFM already shows a good performance. Linear and non-linear shrinkage techniques

applied to the fundamental factor returns covariance matrix resulted in a worse perfor-

mance during almost all periods. When zooming in on the determination of the shrinkage

coefficient, we found that standard plug-in values for this coefficient worsened rather than

improved the situation. This analysis further indicated that the potential empirical gains

from shrinking the factor returns covariance matrix are quite limited. Better and more

robust results were obtained with shrinkage targets based on the idiosyncratic covariance

matrix. Also there, however, the gains were limited and not statistically significant. Allow-

ing for time variation in the underlying factor return covariance matrix or the idiosyncratic

covariance matrix did not alter our results.

A final interesting finding emerged from the application of the recent non-linear shrinkage

techniques of Ledoit and Wolf (2015, 2017a) applied to the entire sample covariance matrix.

Also these techniques do not seem to improve upon the FFM performance. By contrast,

the ex-post variance of the minimum volatility portfolio turned out the be sometimes more

than twice as high during the turbulent period around the great financial crisis. The lower

variance of non-linear shrinkage methods during calmer periods did not off-set this.

In conclusion, our results suggest that estimation risk in stock return correlations in vast-

dimensional spaces can be adequately addressed using fundamental factor models. Linear

shrinkage techniques with standard plug-in tuning parameters typically deteriorate rather

than improve the situation, as do non-linear shrinkage methods. Our analysis further

indicated that the potential gains of shrinkage methods compared to the standard FFM

are quite modest, leaving the FFM as a typical benchmark model in vast-dimensions.



170 Estimation Risk and Shrinkage in Vast-Dimensional Fundamental Factor Models

Appendix 5.A Shrinkage intensity

The linear shrinkage methods in the FFM require us to set a shrinkage coefficient. Here,

we provide the formulas for the estimator of the optimal shrinkage coefficient. We first

consider the covariance matrix F̂ of fundamental factor returns. Then, we consider the

matrix Û holding idiosyncratic variances.

Factor covariance matrix

Recall that the estimated fundamental factor and currency returns are represented by f̂i,t,

for i = 1, . . . , K∗ and t = 1, . . . , T . Furthermore, let F̂ denote the sample covariance

matrix, and F̂ 0 the shrinkage target. The true covariance matrix of the factor returns is

represented by F . In general, we want to use the optimal shrinkage value δ∗ defined by

δ∗ = argminδ∈[0,1]E
[
||(1− δ)F̂ + δF̂ 0 − F ||2

]
. (5.A.1)

Ledoit and Wolf (2003) show that the optimal δ∗ behaves like a constant over the sample

size T as T →∞ (for fixed K∗, up to higher-order terms of T ), i.e. δ∗ ≈ κ/T for large T .

This constant κ can be expressed as

κ =
π − φ
γ

, (5.A.2)

a description of π, φ, and γ can be found in Ledoit and Wolf (2003). For an equicorrelation

shrinkage target, the formulas are derived in Ledoit and Wolf (2004a). We repeat these

here. We use the subscript i, j to indicate the element in row i and column j of a matrix.

A consistent estimator for π is given by

π̂ =
K∗∑
i=1

K∗∑
j=1

π̂i,j, with π̂i,j =
1

T

T∑
t=1

(
(f̂i,t − f i,·)(f̂j,t − f j,·)− F̂ 0

i,j

)2

, (5.A.3)



5.A Shrinkage intensity 171

where f i,· represents the average return for factor i. Similarly, γ can be estimated consis-

tently using

γ̂ =
K∗∑
i=1

K∗∑
j=1

(
F̂ 0
i,j − F̂i,j

)2

. (5.A.4)

The estimators for π and γ do not depend on the specific form of the shrinkage target

F̂ 0. Instead, the estimator for φ is specific to the shrinkage target. For the case of an

equicorrelation shrinkage target, Ledoit and Wolf (2004a) show that φ can be consistently

estimated using

φ̂ =
K∗∑
i=1

π̂i,i +
K∗∑
i=1

∑
j 6=i

ρ̂

2

(√
F̂j,j

F̂i,i
ν̂ii,ij +

√
F̂i,i

F̂j,j
ν̂jj,ij

)
, (5.A.5)

where ρ̂ represents the average of the estimated correlations in the sample covariance matrix

F̂ , and

ν̂ii,ij =
1

T

T∑
t=1

(
(f̂i,t − f i,·)2 − F̂i,i

)(
(f̂i,t − f i,·)(f̂j,t − f j,·)− F̂i,j

)
, (5.A.6)

ν̂jj,ij =
1

T

T∑
t=1

(
(f̂j,t − f j,·)2 − F̂j,j

)(
(f̂i,t − f i,·)(f̂j,t − f j,·)− F̂i,j

)
. (5.A.7)

For the shrinkage target with zero correlation, we apply the formulas above and set ρ̂ = 0.

Given π̂, φ̂, and γ̂ we obtain κ̂ from

κ̂ =
π̂ − φ̂
γ̂

. (5.A.8)

The estimate of the optimal shrinkage intensity δ̂∗ is

δ̂∗ = max

[
0,min

[
κ̂

T
, 1

]]
. (5.A.9)
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Idiosyncratic variances

Let the diagonal N -by-N matrix Û represent the sample covariance matrix of the estimated

idiosyncratic returns ûi,t, for i = 1, . . . , N and t = 1, . . . , T . Furthermore, let σ̄2 denote the

average over the N estimated idiosyncratic variances. Ledoit and Wolf (2004b) show that

the optimal shrinkage parameter is given by

δ∗ =
b2

d2
. (5.A.10)

They show that a consistent estimator for d2 is given by

d̂2 =
1

N

N∑
i=1

(
Ûi,i − σ̄2

)2

, (5.A.11)

and for b2 by

b̂2 =
1

NT 2

N∑
i=1

T∑
t=1

(
(ûi,t − ui,·)2 − Ûi,i

)2

, (5.A.12)

where ui,· represents the average (estimated) idiosyncratic return for stock i. The estimated

optimal shrinkage intensity δ̂∗ is then given by

δ̂∗ =
min

[
d̂2, b̂2

]
d̂2

. (5.A.13)
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Allowing for time variation in some parameters of a time series model is often necessary

to match properties observed in economic time series. One prominent example where time

variation is important concerns covariance matrices of financial returns. The empirical

finance literature provides an extensive documentation that time variation in these covari-

ance matrices is ubiquitous. Practitioners need to take this time variation into account

since, in order to make adequate decisions, they need accurate estimates of the current

and/or future states of the covariance matrix. Also structural changes are often detected

in time series of key macroeconomic variables such as GDP growth, inflation, and interest

rates. For modelling these variables time-varying parameter models are frequently applied.

The four essays in this dissertation each make a contribution to the econometric literature

on time-varying parameter models.

Following Cox (1981) we can classify these models as either parameter-driven or observation-

driven time-varying parameter models. Roughly speaking, for parameter-driven versions

the unobserved time-varying parameter follows its own stochastic process. By contrast, for

observation-driven models the time-varying parameter can be expressed as a deterministic

function of past observations. Both types of models are considered in this dissertation.

Chapter 4 considers a parameter-driven macroeconomic forecasting model with a time-

varying local mean and stochastic volatility. Due to the presence of stochastic volatility in

this model it does not admit a linear Gaussian state space representation. To perform in-

ference in this model, we propose a Gibbs sampling algorithm to approximate the posterior
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distribution of the parameters. Conditional on the stochastic volatility process our model

does admit a linear Gaussian state space representation. In particular, using the simulation

smoother of Carter and Kohn (1994) we obtain samples of the local mean process.

In chapters 2, 3, and 5 we consider observation-driven models. In an observation-driven

model the time-varying parameter is a deterministic function of past observations. In

contrast to non-linear and non-Gaussian state space models, likelihood evaluation for

observation-driven models is straightforward even for non-Gaussian specifications of the

conditional density function. Since an analytical expression for the log-likelihood function

is available through a standard prediction error decomposition. In particular, chapters

2 and 3 focus on the class of observation driven models where the update of the time-

varying parameter is based on the derivative of the log-likelihood contribution. This re-

cently proposed class of score-driven models has already gained considerable popularity in

the statistical literature. Score-driven models are typically appreciated for their robustness

properties since the models flexibly adapt themselves to the distribution of the innovations.

Despite being relatively new, a wide range of applications of score-driven models is already

available in the literature. Chapters 2 and 3 extend the theoretical motivation for score-

driven models. In particular, they contribute to the available literature on the optimality

properties of score-driven models. Furthermore, observation-driven volatility models are

also considered in Chapter 5.

The focus of this dissertation is on theoretical properties as well as multivariate applications

of time-varying parameter models. This dissertation is therefore split in two parts: a

more theoretical part and a more applied part. Chapters 2 and 3 constitute the more

theoretical part, in which optimality properties of score-driven models are considered. The

more applied part, consisting of chapters 4 and 5, considers multivariate applications. A

summary per chapter now follows.

Chapter 2 studies optimality properties in finite samples for time-varying volatility models

driven by the score of the predictive likelihood function. We extend available optimality
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results for this class of score-driven models. Previous optimality results for this class of

models suffer from two drawbacks. First, they are only asymptotically valid when eval-

uated at the pseudo-true parameter. Second, they only provide an optimality result ‘on

average’ and do not provide conditions under which such optimality prevails. We show in

finite sample Monte Carlo experiments that score-driven volatility models have optimality

properties when they matter most. The results indicate that score-driven models perform

best when the data are fat-tailed and robustness is important. Moreover, they perform

better when filtered volatilities differ most across alternative models, such as in periods of

financial distress. These simulation results are confirmed by an empirical application based

on U.S. stock returns.

Chapter 3 revisits the theory on continuous record asymptotics (CRA) for observation-

driven filters and applies it to the autoregressive conditional duration (ACD) framework.

Our findings reveal the close resemblance between the CRA analysis of ACD and ARCH

type models. We formulate conditions for the ACD filter to consistently track the path

of a smoothly time-varying conditional expected duration even if the filter is misspecified.

Furthermore, we show that score-driven ACD filters as introduced by Creal et al. (2013)

are most efficient in an asymptotic mean-squared-error sense. The efficiency improvements

become more pronounced for more fat-tailed conditional innovation densities. Finally, we

illustrate the results for ACD models under the Burr distribution.

Chapter 4 develops a vector autoregressive model with time variation in the mean and

the variance. The unobserved time-varying mean is assumed to follow a random walk and

we also link it to long-term Consensus forecasts, similar in spirit to so called democratic

priors. The changes in variance are modelled via stochastic volatility. The proposed Gibbs

sampler allows the researcher to use a large cross-sectional dimension in feasible computa-

tional time. The slowly changing mean can account for a number of secular developments

such as changing inflation expectations, slowing productivity growth or demographics. We

show the good forecasting performance of the model relative to popular alternatives, in-

cluding standard Bayesian VARs with Minnesota priors, VARs with democratic priors and
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standard time-varying parameter VARs for the euro area, the United States and Japan.

In particular, incorporating survey forecast information helps to reduce the uncertainty

about the unconditional mean and along with the time variation improves the long-run

forecasting performance of the VAR models.

Chapter 5 considers estimating vast-dimensional covariance matrices of stock returns. More

specifically, we investigate covariance matrix estimation in vast-dimensional spaces of 1,500

up to 2,000 stocks using fundamental factor models (FFMs). FFMs are the typical bench-

mark in the asset management industry and depart from the usual statistical factor models

and the factor models with observed factors used in the statistical and finance literature.

Little is known about estimation risk in FFMs in high dimensions. We investigate whether

recent linear and non-linear shrinkage methods help to reduce the estimation risk in the as-

set return covariance matrix. Our findings indicate that modest improvements are possible

using high-dimensional shrinkage techniques. The gains, however, are not realized using

standard plug-in shrinkage parameters from the literature, but require sample dependent

tuning.
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